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Executive Summary

The TeamPlay project aims to develop new, formally-motivated, techniques that
will allow execution time, energy usage, security, and other important non-functional
properties of parallel software to be treated effectively, and as first- class citizens.
We will build this into a toolbox for developing software for low-energy systems,
as required by the internet of things, cyber-physical systems etc.

The TeamPlay approach will allow programs to reflect directly on their own
time, energy consumption, security, etc., as well as enabling the developer to reason
about both the functional and the non-functional properties of their software at the
source code level.

As a contribution to this aim, “D5.1, Report on Early Requirements Analysis
Result” was delivered at month 3 of the TeamPlay project, containing an early gath-
ering of requirements pertaining to tools, methodologies and hardware platforms
in order to effectively develop enhanced applications, making use of reasoning on
non-functional properties. D5.1 also provided an early set of metrics, to be used in
quantitatively assessing the contracts established at design time, in order to be able
to quantify in each use-case the gains introduced by the TeamPlay architecture. To
this end, non-functional properties and metrics belonging to three domains were
considered: power/energy, time, security.

The deliverable “D5.2, Report on Project Requirements and Evaluation Metric”
was presented at month 12, in this document all the work in D5.1 was refined. The
final hardware platforms to be used in the different use cases were updated.

In the current deliverable “D5.3, Report on Test Bed Demonstrators and Test
Procedures”, due to month 18, the description of the test beds, reference algorithms
and how they will be evaluated according to the metrics defined in task T5.1 will
be presented. Each use case leader will propose the validation test necessary to
evaluate the improvements achieved through each tool or architecture.
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Chapter 1

Introduction

The main scope of this document is to give an overview of the activities related
with the set up of the test beds that will be used in the coming 18 months in order
to validate the results of the project. The test-beds have been set up in order to
measure all the Time, Energy and Security Metrics that where detailed in previous
WP5 deliverables (D5.3).

In Chapter 2 an update of the status of each of the TeamPlay use cases is pre-
sented. After that, each use case details the test beds, test procedures and metrics
that will be used in order to ensure the validity of results of TeamPlay There are five
different use cases in TeamPlay. The Unmanned Aerial Vehicle use case is focused
on detection algorithms for life-boat search (2.1). The Deep Learning Use Case
uses convolutional neural networks for the analysis of images in order to detect
available parking spots (2.2) The Camera Pill use case consists on an endoscopy
camera fitted into a small pill that transmits the images as it goes through the in-
testine (2.3). The Communications in space use case represents image processing
and communications standards used in the space industry (2.5). Finally, the Secure
Element use case is about a secure platform where cryptography algorithms are
deployed (2.4).
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Chapter 2

Use Cases

In this chapter a detailed description of the status of each Use Case and their test-
beds and test procedures will be given.

2.1 Unmanned Aerial Vehicle (UAV)

2.1.1 Introduction

The “Low-Power Computational Unit for UAVs” use case concerns energy-saving
strategies for enabling advanced computational workloads on UAVs. The two con-
crete use cases on agriculture and maritime both require on-line detection of objects
by the UAV.

Making the UAV more autonomous will reduce the mental stress on operators,
increasing their performance. Autonomous detection of objects however comes at
a price, as additional hardware and software is needed to perform the tasks of e.g.
a video operator looking for life boats. The added hardware and following energy
consumption reduces flight time and generates more excess heat to dissipate.

The main objectives for these use cases in TeamPlay are to prolong flight time
and to minimize heat issues using to energy optimized and/or energy-aware code
execution.

2.1.2 Background

The fixed-wing UAV currently used in TeamPlay is equipped with a high-end mo-
bile CPU and GPU (Apalis TK1 V1.2) from NVIDIA [Tor17]. The Apalis system
on module is suitable for mounting in a UAV due to size and power consumption,
and is equipped with a Quad-core Arm Cortex-A15 and a Kepler GPU with 192
CUDA cores.

SDU is investigating the use of deep learning networks on the UAV, based on
the state-of-the-art YOLO (You Only Look Once) network [RF17]. This network
can for example be used to detect animals, humans, and other obstacles in the agri-
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cultural scenario, as well as to detect people in the water and boats in the maritime
scenario.

The component evaluated at SDU uses a deep neural network to detect an ob-
ject from a video stream that can be run at different frame rates. In the analysis, the
YOLO Darknet implementation was modified to simulate different scheduling op-
tions and evaluate the outcome on a video stream. A first modification can accept
an argument that indicates the amount of sleep between two invocations of the im-
age recognition algorithm. In this way, different frames-per-second options were
simulated and the power evolution within the component configuration model was
generated. Moreover, YOLO Darknet was extended to support different batching
options. This is done by delaying the image recognition algorithm phase after a
set of frames has been collected in a batch of a defined size. In this fashion, a
soft-realtime approach can be investigated, for example simulating a requirement
that 10 images should be processed every 10 seconds.

Use of YOLO with the TeamPlay tool chain required modification of the YOLO
implementation to make it ANSI-compliant, as outlined in deliverable D5.2 “Re-
port on Project Requirements and Evaluation Metrics”. Subsequently it has been
discovered that the framework cannot easily run on the Apalis TK V1.2. More-
over the OpenCV framework cannot be used in more recent versions either on
the Apalis TK V1.2. Hence, the detection algorithms are written without using
YOLO and the OpenCV framework, but directly using the functions supported by
the GPU.

2.1.3 HW Platform

A payload has been constructed and fitted into the UAV, consisting of:

• Two Elphel camera fronts (sensors) with 51◦ field of view (FOV) lens

• Elphel processing board capable of servicing up to four cameras. Currently,
two sensors are attached

• Apalis TK1 board with Ixora carrier board manufactured by Toradex

• Current and voltage sensor for recording energy consumption of the entire
payload. The output from this module is connected to an ADC (analogue to
digital converter) on the TK1 board

The payload is integrated into the UAV and is connected to the flight controller
and power distribution hardware. The implementation can be seen in figure 2.1.

The two cameras are mounted facing downwards and at a 30◦ angle forward
respectively as seen in 2.2.

2.1.4 Current Status of the Demonstrator

The UAV has been fitted with the camera and computing payload and has been test
flown around ten times.
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Figure 2.1: Top view of payload mounted inside UAV

The detection algorithm can successfully detect life boats placed physically at
the UAV tasting facility in Stoevring. The lifeboat is substituted by an inflatable
boat in similar colour and form.

Due to legislation, the tests are performed at a nearby flight facility - and not
over open water. This means that the picture data sets currently available have a
grass background and not water.

The onboard computer detects life boat objects and transmits position meta
data and a picture for manual verification to the ground control station. From the
ground station, data can be monitored real time and information on route or plan
change can be conveyed to the UAV operator.

2.1.5 Metrics

Metrics originally submitted in deliverable D5.2 “Report on Project Requirements
and Evaluation Metrics” are adapted and presented here:

Category Metric Unit
Energy Average energy over time [J ]
Energy Frame average energy [J ]
Energy Peak power [W ]
Energy Energy budget [J/function]
Energy Energy per image frame [J/frame]
Time total operating time of uav [s]
Time time variability [s]
Security Security level against power SCA

There metrics will be either measured by dedicated software made internally
or coupled to a suitable benchmark suite.
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Figure 2.2: Bottom view of payload mounted inside UAV

Energy budget will rely on the potential outcome of TeamPlay as no existing
handles are readily available other than empirical measurements for judging effec-
tive versus less effective functions and or routines.

Operating time will be measured using flight log data as well as payload data
and time variability will be tested, changing frame rates and picture complexity.

In addition a number of security-related metrics were listed in deliverable D5.2
“Report on Project Requirements and Evaluation Metrics”. Further analysis of
this use case has however revealed that these metrics are not relevant, whereas the
security metric Side Channels: Information Leakage through Power is considered
highly relevant. Let us consider the case where the encryption is used to secure
image data stored in the drone. If an attacker gains physical access to the drone
(e.g. the drone crashes or the drone is captured) , she will be able to monitor
its power consumption. If the drone is performing cryptographic operations, the
attacker may be able to retrieve the cryptographic key performing side-channel
analysis. This would give the attacker access to all the encrypted data.
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2.1.6 Test Bed and Test Procedures

Energy and Time

Using a current and voltage sensor , total power consumption of the UAV payload
is measured. The payload consists of the cameras (frontends + Elphel processing
board), Toradex Apalis TK1, Toradex Ixora carrier board and SSD drive. The Mea-
surements will not include the power used by the motor, com-module, flight con-
troller and GNSS module, as these are outside the scope of the TeamPlay project,
and would pollute the measurements.

During testing payload voltage and current are logged; rendering the above
metrics available post mission. It is expected that the energy modeling of complex
architectures methods described in deliverable D4.3 “Report on Energy, Timing
and Security Modeling of Complex Architectures” can be adapted to use such log-
ging data.

A continuous log of voltage and power from takeoff to landing is kept and at
the same time, the use-case software will log the time of key events.

• start and stop capture messages from the flight controller

• new frame received

• DIP (Digital Image Processing) start and stop per frame

Coupled with a measurement of minimal power use, these key points can be
used to measure the Metrics identified in D5.2 for the UAV use case.

Overview of application of the metrics identified in D5.2

D5.2 metric measured
5.1.1.1 Energy consumption combined with 5.1.1.2

5.1.1.2 Average energy over time frame
Total energy, from takeoff to landing
Average during transit average during search and rescue

5.1.1.3 Peak power
Overall peak from takeoff to landing
Peak during transit
Peak during search and rescue

5.1.1.4 Energy budgets DIP routines

5.1.2.5 Energy per image frame
Average capture and store energy
Average capture and search energy
Average combined energy use.

5.2.1 Total operating time The accumulated energy of all measurements
Time variability combined with 5.1.1.4 [s]

Mininum power use will be evaluated by measuring the total UAV power in-
cluding the elements not part of the payload, we can infer:

• Average Camera power use, when remaining payload is not powered
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• Average Toradex power use, when remaining payload is not powered and
TeamPlay DIP is not running

Peak Power and Average power consumption will be split in three sub cate-
gories;

• Overall measured during the entire flight from take of to landing

• Transit, measured during the time when the drone reposition to do the next
scan area

• DIP software active (e.g. software searching for an life boat)

Figure 2.3: Sky-Watch user interface for search and rescue scanning, UAV doing
search and rescue inside the square, and transit outside

Power per image frame, will be split in three sub categories;

• Average capture and store energy

• Average capture and search energy

• Average combined energy use

All three categories are measured between transit states.

Specifically for the DIP routines, results of the algorithms are logged. By doing
this it is expected to calculate an averaged estimate of function energy cost, as
function of the number and size of objects detected. This will allow observation of
time variability of DIP routines as a function of the object count and size.

Coupled with the estimates on minimal power use it is possible to derive how
much energy can be attributed to the DIP-function and how much is the remaining
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payload.

As a backup and/or for training detection algorithms, it is possible to use a
set of images from one of the previous flights as test images. Benchmarking the
energy use of the DIP routines will likely provide more consistent results. The
energy modeling of complex architectures described in deliverable D4.3 “Report
on Energy, Timing and Security Modeling of Complex Architectures” are expected
to be easily useable in such a scenario.

However in such a setup the DIP routines would have the full resources of
the Toradex system available and not share with the remaining use-case software -
possibly making the algorithms perform differently. A hardware-in-the-loop sim-
ulation environment would probably be required to obtain realistic test results in
such a scenario.

Security

The security levels that are currently being designed by INRIA to quantify the
security against Side Channel Attacks (SCAs) require timing or power data as in-
puts. This data can be obtained by actual measurements. In particular, to compute
the security Side Channels: Information Leakage through Power, INRIA needs to
collect a set of power traces when the UAV performs sensitive operations, with
different values for public and private input variables (a more detailed description
of this security level can be found in deliverable D4.3 “Report on Energy, Timing
and Security Modeling of Complex Architectures”). Those measurements can be
done using the setup described in subsection 2.1.6.

The security metrics will be tested using the Analyzr platform for Secure-IC.
This platform will be customized to produce the UAV test bed for security by de-
veloping two adaptation modules. First one is dedicated to be the interface between
the Analyzr software and the UAV. It translates Analyzr communication protocol
into UAV electronic module communication protocol and command. The second
module will embed and define the UAV specific sequence of command suitable to
produce power consumption traces that will be analyzed to determine the security
information leakage level.

The test procedure will be as follows. First findng the best probe position
around the target device (the electronic module where the cryptographic keys are in
use). This is performed by scanning the space using different prob position, using
an automated probe positioning system. Then traces recording (power consump-
tion evaluation thought EM measurement) can occur using best probe position or a
set of best positions, finally enabling worst case vulnerability evaluation.

2.1.7 Summary and Future Work

SKW have successfully flown the first missions with respect to the search and
rescue use case. On those missions, pictures were gathered in different heights to
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allow further desktop testing and optimizing.
It has been established that the UAV is capable of carrying the payload, al-

though the payload is on the heavy side of what the UAV usually carries.
The following three figures (2.4,2.5 and 2.6) are photos taken by the actual

UAV payload in air at the test site. Pictures are a subset of different picture series
recorded on some of the tests performed.

Figure 2.4: UAV Photo taken at 65 meter altitude with boat in view

Figure 2.5: UAV Photo taken at 98 meter altitude with boat in view

Life boats can be detected and meta data can be streamed to the ground control
station, reducing the wireless foot print substantially, compared to live video.

Furthermore, the work of the payload operator has been reduced, compared to
finding the life boats ’by eye’, as the operator is updated once an object of interest
is found. The update consists of pictures and location data.

A baseline for energy consumption and execution time has been made, using
standard software routines with no TeamPlay optimizations for comparison.
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Figure 2.6: UAV Photo taken at 98 meter altitude with no boat in view

Conclusion on metrics will be possible when TeamPlay framework is further
developed.

Future Work

Going forward, overall focus areas for SKW will be:

• finalizing the search and rescue use case

• preparing software and picture sets for the partners in TeamPlay

• implementing the intelligent agriculture use case if feasible with respect to
time

• implementing recommendations and optimizations from TeamPlay to con-
clude on energy savings and timing considerations

• concluding on the findings of the project

On a side note, SDU is investigating properties of using YOLO, which may
add further interesting findings with respect to performance and energy saving.

The market on artificial intelligence and utilization of complex vision based al-
gorithms is expanding and the foot print of such processors and systems are being
more compact. Hence, the work and recommendations from TeamPlay is consid-
ered very important and the work done is aligned with the technological trends.

However, as the technology is moving very fast, it is acknowledged, that chip
sets and modules are phased out during the project period, but the underlying the-
ories and software design approaches are considered to still be valid.
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2.2 Deep Learning

2.2.1 Introduction

The deep-learning use case involves the use Neural Networks (NNs) and a special
type of NNs, the Convolutional Neural Networks (CNNs), for carrying out vari-
ous image recognition tasks. NNs are mathematical structures whose implemen-
tation is computationally demanding, involving convolution operations between
large tensors or multiplication of matrices of large dimensions for carrying-out
tasks related to recognition of images, signals, etc. As it is evident, depending
on the application, the type and capacity of the required processing resources can
vary significantly. Figure 2.7 depicts this correlation between the complexity of
an application with the increase in performance, power and cost of the hardware
platform, mainly focusing in ARM cortex M and A series of CPUs.

Thus, use cases relying on a deep-learning system, would ideally require a
relatively strong computing system. In the scope of TeamPlay, IRIDA tend to
choose an ARM-based CHP such as the ARM Cortex-A15. Making use of such
platform could lead to the implementation of a deep-learning system able to operate
in real-time. Such a system could support applications in markets as diverse as
Mobile Devices or Automotive and Industrial Inspection/Automation. It has to
be noted that availability of a vector operation co-processor such as the NEON
coprocessor plays a very important role in this kind of applications and it is a
necessity, given the computational complexity of implementing CNNs.

However, as shown in Figure 2.7, there are applications such as keyword spot-
ting and application fields such as IoT or Wearables, where heterogeneous multi-
core platforms are not considered an option, mainly due to limited power consump-
tion profile and thermal conformity. For this kind of markets, special CNNs of a
more suitable form factor need to be developed. In this category of applications
and for the purposes of TeamPlay, IRIDA will use ARM-based platforms such as
ARM Cortex-M0. Support of special DSP commands are also desirable for these
platforms.

Figure 2.7: Performance-Power diagram of ARM Cortex-M and -A series
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Figure 2.8: Example images for classification

2.2.2 Brief Description of Deep-Learning Use Case

To this end, the use case scenario that will utilize the above-mentioned platforms
so as to evaluate and validate the TeamPlay toolkit is a car-parking system that
monitors in real-time the available parking lots (in a parking space) and determines
if a car is parked in a lot or if the lot is free. It can be used either autonomously or as
part of a greater smart car-parking system in larger scale. The CNN that resides in
the core of this system is implemented in plain C and consists of 4-D convolution
layers, MaxPool layers and a final FC layer with two nodes, corresponding to two
target classes: either the lot is occupied or not. Some example images that the
CNN model could be called to classify are shown in fig. 2.8 p.15. The model
has been trained offline on a custom database of 74000 training images and 1306
validation images, achieving a 99.69% validation accuracy using 32-bit floating
point representation. In order to deploy it to the Coretx-M0 MCU the model’s
weights and activations have been quantized from the float32 representation to an
8-bit integer one, according to the Ristretto tool [GPMG18]. Due to quantization
effect, the model performance, has dropped by 1.76% on the same validation set
presenting a classification accuracy of 97.93%.

The platforms for the Deep-Learning use case demonstrators must be able to
accommodate the full CNN structure, mainly in terms of internal memory and
computational power, as well as to be aligned with the ones supported by the
TeamPlay toolchain as mentioned in 2.2.2. Those are a) a Cortex-M0-based plat-
form, namely the STM32F091RC-NUCLEO-Board [STMb] and b) NVIDIA Jet-
son TK1 [Tor17], a more complex, heterogenous platform. Both platforms are
described briefly in the next section.

2.2.3 HW Platforms

The hardware platforms to be utilized in the Deep-Learning use-case scenario are:
a) the Cortex-M0 based STM32F091RC Nucleo dev board and b) the NVIDIA
Jetson TK1, with a significantly more complex architecture, in order to address
both single-core and multi-core versions of the TeamPlay toolchain .

The STM32F091RC-Nucleo Board

The STM32F091RC-Nucleo dev board, shown in fig. 2.9 p.16 features a 32-bit
Cortex-M0 MCU with the following, most important, characteristics:
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• 48 MHz max CPU frequency

• 256 KB Flash

• 32 KB SRAM

• 9x Timers

• Several I/Os (2x I2C, 8x USART, 2x SPI, 1x CAN channels)

Figure 2.9: The STM32F091RC-Nucleo Board

It must be mentioned again that the MCU must at least meet the memory re-
strictions imposed by the CNN architecture, that is to provide enough memory to
store the model’s coefficients. The Nucleo board meets such specifications. Al-
though it is decided by the consortium to support the Nucleo Board as the main
hardware platform for the Deep-Learning use case, the TeamPlay toolchain is not
yet fully supporting this board (initial time/energy modeling evaluation measure-
ments have been made on the STM32F0DISCOVERY board, see Deliverable D4.3
for more details).

The NVIDIA Jetson TK1

The NVIDIA TK1 SoC (fig. 2.10 p.17) provides an ARM Cortex-A15 CPU, 2
GBytes of DDR3 RAM memory, 16 GB of non-volatile eMMC storage, and an
NVIDIA Kepler GPU with 192 CUDA cores. However, the TK1 does not provide
any built-in sensors for power measurement, so an external sensor will be used to
measure the total power consumed by the software running on chip, in conjunction
with the use of the Toradex Ixora 12,5 x 9,5 carrier-board (fig. 2.11 p.17) with a
wide range of different peripherals and a cooling system. Specifically, the modules
to be used for power measurement is the NI-9227 Current Input Module along
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with the NI cDAQ-9174 USB chassis, from National Instruments. The testbeds
implementation details for the complex architecture case are to be defined in the
near future.

Figure 2.10: The NVIDIA Jetson TK1 board

Figure 2.11: The Ixora Carrier board

2.2.4 Current Status of the Demonstrator

The preparatory work of this use-case was to come up with a CNN architecture
that will fit on the hardware platforms consolidated by the TeamPlay consortium
and will be able to classify the input images correctly, that is a CNN network be-
ing small enough to fit even on the Cortex-M0, which is a very resource-limited
platform, but also trainable enough, so as to meet the car-parking scenario require-
ments. The deployment of the TeamPlay toolchain is expected to contribute into
smaller inference times while also reducing the power dissipation of the CNN.

Up to M18 IRIDA has completed the following tasks regarding the Demonstra-
tor for the Cortex-M0 platform:

• Finalized the CNN architecture for the use-case scenario

• Trained the CNN on a proprietary database, in order to achieve an accuracy
performance of over 99%
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• Developed and verified the corresponding C routines for the whole CNN
model

• Simulated the CNN using the AbsInt aiT and EnergyAnalyzer tools so as to
acquire initial execution time and power consumption figures

• Ported the code onto the Nucleo dev board and verified its functionality using
real-world images (raw values converted to header files and compiled with
the rest of the project)

It must be noted the TeamPlay toolchain does not yet fully support for the Nu-
cleo Board. When made fully available by the partners we will employ it to our
demonstrator.

2.2.5 Metrics

Metrics are generally classified in two broad categories: coarse grained, where the
properties being described are generic, e.g. total system power consumption; fine
grained, where the metric relates to a detailed property, e.g. power consumption per
operation. Apart from the well-established coarse-grained metrics of overall power
dissipation and overall execution time which provide a high-level overview of the
efficiency of the application and always remain relevant, metrics of a more fine-
grained nature are also very important to the developer, allowing a more detailed
insight over the implementation details of software routines.

Since the Deep-Learning use case scenario is mainly focused on systems that
operate on a very tight power budget, the fine-grained metrics of focus are: Power
per MAC Operation, Power per GeMM (General Matrix Multiplication), Power per
Bit-Length and Time per MAC Operation. These metrics, as originally submitted
in deliverable D5.2 “Report on Project Requirements and Evaluation Metrics” have
been further evaluated against the final chosen Deep-Learning use-case scenario.
It is to be noted, that since the General Matrix Multiplication algorithm can break-
down to a well-defined, discrete number of multiply-accumulate operations, the
Power per GeMM metric is replaced with the already mentioned Power Per MAC
metric and will not be considered as a separate metric for the Deep-Learning use
case. Furthermore, it is evident that for bit-lengths larger that 16 bits, the Power
per Bit-Length metric may not be applicable for systems that cannot accommodate
the full CNN structure due to memory and architectural restrictions (e.g. a 16-bit
register file). The metrics of focus for the Deep-Learning use-case are presented
here:

Category Metric Unit
Energy Overal Power Consumption [W ]
Energy Power per MAC Operation [W ]
Energy Power per Bit-Length [W ]
Time Overal Execution Time [s]
Time Time per MAC Operation [s]
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Overall Execution Time/Power Consumption

The overall execution time metric is a coarse grain metric that is always employed
by the developers to characterize the timing performance of the software under
test (SUT) and is used in cases where it is necessary to refine timing estimates,
optimize code or analyze real-time performance. Refining estimates is usually done
during the design phase or early in the implementation phase. The estimates might
be used to select which processor to use, or to obtain ballpark figures on how
many iterations of a particular function can be executed per second. Optimizing
code could use coarse-grain methods when the optimization is at a global scale
(e.g. choice of algorithm for convolution implementation) where measuring the
execution time per inference of a SUT can reveal potential bottlenecks.

The metric of the total amount of power consumed by a device when running
a SUT is becoming more and more significant, as the power budgets, on which the
devices are running on, are getting restricted by the very nature of the hardware/-
software they are designed for (e.g IoT). Thus, the need to optimize the energy
efficiency of a SUT is of paramount importance and a coarse grain metric like the
total power consumption per inference can enable the developer to make architec-
tural choices to this direction.

Time/Power per MAC Operation

In CNNs the most intensive part, in terms of processing power and execution speed,
is usually the convolutional operations. A characteristic metric of the convolution
operations is the number of Multiply-Accumulate (MAC) operations that the con-
volution requires. Thus, metrics of Time/Power per MAC Operation shall help to
measure the time/energy optimizations of the use-case CNN.

Time/Power per GeMM

CNNs consist of multiple convolutional layers, where each layer may depend from
other layers’ data. As already mentioned, the most intensive layers are the convolu-
tional layers and they can directly be correlated with MAC operations. Under this
point of view, we usually focus on specific implementations based on well-defined
Generalized Matrix Multiplication algorithms (GeMM). Since the efficiency of
those GeMM algorithms are characterized by the number of MACs involved, the
Power per GeMM metric can be replaced by the well-defined, Power per MAC
Operation metric.

Power per Bit-length

Many times the result of algorithms can be more or less precise, depending on the
used data type. Such is the case for single- and double-precision floating-point
arithmetic, or 32-/16-/8-bit integer data types. The impact of such decisions can
be seen directly in memory requirements for data storage, and also on hardware
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requirements for efficient operation support, such as FPUs or wider arithmetic op-
erators.

The typical approach is to use floating point operations for the highest accuracy.
However, such operations require operands of 4 bytes each and specialized hard-
ware (FPU) for the floating-point precision operations, which usually is not avail-
able in embedded devices, typically constrained in terms of hardware resources
and power. Changing the bit-length of the operations and the representation format
of the operands, depending on the hardware support and capabilities, can lead to
significant gains in the memory, power and speed domains, with low impact on
accuracy which may be acceptable for specific problems and use cases. Thus, a
metric of Power per Bit-length will correlate the bit-length of the operations with
power and speed in order to determine the impact in power usage as the arithmetic
and bit-length of the operations changes, in different parts of the software e.g. in
the different layers of the CNNs, or in image processing using different data types
for operations.

2.2.6 Test Bed and Test Procedures

The framework under of which the different measurements will take place, consists
of several software and hardware components for each hardware platform. At this
point the established test framework concerns the Cortex-M0 platform, while the
testbed procedures regarding the NVIDIA Jetson TK1 platform are expected to
similar to Cortex-M0 ones, but yet to be determined.

Figure 2.12: Procedure to generate the executables and run the use-case software

• Software Components for the Cortex-M0 platform

1. STM32CubeMX [STMc]
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2. GCC compiler [GCC](WCC when made fully available 1

3. GNU MAKE [GNU]

4. OpenOCD/ST-Link Utility [OCD]

5. PyEnergy Tools [Pye]

6. Putty telnet client [Put]

• Hardware Components for the Cortex-M0 platform

1. Workstation running Ubuntu 18.04

2. STM32F091RC Nucleo dev board [STMb]

3. MAGEEC board [Hol13]

4. STM32F4DISCOVERY board [STMa]

As proposed by the TeamPlay consortium, we are using the STM32F4DISCOVERY
board (fig. 2.13 p.21) as the energy ’management’ board which interfaces with the
MAGEEC measurement board (fig. 2.14 p.22), that acts as an energy shield, con-
verting the raw power data into energy measurements and handles communication
with the PC.

Figure 2.13: The STM32F4DISCOVERY Energy Management Board

1WCC will provide the expected WCET/power consumption figures
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Furthermore, the MAGEEC board uses the 12 bit ADCs on the STMF4 discov-
ery board to convert measurements to digital values. To measure the current, the
inserted resistor aims to create a maximum 50mV drop. The choice of resistor de-
pends on the target maximum power consumption. Values of 0.05R, 0.5R, 1R and
5R are provided (along with a choice for custom resistor). The objective is a maxi-
mum 50mV drop. In our setup we use a resistor of a 1R. The same hardware is also
capable of delivering timing measurements as well using the appropriate firmware.
We will use this firmware as provided by the University of Bristol to acquire the
overall execution time as well The MAGEEC board is used as an energy shield on

Figure 2.14: The MAGEEC Energy shield with the STM32F4DISCOVERY board

the STM32F4DISCOVERY board,for monitoring the Nucleo board’s MCU power
lines and capturing the real-time power/time measurements. The STM32F4 board
will be acting as an energy/time-management board so as to retrieve those mea-
surements.

The procedure followed in order to compile the use-case software code and
generate and run the executable is summarized in fig. 2.12 p.20 More analytically
the STM32CubeMX software will deliver the necessary MCU configuration and
I/O driver generation so as to be able to run the custom C code to the Nucleo
board. The WCC compiler, that encapsulates the TeamPlay toolchain, will be used
for source code compilation and will provide the static WCET/power consump-
tion figures of the SUT. After the project has been built (using the GNU MAKE),
the final generated executable will be downloaded to the Nucleo Board using the
openOCD/ST-Link utility. The executable will then be executed by the cortex-
M0 and the PyEnergy tools will be used to monitor the power consumption of the
Nucleo board.

In order to measure the above-mention metrics on the Cortex-M0 platform,
a header file will be generated containing the raw pixel values of the images to
be classified by the CNN network developed for the Deep-Learning use-case and
included in the project structure. Then, the project will be compiled twice, once
using the TeamPlay toolchain and another one using a traditional toolchain for
the Cortex-Mx platforms. The two executables generated will be downloaded and
run consecutively on the Nucleo board. Then, depending on the metric of focus a
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separate measurement procedure will be followed. The classification output of the
CNN in each inference will be printed to the telnet client’s terminal (putty).

• Overall Execution Time/Power Consumption

Each executable version will run on the Cortex-M0 platform in real-time,
measuring meanwhile the overall execution time and overall power con-
sumption over all test images using the MAGEEK-STM32F4 boards in con-
junction with the pyEnergy tools. After the overall time/power figures are
acquired they will be normalized to the total number of inferences so as to
derive the respective figures per inference and per version. A direct compar-
ison of those figures will reveal, eventually, the efficiency of the TeamPlay
toolchain.

• Power per MAC

The total number of MAC operations involved throughout the CNN structure
will be calculated and be known to the developer a priori. Then, since the
final overall execution Time/power consumption per inference figures will be
available, the power per MAC metric can be easily deduced for both versions
of the executable.

• Power per Bit-length

This metric is measured in a similar way as the overall power consumption.
To this end, different executables will be generated for different versions of
the use-case software each one corresponding to a different bit-length. Then
the power per bit-length figures will be acquired by running the executable
for each version over all test images, monitor the power consumption for all
inferences and average the results.

Although at the time of the deliverable, the TeamPlay toolchain for the complex
architectures has not been designed yet, and thus the methodology for carrying out
the power measurements for the complex architectures case is not yet determined,
in general, the principles established in the cortex-M0 case are to be followed here
as well. In this case, the NI-9227 Current Input Module and the NI cDAQ-9174
USB chassis, both from National Instruments, will be utilized for acquiring the
current/power figures.

2.2.7 Summary and Future Work

Summary of Work

IRIDA has completed, as summarized below, the following the tasks regarding the
Deep-Learning use-case Demonstrator and testbeds:

• Finalized the CNN network architecture for the Deep-Learning use-case sce-
nario
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• Developed the use-case software application for the Cortex-M0 based plat-
form (Nucleo dev board)

• Ported, tested and verified the software to the Nucleo dev board feeding real-
world images as input to the CNN (using serial-port communication to print
validation messages)

• Built and validated the test framework for the Cortex-M0-based STM32F0-
DISCOVERY platform (since the TeamPlay toolchain for the Nucleo board
is not available yet)

• Started integration of of WCC compiler

Future Work

Regarding both the Cortex-M0 based platform and the Cortex-A15 based platform,
the tasks to be competed to the near future are:

• Cortex-M0

1. Consolidate the software tools that will be used along with the mea-
surements procedures

2. Deploy the final version of TeamPlay toolchain so as to compare the
performance and efficiency of the use-case software against traditional
toolchains

• NVIDIA Jetson TK1

1. Develop, test and verify the use-case software while targeting the ad-
vanced architecture of TK1

2. Consolidate the measurement framework and methodology that will
provide valid measurements for time and power metrics (both coarse
and fine grained)

3. Deploy the final version of TeamPlay toolchain for complex architec-
tures, so as to compare the performance and efficiency of the use-case
software against traditional toolchains

2.3 Camera Pill

2.3.1 Introduction

The Medical Smart Pill use case concerns performing endoscopy using a pill that
records images. The TeamPlay project is concerned with assisting the development
of a pill that can capture high quality images without significantly increasing the
battery size. (Battery size is limited since the device must be pill-sized). Con-
cretely, the smart pill use case will target the colon cancer screening program,
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based on a design concept with on-board recording during intestine passage, and
subsequent wireless transmission while passing through the patient digestive sys-
tem. Key to this is to only use energy and storage space on recording the relevant
parts of the intestine, in this case the passage from small to large intestine should
trigger the recording. The research question is whether a computer vision algo-
rithm can be used to reliably trigger this recording, and whether this can be done
effectively on a low-end CPU such as the ARM Cortex-M0. The role of Team-
Play is to (1) extend the recording time and improve the quality with which images
can be recorded by reducing power consumption, (2) ensure system correctness
by guaranteeing real-time behavior both when triggering the recording and for the
recording itself, and (3) verify security of the device itself to ensure confidentiality
of on-board recorded data.

2.3.2 Background

In 1981, G. Iddan conceived a wireless camera pill for imaging of the entire GI
tract. Technology limits prevented the realization of a swallowable camera capsule,
although in the mid-1990s experimental trials were performed on a larger prototype
by P. Swainet. In 2000, a commercial product known as PillCam was introduced by
Given Imaging Ltd thanks to G. Iddan patent. In 2003, PillCam SB (M2A capsule,
Given Imaging Inc.) received approval from the Food and Drug Administration
(FDA) and clearance to market capsule endoscopy for use in pediatric patients
aged 10 to 18 years, specifically designed for the diagnosis of pathologies of the
small bowel. The capsule, provided with a CMOS camera, acquires two images
per second and has a battery life of approximately 8 hours. Initially conceived for
the investigation of the small bowel, WCE is now spreading to other GI districts.
In addition to the M2A capsule, and exploiting similar technology, Given Imaging
Inc. produced double-head camera capsules for the inspection of the esophagus
(PillCam ESO, Given Imaging Inc.) and of the colon (PillCam COLON, Given
Imaging Inc.).

Several other companies produce endoscopic capsules, such as Olympus Inc.
(EndoCapsule, Olympus Medical Systems Corp., Tokyo, Japan), Chongqin g Jin-
shan Science and Technology (OMOM capsule, Chongqing Jinshan Science and
Technology, Chongqing, China) and Intromedic Co. (MiRo capsule, Intromedic
Co. Seoul, South Korea).

Although WCE has entered the medical scene as a disruptive technology, it
presents several limitations, e.g., the limited battery life which confines fully gas-
trointestinal diagnosis. In this regard, some research centers on image compression
methods, some others focus on distinguishing image features, discarding unimpor-
tant images just sending out remarkable images. The TeamPlay pill cam project is
concentrated on characterizing raw images using an efficient mathematical method
just transmitting medically significant images.
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2.3.3 Status

The initial work on this use case concerned defining the requirements in terms of
defining the precise role of the TeamPlay toolchain (outlined above) and selecting
the specific system-on-chip hardware on which the camera pill prototype can be
based (the STM32F051 which is based on an ARM Cortex-M0 CPU). The Team-
Play consortium already has significant experience with this specific system, which
facilitates applying the TeamPlay toolchain to this use case.

2.3.4 HW Platform

Fig. fig. 2.15 p.26 shows the block diagram of the camera pill which consist of:

• Camera

• FIFO

• MCU

• RF TX

Figure 2.15: Block Diagram of the Pill Camera

Camera

One of the main building components of the pill camera is the CMOS image sen-
sor. As the capsule travels through digestive tract, the camera takes thousands of
pictures that are transmitted to a recorder worn on a belt. The CMOS camera is
needed to be designed in order to fulfill the application requirements, such as an
adequate image resolution, field of view and minimum optical distortion.

The object distance in endoscopy is in range of 5mm to 50mm. Regarding to
following lens equation:

1/f = 1/q + 1/p
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Which f is lens focal length, q is image distance from lens and p is object distance
from lens, camera need to adjust lens distance from image sensor to have a clear
image for every object distance, but it is not possible to change lens position in
the pill cameras. There is another solution; if p is much bigger than f , we can
approximate the equation by q ≈ f and we will have a clear image in focal point
of lens. To achieve the solution, we need a camera with a very small focal length.
We implemented OV7670 camera shown in fig. 2.16 p.27, as the first trial with
focal length of ∼5mm, image resolution of VGA/QVGA and a field of view of
∼90◦.

Figure 2.16: OV7670 Camera Board

MCU

In the Pill camera system, the control unit has a duty to communicate with the
image FIFO and transmitter chip also processing the captured images to find the
remarkable images in order to send out. Cortex-M0 core as a low power and low
price architecture has selected that fits the requirements of the project.

STM32F0 Discovery board shown in fig. fig. 2.17 p.28 features a 32-bit Cortex-
M0 MCU with the following, most important, characteristics:

• 48 MHz max CPU frequency

• 64 KB Flash

• 8 KB SRAM

• Several Peripherals (I2C, USART, SPI)

• Wide supply voltage range (2 3.6 V)

27



Figure 2.17: STM32F0 Discovery Board

Image Buffer

There are two scenarios in capturing image by sensor: Rolling shutter and Global
shutter. "Rolling shutter" is a method of image capture in which a still picture is
captured not by taking a snapshot of the entire scene at a single instant in time
but rather by scanning across the scene rapidly, either vertically or horizontally. In
other words, not all parts of the image of the scene are recorded at exactly the same
instant. In this scheme image data is sent out row by row as it captured; it is a low
power method although produces some predictable distortions of fast-moving ob-
jects. This is in contrast with "Global shutter" in which the entire frame is captured
at the same instant. In this method the chip area also power consumption is more
than Rolling method.

Limited power budget in Pill cameras tend the commercial products to use
low power image sensors with Rolling Shutters. As image data production by the
sensor is much faster than data processing by MCU, implementing a FIFO block is
inevitable. In this project iCE40UP5K FPGA board, is used as an interface part to
communicate with the camera and store captured raw image in the internal FIFO.
As the pill camera is powered by battery, the main concern is power consumption.
The iCE40UP5K that is used as a FIFO between the camera and MCU has the main
following features:

• 48 MHz max internal oscillator
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• 128KB of SPRAM

• 5280 Logic Cells

• 39 I/O

Figure 2.18: iCE40UP5K FPGA EVB

RF data link

The processed data by Arm processor need to be transmit via air data link. The
most utilized ISM frequency bands that has been designed to be used for such ap-
plications consists of 433 MHz, 915 MHz, 2450 MHz and 5800 MHz. Higher
frequencies achieve higher data bandwidth in the cost of higher human body ab-
sorption. Most of times 915 MHz and 2450 MHz frequency bands win this trade-
off in low distance and low power applications. We used nRF24L01+ module with
the main following features:

• 2450 MHz center frequency

• 1 Mbps / 2 Mbps data rate

• 0 dBm output power

2.3.5 Current Status of the Demonstrator

It was mentioned that assessment of image frames could give us the ability to only
send useful endoscopy frames. Selective transmission of frames drastically re-
duces power consumption. High detail images could be used to select informative
images. In this project we proposed edge detection filter in order to distinguish
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Figure 2.19: RF24L01+ Board

the endoscopy images. The first step is camera configuration and data transferring
between the camera module and the FPGA.

The next step is communicating the MCU with RF transmitter, receiving raw
image data from the FIFO, doing some mathematical operation in order to distin-
guish significant images. The candidate images need to be encrypted by MCU and
sending out by RF transmitter. After a successful modular test, a customized an-
tenna needs to be designed and all sections are getting together in a single capsule
sized PCB.

2.3.6 Metrics

The following metrics from deliverable D5.2 “Report on Project Requirements and
Evaluation Metrics” are considered relevant for the medical pill use case.

Category Metric Unit
Energy Average Power Consumption [W ]
Energy Power per Image [W ]
Time Total Operating Time [s]
Time Image Assessment Time [s]
Security Security level against power SCA

Energy

Power consumption is a key concern for the camera pill. In particular, the Average
Power over Time Frame is considered highly relevant as a metric of the effective-
ness of the system, as the lower the average power consumption for a given con-
figuration (image resolution, frames per second), the longer the pill can function.
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Related to this is the Power per Image Frame which should be as low as possi-
ble, but having precise information on this metric is key to precisely estimating the
overall battery time of the pill, and facilitates adaptive behavior such as reducing
frame rate to cover the entire GI tract. Moreover, Energy Budgets is key to this
use case as all energy comes from a small on-board battery, and the way in which
power is drawn from this battery has an impact on the total amount of energy avail-
able for computation (i.e., drawing power at a steady rate may be different from
drawing power in spikes). Last, the Power per Bit-Length may be important for
future experiments with the camera pill: we currently expect the bit-length to be
fixed to provide as high quality images as possible with the given hardware, but
experiments may nonetheless be performed to see if varying the bit-length has a
significant impact on the power consumption.

Time

A key metric for the camera pill is the Total Operating Time (while providing an
adequate level of performance): the operating time must be sufficient to cover the
targeted area of the GI tract with an appropriate number of images. The Time Vari-
ability is similarly important, and must be within a bound determined by the frame
rate of the pill, as images will be captured at a fixed rate that must be supported by
the CPU or image data will be lost.

Security

As the images captured by the camera pill represent highly personal data of con-
fidential nature, security is a key concern in the design and implementation of the
pill. From the point of view of TeamPlay, a metric that directly related to the cam-
era pill is Side Channels: Information Leakage through Power, which for example
would be an issue if a pill containing recorded information was lost after opera-
tion. With the proposed camera pill design outlined in this section, this could for
example be an image stored on the FPGA that is subsequently transmitted. Even if
the communication is secure, the image could be leaked through power analysis.

Note that metrics regarding communication described in deliverable D5.2 “Re-
port on Project Requirements and Evaluation Metrics” will not be computed by the
tools developed in TeamPlay. Those security levels would have to be evaluated by
an expert, and provided in the Non-Functional Properties File (NFPF) described
in deliverable D1.2 “Report on Initial Implementation of Proof Library, including
Initial Contract Specification Language Implementation”. Thus, only the security
levels related to side channel attacks will be evaluated. At this stage, we focus on
the evaluation of Side Channels: Information Leakage through Power.
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2.3.7 Test Bed and Test Procedures

Energy and Time

A prototype camera pill is currently being designed and implemented, as outlined
earlier in this section. From our experiments, we observed that the average power
consumption of the camera pill is independent of the taken image. This means
that the instantaneous power measured throughout a time interval over a specific
frame does not differ significantly from doing the same measurement over a differ-
ent one. Due to space and energy constraint, we decided on this basis to limit our
analysis on a static measuring mechanism that allows to sample power prior to the
mission, and eventually derive energy-aware considerations upon this information.
To this extent, we used current probe method to sample and analyze power. In
this method, the board is equipped with sampling capabilities that include pins for
external power measurement purposes. The setup consists of a digital acquisition
unit, such as a multimeter or an oscilloscope, connected to the sampling capabili-
ties of the board under analysis. This is the preferred approach evaluated through
our analysis as it can precisely sample the power consumption of specific comput-
ing elements. Another technique that we analyzed but was not implemented inside
this use case is the current shunt method. In this case, an internal circuit on the em-
bedded board composed of a shunt resistor is used along with a digital acquisition
unit.

Total Operating time and Image assessment time can be measured by the test-
ing point also embedded internal timers of the microcontroller. These times can be
send out with the image. These measurements will be experimentally confirmed
with in-vitro experiments in an artificial, physical environment (i.e., a GI tract from
an animal). Power measurements will also be used to compute the security levels
against power analysis (Side Channels: Information Leakage through Power) de-
signed by INRIA.

Security

The security metrics will be tested using the Analyzer platform from Secure-IC.
Secure-IC. Similarly to the UAV usecase (see Section 2.1.6), this platform will be
customized to produce the camera pill test bed by developing two adaptation mod-
ules, one for communication protocol translation and one to define the camera pill
specific sequence of command to be applied for measurement. The test procedure
will include a first space scanning to locate best probe position around sensitive
electronic devices for an attacker. Then power consumption evaluation (thought
EM measurement) will occur, leading to vulnerability evaluation.

2.3.8 Summary and Future Work

In summary the precise requirements for the TeamPlay toolchain and for the cam-
era pill hardware have been finalized. Future works concerns developing the hard-
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ware prototype and implementing efficient computer vision on the Cortex-M0.

2.4 Secure Element

Secure-IC provides an industrial use case based on a Secure Element. This sys-
tem provides core security services that are required to build security architecture
on a large variety of applications on embedded devices. Main component is the
Securyzr solution which is a versatile system designed to be adapted to different
markets and needs, such as automotive, Internet-of-Things, banking and trusted
computing, among others.

For the TeamPlay project, some use cases on tunable cryptography will be
setup on the Securyzr platform, where the correlation between performance, energy
and security is crucial. This is the reason why this platform fits really well into the
scope of the Teamplay project. And moreover this platform have:

• an heterogeneous architecture,

• is using hardware accelerators,

• and is using parallel processing.

2.4.1 HW Platform

The hardware platform used for use-case build up is a Zynq UltraScale XCZU9EG
FPGA from Xilinx. Programmable logic is 600K system logic cells and 2520 DSP
Slice large. The IC also include generic resources for external DRAM memory
management, general purpose computing resources and high speed I/O. Block di-
agram is available on fig. 2.20 p.34.

The use case will be realized thanks to the programmable logic which is large
enough to implement RTL synthesized core processor such as a Leon3 and also all
the hardware accelerators for cryptographic computing.

The FPGA IC is deployed on a ZCU102 board, also manufactured by Xilinx.
The ZCU102 is a general purpose evaluation board for rapid-prototyping. It in-
cludes DDR4 SODIMM RAM and interface components for development support.
Picture of this board can be view on fig. 2.21 p.35. The Zynq FPGA is under a fan,
with label 1 in the picture.

2.4.2 Current Status of the Demonstrator

The ZCU102 board has been deployed and its cross-development environment in-
stalled and tested on engineer workstations and CAD servers. Elementary toys
tests have been run ensuring that engineers can make further development safely.

Then, all elementary components (called IPs in our specific domains) were
written in hardware description language appropriate to FPGAs programmable
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Figure 2.20: Zynq UltraScale FPGA Block Diagram

logic. Elementary component developments were tested individuality. The as-
sembly testing is currently on going. Global elementary block diagram is shown
on fig. 2.22 p.36.

The development of the secure boot code as also started. The boot code of an
embedded device is a attack point very appreciated by hackers. The challenge in
writing the boot code for a security device is to be self checking but also free of
vulnerability.

2.4.3 Metrics

The three categories of metrics (energy consumption, execution time and security
level) defined in the project are of interest in this use case.

About energy, average power and power consumption per bit in cyphering op-
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Figure 2.21: The ZCU 102 board from Xilinx supporting Zynq Ultrascale FPGA

erations will be considered. Average power is considered because secure element
and Securyzr main usage are embedded systems such as IoT and then battery life
is one of the top hard constrain in global design. Power per bit in cyphering oper-
ation is also considered because this a classical performance indicator that provide
guidance in cryptographic scheme or architecture design.

Considering execution time, we will use throughput of symmetric ciphering
and latency induced on asymmetric cryptography operation as key performance in-
dicators. Symmetric ciphering is used for encryption of big amount of data or data
stream, throughput being therefore the most prominent parameter. In asymmetric
cryptography, computing time is systematically bigger (than in symmetric cipher-
ing) because of higher computing complexity. Thus, this type of operation is more
likely used on small amount of data. Then, input to output response time, that is
to said latency, is more significant than an average throughput, since asymmetric
ciphering will not be performed repetitively.

Last but not least, security level is a prominent metric to appreciate the quality
level of a secure element design and implementation. The information leakage
level, measured by the Normalized Inter-Class Variance (NICV), is relevant of the
potential vulnerability of an implementation. NICV is a dimensionless quantity
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Figure 2.22: Global block diagram for the Secure Element Use case

with an absolute value between 0 and 1.
Metrics are summarized in the following table:

Category Metric Unit
Energy Average Power Consumption [W ]
Energy Power Consumption per bits in ciphering operation [W/bits]
Time Throughput in symmetric ciphering operation [bits/s]
Time Latency on asymmetric cryptography operation [s]
Security Leakage shown by Normalized Inter-Class Variance [0, 1]

2.4.4 Test Bed and Test Procedures

Test bed for energy measurement will be the ZCU102 development board itself.
FPGA board power supply lines is in fact equipped with switch transistor (Q7) and
filtering coils (U25) as can be seen on fig. 2.23 p.37. Observing voltage difference
on Q7 and on U25 will be used for power measurement. Recording will be done
using a digital scope.

It is curently planned to use an Infiinium Keysight digital scope shown fig. 2.24
p.38. One Ms/s sampling frequency will be the starting exploration frequency.

For average power consumption measurement, test procedure will be the fol-
lowing:

1. Start power recording and send secure-boot start simultaneously
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Figure 2.23: Power supply on ZCU102 board

2. Record until 3 time boot time elapsed, then stop recording

Mean consumption value when boot finished will be the measurement.
Regarding power consumption during ciphering operation, the Securyzr AES

128 and RSA 2048 library operations will be used in the test procedure. Sequences
of five symmetric (AES) and resp. five asymmetric (RSA) ciphering will be used
to determine power-per-bit in cryptographic operations. This will be done using
the same power line observation and digital scope recording as for average power
consumption measurement.

Test bed for timing properties measurement will also be the ZCU102 develop-
ment board itself. FPGA programmable logic will be used to implement accurate
time counter, in the heart of the use case itself. These measurement dedicated coun-
ters will be connected on the AXI interconnect bus of the Securyzr bloc on fig. 2.22
p.36. Those counter will be triggered and frozen by the secure element activities
thanks to internal signal derivation. Experiments results will then be collected by
the host system.

For throughput measurement (symmetric cryptography), test procedure will be
the following:

1. Initialize cryptographic parameters

2. Reset time counter

3. Start 100 ciphering operations

4. Stop time counter
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For latency measurement (asymmetric cryptography), the following test proce-
dure will be repeated 100 times:

1. Initialize cryptographic parameters

2. Reset time counter

3. Start ciphering operations

4. Stop time counter

Figure 2.24: Infiinium digital scope

Regarding security, the test environment will build from an Analyzr platform
from Secure-IC. Specific developments will be done to be connected to the Se-
curyzr use case. One of them will aim at allowing the Analyzr to send command
to the device under test (DUT), the use case. It will translate evaluation sequence
programmed on the platform into commands to the use case with the appropriate
protocol. The second specific development translate the tests specifications into
tests sequences and subsequent data processing of samples collected by a high-
speed digital scope probing the DUT. The test procedure is split in two parts. First
the probe will explore signal level around the FPGA where the use case is imple-
mented. The space is scanned using an automated probe positioning system driven
by the Analyzr platform. When an optimal position is found, device under test ac-
tivity is recorded. Those recording are called “traces” and a will then be computed
to produce final vulnerability evaluation.

2.4.5 Summary and Future Work

Future works is on finishing securing the interfaces and dialog between the differ-
ent IPs that make the use case works (fig. 2.22 p.36). This step is mainly a test and
debug phase of programmable logic.

The secure boot code has to be finished and tested. Then the optimizations and
measurements using the Teamplay project developments from different partners
will occur.

Finally, the Analyzr platform has to be tailored for security measurement. At
this stage, it may appears that part of the setup for security experiment can be
valuable for energy related measurement.
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This last stage may also be prepared in synergy of the support by Secure-IC for
security evaluation of other use cases.

2.5 Communications in Space Applications

2.5.1 Introduction

Thales Alenia Space in Spain (TAS-E) provides a use case image processing on
a European Space processor: LEON3FT. Such use case fits in the scope of the
project, since such system must fulfil non-functional requirements, such as power
consumption plus timeliness in the form of a real-time system with time con-
straints.

An image processing algorithm has been chosen to run on the LEON3FT pro-
cessor. This kind of algorithms usually are intensive and need a lot of resources to
run at significant speeds. For this use case a parallel processing of an image has
been chosen. An image will be sent to the dual-core processor through an Space
Wire interface and then it will be decomposed and processed by the two cores in
parallel. The output will be sent back to the computer which will then check that
the algorithm has been correctly performed.

2.5.2 Background

As energy consumption is a major concern in spacecrafts, every little reduction
of power that can be achieved without a significant loss of performance is highly
valuable. Power tends to be the governor of the duration of a mission (due to
degradation of power sources), the number of possible payloads, the quality of the
provided services (the kind of used algorithms, data link and processing rates...).

Sobel has been the chosen algorithm. It is used in space as part of the Canny
algorithm for border detection which has multiple applications such as horizon
identification. It is computationally demanding for the LEON3 and is highly rep-
resentative. Sobel algorithm is the perfect proof of concept for image processing
in space technology for sensor processing.

There are two possible ways of improving the demonstrator, which are taking
a video stream as an input from the Space Wire Link and implementing the whole
Canny algorithm.

2.5.3 HW Platform

The hardware platform that is being used in this use case is the Cobham Gaisler
GR712 Development Board which has a GR712RC ASIC. It includes two LEON3
processors. The LEON family processors are widely used in the Space industry
and are based on the SPARCV8.

The ASIC contains simple mechanisms for power management, including clock
gaiting for peripherals and unused processor cores, including the floating point
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Figure 2.25: Sobel algorithm applied to a stereo camera

units (FPUs). Real-Time Operating Systems (RTOS) can be used in this processor.
Besides the ASIC, the Development Board has several I/O interfaces of which

the Space Wire Links will be used.

2.5.4 Current Status of the Demonstrator

At M18 the demonstrator has been fully deployed and it can process images as
described on the previous sections. The image to be processed is sent to the
GR712RC from the computer, recieved by the GR712RC, split by one of the cores
and processed by both of them. Finally, the first core recomposes back the image
and sends it back to the computer.

2.5.5 Metrics

The metrics to be measured on this use case were defined on D5.2 ”Report on
Project Requirements and Evaluation Metrics" and are:

Category Metric Unit
Energy Average energy over time [J ]
Energy Power per image [J ]
Energy Peak power [W ]
Time Time per task [s]

The metrics related with Communications in Space Use Case are focused on
time and energy. This are the factors that are more critical in spacial missions as it
has been previously stated.
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2.5.6 Test Bed and Test Procedures

Test Bed

The test bed for the Communications in Space Use Case is composed by two main
elements. The first one is for current measurement. For this task a device called
CLARK will be used. This device is an in-house development used typically for
radiation test environment.

When a radiation test is performed, it is critical to control the power consumed
by the devices and different power rails of those devices under test. With CLARK
it is possible to measure up to ten different power rails in a single device or in
different devices. It also allows register the data points on a computer. There are
several versions of CLARK available for current measurement but, for this use
case, the one that is going to be used is the CLARK v1.0.

CLARK v1.0 allows to measure current with a resolution of up to 100 samples
per second (10 ms between samples). The measurements can be performed through
different sensors:

• Shunt resistors embedded on the board under test. A lot of boards have
internal current sensing an have shunt resistors on its power rails. By making
a custom connector to this resistors, CLARK v1.0 amplifies the differential
voltage through a series of operational amplifiers with customizable gain.

• Shunt resistors present on CLARK v1.0. For devices and boards that do not
have internal shunt resistors the system has its own shunt resistors that allow
to take current measurements.

• Hall Effect sensors. Another way to measure power in boards that do not
have its own shunt resistors is through measuring the magnetic field that the
current generates through Hall Effect sensors.

For this Use Case the second option will be used. The GR712RC board has
the option of opening the power rails in the voltage supply of the core and in the
voltage supply of the peripherals. A shunt resistor of 30mΩ will be used for this
power rails.

Current measurement on the 5V main power supply of the board will be done
also with the second of the options that the CLARK V1.0 offers.

The second item that composes the test bed is an SSDP Evaluation Board.
The SSDP, Scalable Sensor Data Processor was a project of development of an
ASIC very similar to the GR712RC but with some updated features. The develop-
ment of this ASIC was carried out by Thales Alenia Space in Spain, the European
Space Agency and Cobham Gaisler (vendors of the GR712RC and developers of
the LEON architecture). For this development an evaluation kit with an FPGA
Kintex UltraScale XCKU060 was build up.

The reason behind using this board is that it allows to implement on the FPGA
logic a dual-core LEON3 processor, very similar to the one present on the GR712RC
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but that allows to have more control on what is happening inside the processor with
the implementation of internal event counters. This will be used during the test
campaign in order to have precise measurements of timing and events that happen
on each of the test to ensure that the measurements taken directly on the GR712RC
are correct.

Test Procedures

Average Energy over Time Devices needed:

• GR712RC Evaluation Board

• CLARK v1.0

• Computer connected to CLARK v1.0

For this metric current consumption will be measured through the whole test. The
start and the end of the test will be detected by the changes on the current that
are seen when software is launch on the processor/s. An integration of the current
measurement will be made in order to extract the Energy in Joules.

Power per image Devices needed:

• GR712RC Evaluation Board

• SSDP Evaluation Board

• CLARK v1.0

• Computer connected to CLARK v1.0

For measuring the power per image two different measurements will be taken. First
the software will run on the SSDP Evaluation Board in order to extract the average
time that takes to process an image with high precision. Then the images will be
processed by the GR712RC where current measurement will be taken.

Power Peak Devices needed:

• GR712RC Evaluation Board

• CLARK v1.0

• Computer connected to CLARK v1.0

For the current measurements of the previous metrics the power peak will be ob-
tained.
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Time per Task Devices needed:

• GR712RC Evaluation Board

• SSDP Evaluation Board

• CLARK v1.0

• Computer connected to CLARK v1.0

The measurement of time per task will be performed on the SSDP Evaluation
Board which allows to have a precise measurement of the time that each task on
the processing chain requires. When it is obtained, a measurement of the total time
will be taken from the GR712RC in order to assess the validity of results on the
SSDP board.

2.5.7 Summary and Future Work

In summary, the demonstrator for the Communications in Space Use Case has
been developed. It is ready for the integration on the TeamPlay toolchain and for
its testing.

Future work on the demonstrator itself is considered optional but interesting
and would consist on converting the image processing chain into a video processing
chain.
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Chapter 3

Conclusion

This deliverable reports on the activities related with the means of validating the
results of TeamPlay:

• An update on the state of each of the use cases has been given.

• The test beds that are going to be used by each individual use case has been
reported.

• Test procedures and metrics are also reported.

Every use case has reported successfully the deployment of the demonstrator
platform in which the TeamPlay developments carried out by the rest of technical
work packages will be implemented. The main achievement reflected on this de-
liverable is that every single use case is ready for evaluating all the tools and for
reporting through the different metrics and benchmarks how the developed toolflow
has affected their energy, time and security measurements.
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