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Executive Summary

Deliverable D4.3 “Report on Energy, Timing and Security Modeling of Complex
Architectures”, due at month 18 of the TeamPlay project, reflects on the work
carried out under task T4.3 “Dynamic System-Level Energy, Time, and Security
Modeling (Complex Architectures)” related to energy, timing and security model-
ing. Thus, we report on the investigation of the feasibility and the means of creating
energy usage models for the range of the complex architectures considered in this
project. More specifically, we worked on a range of energy-consumption models,
including modeling the cores of a heterogeneous architecture, namely the Odroid-
XU3’s big.LITTLE, modeling of a GPU processor, and the high-level modeling of
a complete system. Because of the unpredictable nature of these architectures, our
models are built using statistical analysis based on physical energy-consumption
measurements and hardware characteristics observed during program execution,
including Performance Monitoring Units (PMUs). The security modeling work,
presented also in this report, considered a more agnostic approach that can be ap-
plied to the proposed predictable as well as heterogeneous and complex architec-
tures. More specifically, the security modeling focuses on side-channel attacks and
allowed to define analysis metrics in order to detect and exploit flaws.

After investigating several different approaches of modeling the more complex
architecture of the LEON3, an initial power model has been obtained. This first
version of the model will be improved for deliverable D4.4 where a final, robust
energy model will be presented.

Research questions and possible exploitation paths are also indicated where
appropriate. These will be further explored in subsequent ongoing work. Initial
results will be presented in future deliverables, especially in D4.4 “Final Report
on Architecture-Level Energy Usage, Timing and Security Modeling and on Pro-
totype” due at month 24.
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Chapter 1

Introduction

This deliverable reports on the modeling activities carried out up to month 18 of
the project. Chapter 2 discuss the energy model for a heterogeneous multicore
architecture, namely the Odroid-XU3’s big.LITTLE. The energy model is dynamic
and based on performance monitoring counters. The model is capable of capturing
the energy consumption of the CPU. Chapter 3 delivers a coarse-grained approach
to modeling the energy consumption of GPUs. The result is a linear predictive
model, which is suitable for CUDA programs. The model is based on temperature,
clock speed, power draw, and time measurements and was tested on an Nvidia
GeForce RTX2080 GPU for CUDA 10.1.

The models presented in Chapter 2 and Chapter 3 are only capable of captur-
ing the energy consumption of the CPUs and GPUs of a system. Considering that
our use-cases energy consumption is not only based on these components but also
other major system components such as communication modules and sensors, there
is a need for whole-systems energy modeling. Thus, Chapter 4 presents a coarse-
grained whole-system energy modeling technique that is capable of predicting the
energy consumption of a given set of software components in a specific configura-
tion being executed according to a given scheduling policy. This will support the
TeamPlay use cases with advanced architectures (deep learning and drones). The
more fine-grained models presented in the earlier chapters, Chapter 2 and Chap-
ter 3, will serve as a baseline to assess the performance of the whole-system energy
model.

Chapter 5 describes the methodology used for obtaining the initial energy model
of the LEON3 processor. A novel technique for generating and evaluating data for
the model has been developed, namely collecting and synchronizing measurements
from two different platforms - an FPGA (Xilinx UltraScale KU060) with a LEON3
processor used for collecting PMU events and the target platform (GR712RC) used
for energy measurements.

Chapter 6 is focused on the security modeling activities performed so far. It
discusses how security models can be generalized to any architecture, simple and
complex ones, and introduces a novel security model. Such model is able to trace
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the use of sensitive variables in order to determine the leakage of sensitive infor-
mation. Thus, the developer will be able to compare the security protection level
of different implementation options. Furthermore, the chapter discusses how the
introduced models that are capable of capturing information leakage from side-
channel attacks will be integrated into the TeampPlay toolchain.

Finally, Chapter 7 evaluates the preliminary versions of the static analysis tools,
the timing, and the energy models developed for the Arm Cortex-M0 during the
first year of the project. This is based on a Convolutional Neural Network (CNN)
use-case constructed by IRIDA. Predictions from the static analysis tool and the
energy consumption model are being compared to physical measurements to es-
tablish the accuracy and any pitfalls of the introduced static analysis and the re-
source usage models. The evaluation findings will guide the further improvement
and development of the tools and models.
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Chapter 2

Fine-grained energy modeling of
the Odroid-XU3’s big.LITTLE
heterogeneous architecture

2.1 Introduction

This chapter presents the methodology that will be used for the development of
the real-time hardware-event-based power models for a heterogeneous multi-core
processor architecture in TeamPlay. The methodology consists of two stages, data
collection and model training, and validation. It uses the hardware event registers
from the processor’s Performance Monitoring Unit (PMU) to accurately capture
the CPU state under a representative workload and Ordinary Least Squares (OLS),
guided by custom event selection algorithms, to calculate the power models. This
work has been specifically developed for the ARM big.LITTLE System-on-Chip
(SoC) [KKCL13] [Gre11], which features a high-performance and a low-power
processing cluster. However, the modularity of the method facilitates easy recon-
figuration for other embedded systems. Further details about the methodology and
the produced models as well as results can be found at [NNYH15] and a full dis-
cussion is contained in [Nik18].

The methodology is open-source, available under an BSD-3-Clause licence,
with the code available from the ARMPM_DATACOLLECT [Nik19b] and ARMPM_-
BUILDMODEL [Nik19a] online repositories.

This chapter is structured as follows. Section 2.2 explains the background of
the methodology, including a short list of references to related work as well as
information about the development hardware platform - the Hardkernel ODROID-
XU3 board. Section 2.3 gives further details about the methodology itself, list-
ing the workloads and briefly explaining the techniques used to acquire on-board
data and generate the power models. Section 2.4 details the novel features in the
methodology and the types of power models it can generate. The models and vali-
dation results are presented in Section 2.5. The chapter concludes with Section 2.6
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with an outlook on future work and how these models are expected to be used in
TeamPlay.

2.2 Background

2.2.1 Related Work

PMU events have traditionally been used, and have been introduced into processors
mainly, for performance assessments. More recently, however, PMU-based power
models have been developed to support the estimation and prediction of power dis-
sipation at runtime. In Nunez-Yanez et al. [NYL13] the authors use a great number
of PMU events collected by simulating workload execution of an ARM Cortex-
A9 CPU and instead of using micro benchmarks they use cBench [Ogd] [cTu15].
Afterwards, the data is used to train a linear power model using mathematical re-
gression. Nikov et al. [NNYH15] builds on observations from Nunez-Yanez et
al. [NYL13], featuring the first developed models using single-thread execution of
cBench and an intuitive selection of PMU events. Since then the methodology has
been further developed. It now has the capability to handle multi-threaded work-
loads, with models built using PARSEC [BL09], and includes a comprehensive
search through all the PMU events to select the best ones for power modeling.

Pricopi et al. [PMV+13] develop complex models for predicting performance
by predicting the CPI stack. As part of their work, however, they have also built
a mechanistic model for the Cortex-A15, which utilises CPU design experience
and a deeper understanding of the architecture to select the list of PMU events
used. Their models are trained and tested on SPEC CPU2000 [Hen00] and SPEC
CPU2006 [Hen06] benchmark suites. Their work is done on an experimental plat-
form and uses a single CPU frequency, hence resulting in a simplified power pro-
file. Nevertheless this is one of the earliest PMU-based models available for the
ARMv7 architecture and provides great insight into the use of PMU events for
power modeling.

Walker et al. [WDH+17] have developed an energy model for big.LITTLE on
the ODROID-XU3 platform. They use a Supervised Machine Learning (SML)
method to analyze the available PMU events in order to select those most suit-
able and indicative for accurate power modeling. They have developed individual
models for the Cortex-A15 and Cortex-A7, and two tools [Wal18] to support model
building and validation, both available from http://www.powmon.ecs.soton.ac.uk/
powermodeling/. The Powmon Experimental Platform Software provided there
automatically runs the necessary experiments and records the required data on a
Hardkernel ODROID-XU3 platform. The Powmon Model Building Software is a
platform-independent tool that implements a PMU-based power modeling method-
ology by selecting the optimum set of PMC events, formulating and validating the
power models. In [WDH+17] there is also a very thorough analysis of the statistical
and mathematical limitations of OLS, together with a method for increasing model
accuracy and flexibility by addressing the problem of heteroskedasticity in power
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modeling, i.e. the violation of the constant variance assumption made for OLS re-
gression, meaning that the variability of a variable is not constant/uniform across
the range of values of the variable that is used to predict it, reporting 2.8% and
3.8% average error for the Cortex-A15 and Cortex-A7 models. How the method-
ology presented here ensures model accuracy and stability is presented in detail in
Section 2.4.

Rodrigues et al. [RAKK13] have developed a model that is designed to offer
the most accuracy with a minimal set of events for both a high-performance and
a low-power execution unit, represented by an unnamed Intel Nehalem and Atom
processors in a simulation environment. The authors also have a comprehensive
analysis of PMU events in which they have compared several models, utilising
different numbers of PMU events. The models are trained and validated on an
extensive suit of benchmarks, consisting of SPEC CPU2000, MiBench [GR01]
and mediabench [LPMS97].

Rethinagiri et al. [RPB+14] present a power-estimation tool for embedded
systems, incorporating physical platform information and PMU events to predict
power consumption, tested for ARM9, ARM Cortex-A8 and ARM Cortex-A9.
They base their approach around accurate run-time system-level power models and
use micro benchmarks to obtain cache information and intuitively selected PMU
events and train a linear model using OLS-based regression. Their model has a
small set of regressands, since they use only CPU frequency and four PMU events
and the model is built and validated using a custom set of microbenchmarks. The
resulting model is, however, heavily reliant on cache events due to the high vari-
ability of cache events in the workloads. The methodology used in TeamPlay has
undergone an analysis of the events with high variation, removing them from the
event selection process. This helps produce much more stable and accurate models.

2.2.2 The ODROID-XU3 Platform

The majority of the methodology and resulting models have been developed on the
first generation of the big.LITTLE [Gre11,ARM11,CECK12] platform. The mod-
els are built for the ARM Cortex-A15 [ARM17a,Lan11] and Cortex-A7 [ARM17b]
processors. A key feature of the SoC is the Cache Coherent Interconnect (CCI),
which enables quick task migration between the two CPU islands. For that purpose
ARM has developed patches for Linux and Android OSs, which support a custom
scheduler for big.LITTLE [Ran13]. The scheduler is a natural extension of DVFS,
which allows tasks to be migrated from one CPU cluster to the other. Thanks to
the CCI the overhead of migrating the task is kept low.

The platform selection is motivated by the presence of four Texas Instruments
INA231 sensors [TI17] measuring the power, current and voltage of the Cortex-
A15 cluster, Cortex-A7 cluster, RAM and GPU. This is a key feature of the plat-
form, since it enables accurate power measurements to be made, which are needed
in order to train and validate the models. A top-level view of the platform and the
different on-board components is presented in Figure 2.1.
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Figure 2.1: Top view of the HARDKERNEL ODROID XU3 development
board [HAR13].

The platform has been set up with a minimal Lubuntu 16.04 LTS running the
latest kernel available from the board support team. The platform OS is chosen to
be small enough to avoid a big OS overhead, but with enough features to provide
easy software development. Detailed instructions on how to set-up the board and
provide power sensor PMU event support are available online [Nik19b]. Another
key feature of the ODROID-XU3 is that it has a broad DVFS range with the Cortex-
A15 having 19 available frequency levels ranging from 0.2 GHz to 2 GHz and
five corresponding voltage levels and the Cortex-A7 with 13 available frequency
levels from 0.2 GHz to 1.4 GHz with five available voltage levels. The presence of
the eMMC card slot in addition to the standard microSD slot is important since a
significant variation exists when comparing results obtained using an eMMC card
with those obtained using an mSD card as OS host. Details about these findings
are presented in Section 5.6 - "Analysing model performance between the mSD
and eMMC memory cards" of [Nik18].

2.3 Methodology

2.3.1 Overview

The entire power modeling methodology consists of three distinct stages: data col-
lection, data processing and model generation. The first stage involves running
the workload on the platform and collecting data at runtime, including power mea-
surements and execution statistics for the selected PMU events. The code used
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Figure 2.2: Power modeling methodology stages [Nik18].

is available online [Nik19b]. The second and third stage are performed off-line
on a more powerful machine. They perform analysis of the data collected in the
previous stage and then use the analysed data to generate and validate the power
models. The software used for both these stages is also available online [Nik19a].
Figure 2.2 gives an overview of the three stages and a breakdown of the smaller
steps in each stage.

This document continues with an overview of the workloads, used in the method-
ology and then gives details about the three stages.

2.3.2 Benchmark Selection

The ideal workloads should be comprehensive benchmarks with a wide range of
diverse behaviour in order to capture different scenarios and long runtime. cBench
[cTu15] was selected, because it consists of a large set of smaller benchmarks
aimed to represent real-life workloads and it has long runtimes (to ensure we get
enough samples from the energy monitors). cBench is also single-threaded so it is
ideal for developing a single-thread model.

PARSEC [Bie11] was used for the multi-thread case, since it is more modern,
well established in the research community and also consists of several smaller
benchmarks. It is highly configurable and one can set the number of threads to
run for most of the workloads in the suite. This makes it ideal for the multi-core
platform, since it allows exploration of all the possible configurations of the system.
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2.3.3 Data Collection and Processing
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Figure 2.3: figure
Example of Data Sampling and Model Validation on the ODROID XU3 when
running on all four cluster cores for both processor types with the maximum

frequency of 2 GHz.

This section details how the experimental data is collected from the ODROID-
XU3 development board and how it is prepared for later processing by the power
model generation algorithms.

Data collection consists of three key components: system configuration, work-
load selection and finally program control. Setting up the platform for the exper-
iment involves loading the eMMC memory card with the OS and custom kernel
patch. Afterwards, the methodology tools that are used to control program ex-
ecution and minimise overhead, cset [cse] and cpufrequtils [Ubu19], are
installed on the board. The final part is to download and compile the workloads,
cBench and PARSEC, and download the execution control scripts from the online
repository [Nik19b]. After the experiment data has been collected, the different
sensor and event samples are synchronised by the data analysis scripts [Nik19a].

The PMU available in the Cortex-A15 provides six configurable registers with
an additional seventh reserved just for CPU cycles. In contrast, the PMU available
for the Cortex-A7 only has four configurable registers, but still has a dedicated
one for CPU cycles. A total of 67 different hardware events are available for the
Cortex-A15 and 42 for the Cortex-A7, but only 23 are common to both PMU’s. A
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description of the PMUs can be found at [Cor19].

In order to communicate with the PMU without a debugger in order to con-
figure the performance counters, the methodology scripts use the linux tool perf.
It allows communication with the linux kernel from userspace and can profile the
entire system.

Several tools in the Linux ecosystem are used to help control the execution
of the workload and to read the PMU events and on-board power sensors. The
two four-core CPU clusters can be configured separately, which allows for a lot of
options for the system set-up. This is done in three steps. First, /sys/devices/ is used
to identify and hotplug the CPUs that are not profiled. Second, cpufreq-set from
the cpufrequtils package is used to set the CPU cluster frequency. Finally, cset is
used to assign the workload application to the appropriate cores and isolate all the
data collection scripts and OS threads on the opposite CPU cluster. This prevents
the collection from interfering with the experiment and minimises overhead.

The data collection scripts read the on-board power sensors data and use the
Linux perf tool to communicate with the PMU to collect the event counts. This
is done in realtime, in parallel to the workload execution at an 0.5s interval. The
interval is imposed by the minimal refresh rate of the power sensors and, since all
measurements need to be synchronised, the PMU event collection is also done at
the same interval, though this is configurable by inputs to the control scripts. An
example of the power sampling and modeling is shown in Figure 2.3. It presents
the first 20 samples, collected from a single run of parsec.dedup at maximum CPU
frequency (2 GHz) on all four cluster cores for both processor types. For every
power sample, the PMU events at that point are also sampled and later both data
streams are synchronized and analysed. Once a model been generated by the later
stages of the methodology, the equation can be used with the instantaneous mea-
surements of the PMU events to obtain a real-time power prediction.

The final methodology has been modified with the ability to explore the entire
set of PMU events available. The number of events that can be collected in parallel
from the PMU is limited. With 67 total events available for the Cortex-A15 and
42 for the Cortex-A7, this means that multiple runs and collections are needed in
order to capture all events for analysis. In order to facilitate data analysis, precise
timestamps are used for each measurement so that they can be concatenated later
on. This set-up is necessary in order to minimise experiment interference and
variability. The methodology has very minimal impact on the measurements - less
than 1% extra resources are used.

The source code provided [Nik19b, Nik19a] is well commented. It is recom-
mended that uses of the methodology read through the comments in order to better
understand all the details involved in execution control, and power sensor as well
as PMU data sampling.
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2.3.4 Model Generation

After data collection, the mathematical analysis on the results is performed off-
line. The workload is divided into two sets, one for training and one for model
testing. The same split is used for the majority of the experiments involving PMU
event selection and when comparing the models to other related work. The models
themselves are computed using the octave mathematical environment and then val-
idated against the samples contained in the test set. All the power model generation
code, including detailed instructions on setting up and using the scripts and octave
platform, are provided in the ARMPM_BUILDMODEL repository [Nik19a]. Fig-
ure 2.4 gives details about all the small steps involved in this stage of the method-
ology.

Figure 2.4: Model Generation and Validation in Detail [Nik18].

Linear Regression Method

The model uses OLS [KNNL05], a well-known linear regression algorithm, in
order to identify the events that best predict average power from the training set.
The mathematical expression is shown in Equation 2.1.

α = (XTX)−1XT y = (

n∑
i=1

xix
T
i )
−1(

n∑
i=1

xiyi) (2.1)

Power is used as the dependent variable y in the above equation, also known
as regressand. The events are expressed as the X vector of independent variables,
a.k.a. regressors. The OLS method outputs a vector α, which holds coefficients
extracted from the activity vectors. The equation 2.2 can then be used to estimate
power usage based on PMU event data.

PCPU = α0 + α1 × event1 + . . .+ αn × eventn (2.2)

The accuracy of the model is evaluated by using data from the benchmark
test set. During evaluation, both, power values observed during execution and
PMU events are collected. The measured power values are then compared to the
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power estimations obtained from the model based on the observed PMU events.
The percentage difference or Mean Absolute Error (MAE) between the measured
power and the estimated power can then be determined.

Automated Search

The methodology uses custom intelligent search algorithms to identify the best
power models from the collected events. Three different search algorithms have
been developed, bottom-up, top-down and exhaustive. They traverse the PMU
events search tree, list of available PMU events, in different ways. For all three,
the methofology provides the ability to choose an initial set of events to start from
via an input flag to the main computational script, as well as the maximum num-
ber of events to include in the computed model. It is recommended to always
use CPU_CY CLES as the first event since the available PMU has a dedicated
counter. The maximum number of events used in the models depend on the amount
of concurrent hardware events we can collect at the same time, which is 6+1 and
4+1 for the Cortex-A15 and Cortex-A7, respectively. This is necessary to ensure
the models are responsive and can be used at runtime. Including more PMU events
in the model than there are physical counters, results in additional methodology
overhead and reduced model accuracy, because the PMU has to multiplex and ap-
proximate the extra events.

In addition to offering several search algorithms, the methodology also contains
several options for model optimisation criteria. Instead of MAE, the events can
also be selected by minimizing event cross-correlation or the model error standard
deviation. The two other optimisation criteria can produce models tailored towards
niche use cases.

For example, minimising the error standard deviation implies that the model
has a consistent prediction error and is robust to variation in workload. Many
benchmarks exhibit execution phases in which functions with different levels of
computational intensity or memory bandwith result in different power profiles.
This means that even if the model has a higher average relative error, the model
should exhibit the same performance across all phases of the workload. In some
cases, where the predicted power can be offset, this might be a preferable choice.
High event correlation in relation to linear regression, means that relationships
between the different events have been introduced, which can make the model
very sensitive to outliers [MPV12]. Minimising event cross-correlation ensures the
events used in the model contribute independently to the model performance and
the model is less susceptible to runtime performance variation and can potentially
model a wider range of workloads by using corner-case events.
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2.4 Novel Model Features

There are the three key features that differentiate the power modeling methodol-
ogy presented here from other published work for the big.LITTLE SoC. These
contribute to increased accuracy and flexibility of the produced models.

2.4.1 Per-Frequency Level Models

The first unique observation is that the complex behaviour of the development plat-
form can be captured much better, by calculating unique model coefficients for
every CPU frequency level available. The per-frequency level models allow com-
putation of the linear regression algorithm on a much tighter dataset, which yields
significant improvement in model accuracy. This is often more than a factor of
three lower wrt. MAE compared to a single unified model for the full frequency
range, while still using the same set of events. The main reason that the models
work so well is that using the OLS method on the data at each frequency level al-
lows us to capture much more closely the full CPU power. In relation to the model
vector shown in Equation 2.2, the α0 term represents the CPU static and idle power
and α1 × event1 + ...+ αn × eventn represent the CPU dynamic power, so only
training on the data from a single frequency overcomes the high variation between
the 0.5s PMU event samples as well as implicitly capturing the other technological
and OS contributors to CPU power at that level. The downside is that, instead of
one model equation, the model consists of a set of coefficients for every frequency
level on each processor type.

2.4.2 Intra-Core Models

Intra-core models extend the obtained models to predict CPU power between fre-
quency levels on the same processor type. The per-frequency models are used to
calculate the instantaneous power at every data sample but only for the frequency
they are trained on, as shown on Figure 2.3. Intra-core models use the average
number of events from all samples at a given frequency level to predict the average
power at another level. This can be done for one processor type within its specified
frequency range.

Producing these models relies on scaling the sampled PMU events by exploit-
ing the observation that the events of each data sample are approximately propor-
tional to their averages for the whole runtime of the workload. This turns runtime
information to average execution information. The technique to obtain the Event
Scaling Factors (ESF) is detailed in Equation 2.3. This is done during model train-
ing by using the training sets of the two frequencies f1 and f2, between which the
prediction is made.

The ESF technique allows the reuse of per-frequency models at a target fre-
quency (f2) with the scaled events from an original frequency (f1). An example
is shown in equation 2.3. It shows how the per-frequency model for f2 (obtained
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coefficients α0,α1,...etc.) is extended and the ESF for the events between f1 and f2
is calculated. The model can be validated by using the events information from the
test set of f1 against the average power of the test set of f2.

event_f1
event_f2

=
event_f1
event_f2

event_f2 = event_f1
event_f2
event_f1

Event Scaling Factor =
event_f2
event_f1

PCPU_f2 = α0 + α1 × e1_f1 × ESF1 + α2 × e2_f1 × ESF2+

...+ αn × en_f1 × ESFn (2.3)

2.4.3 Inter-Core Models

Inter-core models extend the intra-core models to be able to predict the average
power between two processor types, i.e. to enable cross-processor prediction. The
mathematical analysis involves calculating the ESF between the events of the two
CPU clusters. Equation 2.3 is extended into Equation 2.4 and gives an example of
how to use the ARM Cortex-A7(L) PMU events to predict the average power for
the ARM Cortex-A15(b).

Inter-core models are generated in three steps. First, the data from the training
sets of one frequency level from both CPU clusters is used to compute the ESF.
Then, the target CPU cluster training set data is used to fit the power model using
the selected PMU events. Finally, the scaled PMU events from the test set of the
original CPU cluster are used in the computed power model. In order to determine
the model accuracy, the model results are compared using the scaled events against
the average power from the test set for the target CPU cluster.

Pb_fb = α0 + α1 × e1L_fL ×
e1b_fb
e1L_fL

+ α2 × e2L_fL ×
e2b_fb
e2L_fL

+

...+ αn × enL_fL ×
enb_fb
enL_fL

(2.4)

Inter-core models can only use events available to both, the Cortex-A7 PMU
and the Cortex-A15 PMU. This means that the per-frequency models can not be
reused. Instead, the methodology needs to be applied again to retrain and validate
specific dedicated inter-core models for both the single-thread and multi-thread
cases, restricting the PMU events to those present in both processors.
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2.5 Model Data and Validation Results
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(a) A15 model validation.

0

1

2

3

4

5

6

7

1.41.10.80.50.2

P
e

rc
e

n
t 

Er
ro

r

Frequency (GHz)

(1) (2) (3) (4) (5)

(b) A7 model validation,

ID Events Included
1 CPU_CYCLES
2 + L1I_CACHE_ACCESS
3 + L1D_CACHE_ACCESS
4 + BUS_CYCLES
5 + BUS_PERIPH_ACCESS
6 + BRANCH_SPEC_EXEC_RET

(c) A15 event configurations validated

ID Events Included
1 CPU_CYCLES
2 + BUS_READ_ACCESS
3 + L2D_CACHE_REFILL
4 + UNALIGNED_LOAD_STORE
5 + BUS_CYCLES

(d) A7 event configurations validated

Figure 2.5: Model validation on the CBench benchmark suite using different num-
ber of events (from [Nik18]).

After we complete the data collection experiment for the single-thread case
and process the data, we proceed to use the bottom-up automatic search algorithm
to compute the optimal per-frequency models. The final results when validating
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the models using the benchmark test set are shown in Figures 2.5a and 2.5b. The
final calculated models have an MAE of 1.76% and 2.99% for the Cortex-A15 and
Cortex-A7. It is interesting to note that we reach this high accuracy for the Cortex-
A15 by only using 6 out of 7 available concurrent PMU events. This shows that the
bottom-up method has not managed to find a 7th event that improves the model.
It is also interesting to see that the model for the Cortex-A7 performs worse that
the model for the Cortex-A15, which is surprising since the LITTLE processor is
much simpler and has a smaller power range. This is due to the fact the Cortex-A15
PMU has access to a larger set of specialized hardware events, which can capture
the CPU behaviour better. The benchmark suite used for this test is cBench that is
freely available at [cTu15] and consists of a large set of smaller benchmarks aimed
at representing real-life workloads with long runtimes (to ensure we get enough
samples from the energy monitors). All the coefficients for the model extracted and
a complete list of all the hardware events available on the board under examination
can be found at [Nik19c].

Finally, the flexibility of the methodology has been demonstrated by the work
of Xavier-de-Souza al. [Sam], who use it to produce a different type of power
model for big.LITTLE, which does not use OLS or PMU events.

2.6 Conclusion and Future Work

In this Chapter, we described the modeling methodology that will be used in the
scope of the project for fine-grained energy modeling of many-core heterogeneous
architectures. The modeling approach is demonstrated on the heterogeneous Odroid-
XU3’s big.LITTLE architecture, where it is shown to have good accuracy and suit-
able for driving on-the-fly decisions with minimal system overhead. Although this
energy model can offer high accuracy, it is limited to capturing only the processor
energy consumption.

TeamPlay use-cases require the consideration of a system as a whole rather
than only the processor. Thus further research is taking place to account for the
energy and time characteristics of various important modules of a system; e.g. the
GPU, sensors etc. Moving to energy models that account for the whole system’s
energy consumption requires different approaches and is known to be less accurate
than fine-grained energy modeling of CPUs. Such approaches are investigated in
Chapter 4 and Chapter 3. The model described in this Chapter will serve as a
baseline to investigate how accurate are the new modeling approaches while trying
to capture the energy consumption of the CPU as one of the system’s modules
being modeled. This is essential to understand how stable and accurate are the new
models and their ability to drive energy-aware decisions.
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Chapter 3

GPU energy modeling

3.1 Introduction

In this chapter, we describe a coarse-grained approach towards energy modeling
for GPUs. Similar to the sole focus on CPUs in Chapter 2, we consider only the
energy consumption of the GPU itself. We do not consider the energy consump-
tion of the hardware connected to the GPU; whole system modeling is investigated
in Chapter 4. We derive a linear predictive model for two sample CUDA pro-
grams on an Nvidia GeForce RTX2080 GPU for CUDA 10.1 using measurements
of temperature, clock speed, power draw, and time for those two programs. Whilst
the constructed models are limited to the prediction of energy consumption for the
selected hardware and programs, the approach is portable to other GPUs and exam-
ples. Moreover, future improvements can lead to more general models for arbitrary
programs.

This chapter is structured as follows. First, Section 3.2 provides an overview
of related work. Then, Section 3.3 describes our experimental setup and presents
measurements for both programs (in Sections 3.3.1 and 3.3.2) and gives their re-
spective models (in Sections 3.3.1 and 3.3.2). CSL annotations that allow for cap-
turing the output of our models are described in Section 3.4. Finally, Section 3.5
presents conclusions and future work.

3.2 Background

The ability to predict and estimate energy consumption in hardware has been the
focus of mostly hardware designers providing solutions like dynamic voltage fre-
quency scaling (DVFS) for x86 CPUs [BLG15] however, the ability to relate that
to software has largely remained a researched topic. GPU scene is not very differ-
ent as well, except for specific use-cases in [ZJJ+15,CTW+16,ZSLX13,LHE+13,
OCL+17, WWL+13], overall prediction of energy consumption in GPU compu-
tation is an open problem. Considering the various features that can be used to
infer energy consumption of GPU computation, we approach it from hardware/-
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computation point of view, the features we collect are the temperature, GPU fre-
quency (same computation over multiple frequencies), and expanding analysis over
nvprof features for CUDA compiled binaries, assuming that target language will
remain without memory management.

3.3 GPU Energy-Consumption Modeling

Input Size Set Freq. Temp. Power Act. Freq. Time Energy
(106 Elem) (GHz) (C) (W) (MHz) (s) (J)

5 1.2 45.58 57.37 1200.00 17.20 986.89
5 1.4 46.80 63.33 1410.00 14.95 946.50
5 1.6 48.68 69.67 1605.00 13.46 937.40
5 1.9 53.65 98.05 1873.34 11.55 1132.36

7 1.2 44.98 57.50 1200.00 58.34 3353.08
7 1.4 46.86 63.81 1410.00 46.13 2943.27
7 1.6 49.47 70.91 1605.00 42.72 3027.19
7 1.9 55.11 98.59 1864.86 35.54 3503.01

9 1.2 45.82 57.44 1200.00 189.26 10871.81
9 1.4 47.23 63.79 1410.00 164.13 10470.66
9 1.6 49.93 70.35 1605.00 142.79 10044.40
9 1.9 55.80 97.89 1861.22 123.12 12051.66

11 1.2 42.51 56.20 1200.00 441.68 24818.60
11 1.4 45.01 63.49 1410.00 366.28 23252.70
11 1.6 50.85 71.44 1605.00 332.40 23735.19
11 1.9 58.62 99.08 1860.27 270.97 26846.96

Figure 3.1: Quicksort measurements for varying set clock frequencies (GHz) and
input list lengths (Millions of Elements); reporting mean averages over 25 runs
for total execution time (Seconds), estimated energy usage (Joules), and the mean
average of measured average temperature (Celsius), average power draw (Watts),
and average actual clock frequency (MHz) over each run.

We predict coarse-grained average energy usage for a given program run on a GPU.
A predictive model for energy usage is derived for a given program by profiling
non-functional features (e.g. clock frequency and execution time) over multiple
runs. Here, we consider CUDA compiler version 10.1 in conjunction with Nvidia’s
GeForce RTX2080 GPU, which has 2944 CUDA cores, 8GB of RAM, driver ver-
sion 458.56, and uses Nvidia’s Turing architecture. The GPU is connected to a
machine with an Intel 7890XE processor, running at base frequency with boosting
enabled, with 64GB DDR4 RAM, and running Ubuntu Server 18.10.
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Figure 3.2: Total runtime (s) against energy consumption (J) for all runs and input
sizes (Millions of Elements) of Quicksort.

We consider variants on two programs in Nvidia’s suite of CUDA sample pro-
grams1, specifically CUDA’s simple quicksort2 and matrix multiplication3 imple-
mentations. For a given input and maximum clock frequency, both programs are
run 25 times with a 3 second pause between runs. Measurements of the GPU’s
temperature (Celsius), power draw (Watts), and actual clock frequency (MHz)
are taken at 50 millisecond intervals using Nvidia’s System Management Inter-
face command (nvidia-smi). Total execution time (in seconds) is measured for
each run. The total amount of energy (in Joules) consumed by the GPU for a given
run is estimated by taking the product of total execution time and the mean average
power draw over that run. For a given input, four sets of 25 runs are executed,
with respective maximum clock frequencies of the GPU set to 1.2GHz, 1.4GHz,
1.6GHz, and 1.9GHz. The size of inputs are varied for each program. For Quick-
sort, we use lists of random numbers of lengths 5, 7, 9, and 11 million elements.
For Matrix Multiplication, we multiply pairs of matrices with dimensions: (1500×
6000, 4500×1500), (1500×4000, 9000×1500), (1000×2000, 9000×1000), and
(3456 × 3456, 3456 × 3456), where the first matrix comprises only zeros and the
second comprises only maximum float integers. In the following sections, we con-
fuse both ‘Quicksort’ and ‘Matrix Multiplication’ for the specific implementations
listed above.
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Figure 3.3: Time (s) against energy usage (J) for average runtimes of Quicksort
over 25 runs with varying input sizes (Millions of Elements) and set clock frequen-
cies (GHz).

3.3.1 Quicksort

In Figure 3.1 we report measurements for Quicksort with varying input sizes and
set clock frequencies, averaged over 25 runs. The predictive model of energy con-
sumption for Quicksort that we derive uses two predictors: execution time and
clock speed.

It follows trivially from the definition of energy consumption that execution
time will be a good predictor. Figure 3.2 plots execution time against energy con-
sumption, and demonstrates the expected positive correlation (r = 0.958, p <
2.2× 10−16); i.e. the longer Quicksort runs, the more energy it consumes. A sim-
ilarly expected result [CLRS09] observed in Figure 3.2 is that execution time is a
function of input size. The large variance seen in execution times seen for each
input size (4.79, 124.95, 836.21, and 8220.92 for 5, 7, 9, and 11 million elements,
respectively) are a result of clock speed, our second predictor. Figure 3.3 plots
the average execution time against energy consumption, discriminating set clock
speed. Here, it is obvious that clock speed acts as a modifier on the rate at which
energy consumption increases with time, where lower speeds consume less energy
than higher frequencies for a given time value.

Observed clock speed is a function of both temperature and the set (maximum)
clock speed: the actual clock frequency of the GPU is throttled at high temper-
atures. In Figure 3.1, we see that observed average clock speeds are lower only
in cases where the (maximum) GPU clock speed set to 1.9GHz. Figure 3.4 high-

1https://github.com/NVIDIA/cuda-samples
2https://github.com/zchee/cuda-sample/tree/master/0_Simple/

cdpSimpleQuicksort
3https://github.com/zchee/cuda-sample/tree/master/0_Simple/

matrixMul
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Figure 3.4: Average temperature (C) against average measured clock frequency
(MHz) for each Quicksort run over varying input sizes (Millions of Elements) with
a set maximum clock frequency of 1.9GHz.

lights this throttling for 1.9GHz, where, for all input sizes, all runs report throttled
clock speeds of 1876.39MHz or lower. Most runs were throttled to 1860MHz, for
temperatures in the range [54.92, 59], and 1875MHz, for temperatures in the range
[51.08, 54.99].

Quicksort Model

We use the standard linear regression algorithm in the R stats package [R C19]
to derive a model. The resulting algorithm is in Algorithm 3.1, and is plotted in
Figure 3.5.

E = 67.170286t+ 7.816061f − 11479.619257 (3.1)

Energy consumption, denoted E, is used as the regressand, and both time, denoted
t, and clock speed, denoted f are regressors. The model reports an adjusted R2 of
0.9569, a mean absolute error of 1389.84, and a RMSE of 1973.1 over the same
dataset.

3.3.2 Matrix Multiplication

In Figure 3.6 we report measurements for Matrix Multiplication with varying input
sizes and set clock frequencies, averaged over 25 runs. As in Section 3.3.1, the
predictive model of energy consumption for Matrix Multiplication that we derive
uses two predictors: execution time and clock speed.

Figure 3.7 plots execution time against energy consumption, and demonstrates
the expected positive correlation (r = 0.724, p < 2.2×1016). As before, execution
time is a function of input size, although, unlike Quicksort, it is non-monotonic for
Matrix Multiplication. Figure 3.8 plots the average execution time against energy
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Figure 3.5: Plot of predictive model (Algorithm 3.1) for Quicksort.

consumption, discriminating set clock speed. As before, it is obvious that clock
speed acts as a modifier on the rate at which energy consumption increases with
time, where lower speeds consume less energy than higher frequencies for a given
time value. Unlike Quicksort, the greatest average execution time does not con-
sume the most energy in all cases. This is likely a consequence of differences
between dimensions of input matrices.

Matrix Multiplication at its at a clock speed of 1.2GHz consumes more en-
ergy than Quicksort at a clock speed of 1.9GHz for the same measured times (Fig-
ure 3.9). Moreover, Matrix Multiplication runs at a higher temperature than Quick-
sort (Figure 3.10), and is therefore more susceptible to throttling at the set 1.9GHz
clock speeds. These aspects suggest that the base Matrix Multiplication opera-
tion consumes more energy than the basic Quicksort operation. A consequence of
this is that the energy consumption models for Quicksort and Matrix Multiplica-
tion cannot, at present, be used for arbitrary operations. These models might be
generalised for other operations via the provision of an additional regressor that
considers the modifying effect of the basic operation to be run on the GPU.

Matrix Multiplication Model

We use the standard linear regression algorithm in the R stats package [R C19]
to derive a model. The resulting algorithm is in Algorithm 3.2, and is plotted in
Figure 3.5.

E = 148.612304t+ 2.784865f − 4158.488312 (3.2)
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Input Size Set Freq. Temp. Power Act. Freq. Time Energy
(106 Elem) (GHz) (C) (W) (MHz) (s) (J)

11.00 1.2 51.67 105.35 1200.00 8.25 868.65
11.00 1.4 58.96 125.98 1410.00 7.16 902.56
11.00 1.6 65.17 157.91 1605.00 6.42 1013.33
11.00 1.9 73.28 229.60 1829.39 5.79 1329.45

15.75 1.2 53.23 105.69 1200.00 11.85 1252.56
15.75 1.4 61.11 127.95 1410.00 10.26 1312.13
15.75 1.6 67.28 161.31 1605.00 9.18 1480.42
15.75 1.9 75.70 234.52 1818.58 8.26 1937.64

19.50 1.2 58.24 107.89 1200.00 23.77 2564.60
19.50 1.4 66.10 130.64 1410.00 20.53 2682.29
19.50 1.6 71.79 167.50 1605.00 18.35 3074.43
19.50 1.9 82.02 242.67 1809.08 16.65 4041.03

27.87 1.2 48.65 104.81 1200.00 23.96 2511.59
27.87 1.4 51.21 125.84 1410.00 20.70 2605.23
27.87 1.6 55.46 156.51 1605.00 18.51 2896.74
27.87 1.9 67.10 235.22 1840.64 16.44 3866.78

Figure 3.6: Matrix Multiplication measurements for varying set clock frequencies
(GHz) and input size measured as the total number of cells in matrix input pairs
(Millions of Cells to 4 significant figures); reporting mean averages over 25 runs
for total execution time (Seconds), estimated energy usage (Joules), and the mean
average of measured average temperature (Celsius), average power draw (Watts),
and average actual clock frequency (MHz) over each run.

Energy consumption, denoted E, is used as the regressand, and both time, denoted
t, and clock speed, denoted f are regressors. The model reports an adjusted R2

of 0.9023, a mean absolute error of 254.79, and a RMSE of 311.69 over the same
dataset.

3.4 CSL Integration

The GPU energy model may be employed by the programmer via the Constraint
Specification Language (CSL) introduced in D1.1. Here, we extend CSL with two
annotations for capturing the average energy used for a CUDA kernel function call.

_ _ c s l _ c u d a _ g p u _ a v e r a g e _ e n e r g y (& v a r i a b l e ) ;
gpu_ke rne l <<< g r i d , t h r e a d s > > > ( . . . ) ;

_ _ c s l _ c u d a _ g p u _ a v e r a g e _ i t e r _ e n e r g y (& v a r i a b l e ) ;
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Figure 3.7: Total runtime (s) against energy consumption (J) for all runs and input
sizes (Millions of Cells to 4 significant figures) of Matrix Multiplication.
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Figure 3.8: Time (s) against energy usage (J) for average runtimes of Matrix Mul-
tiplication over 25 runs with varying input sizes (Millions of cells to 4 s.f.) and set
clock frequencies (GHz).

gpu_ke rne l <<< g r i d , t h r e a d s > > > ( . . . ) ;

Unlike other CSL annotations, both __csl_cuda_gpu_average_energy and __csl_cuda_gpu_average_iter_energy

(cont.) must annotate a function call that is a CUDA kernel. Conversely, and as with
other annotations, the value of the model’s prediction is stored in the argument to
the annotation, variable . The first annotation captures a single measurement for
the annotated CUDA kernel call, and the second annotation captures the average
energy value for the CUDA kernel call over a number of iterations. For example,
given the CUDA matrix multiplication sample implementation, we may annotate
the calls to the kernel function matrixMulCUDA in, e.g., the matrixMultiply function.
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sort (QS) and Matrix Multiplication (MM) over 25 runs with varying input sizes
and set clock frequencies (GHz); truncated to times ≤ 50s for comparison.
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Figure 3.10: Temperature (C) against clock speed (MHz) for both Quicksort (QS)
and Matrix Mutiplication (MM) over 25 runs with varying input sizes and set clock
speeds (GHz).

. . .
i n t gpu_energy ;
f o r ( i n t j = 0 ; j < n I t e r ; j ++)
{

i f ( b l o c k _ s i z e == 16)
{

_ _ c s l _ c u d a _ g p u _ a v e r a g e _ i t e r _ e n e r g y (& gpu_energy ) ;
matrixMulCUDA<16><<< g r i d , t h r e a d s >>>(d_C , d_A , d_B , dimsA . x ,

(cont.) dimsB . x ) ;
}
e l s e
{
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Figure 3.11: Plot of predictive model (Algorithm 3.2) for Matrix Multiplication.

_ _ c s l _ c u d a _ g p u _ a v e r a g e _ i t e r _ e n e r g y (& gpu_energy ) ;
matrixMulCUDA<32><<< g r i d , t h r e a d s >>>(d_C , d_A , d_B , dimsA . x ,

(cont.) dimsB . x ) ;
}

}
. . .

Here, the block_size is determined by hardware and is therefore fixed for a given
architecture. The value of block_size is stored in the measurements file (defined in
D1.2) as a property of the specific GPU architecture.

3.5 Conclusion and Future Work

In this chapter, we have presented two models for predicting energy consumption
of two programs on an Nvidia GeForce RTX2080 GPU using CUDA 10.1. These
models are derived from measurements taken of temperature, clock speed, power
draw, and time that are also presented here. Whilst this chapter has focussed on a
specific GPU and set of programs, the approach presented is expected to be portable
to other GPUs and programs. Further research can lead to generalisations of these
models to allow the prediction of energy consumption for arbitrary operations on
a given GPU. The experiments in this chapter focus on random inputs with a bias
towards larger input sizes, but further work will consider a wider range, including
those inputs that lead to specific behaviours in the algorithms, e.g. worst-case exe-
cution behaviour. Future work will also consider more programs, with the aim of
determining predictors that generalise for a given GPU. Energy consumption for
additional GPUs will also be investigated.
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Chapter 4

Coarse-grained whole-system
energy modeling

4.1 Introduction

In this chapter, we describe a coarse-grained, whole-system approach towards en-
ergy modeling for embedded systems, based on physical measurement of power
consumption of the on-board computing elements, including the CPU and GPU.
We aim to predict the energy consumption of a given set of software components
in a specific configuration being executed according to a given scheduling policy.
Statistical methods are used to derive a predictive model for a given set of com-
ponents, allowing prediction of their total power consumption as scheduling and
configuration parameters are varied. High-level modeling of using a battery as en-
ergy source is used to model the energy that would be drained from the battery
during a computation.

The energy modeling approach is designed to be useable for energy optimiza-
tion of mobile robots, in particular for the TeamPlay drone use case as described
in deliverable D5.2 “Report on Project Requirements and Evaluation Metrics”
(drones are also known as aerial robots or Unmanned Aerial Vehicles, UAVs).
We however focus exclusively on modeling the energy of the the computational
parts of a robotic system, aiming to build a power-to-compute model that can ab-
stract the energy-related behavior of software components running on CPU and
GPU compute elements in a mobile robot. Modeling the energy consumption is
particularly important in the case of drones since the level of autonomy (which is
an important metric for any modern robotics technology) is directly proportional to
the power-to-compute. Moreover, unlike ground-based robots, drones must trade-
off size, weight, and power, resulting in strict limits to their power source that may
not accommodate their computational needs. In this case, having an energy model
allows the system under analysis to define an appropriate tradeoff between con-
sumed energy and computations performed. Key to the approach is flexibility in
terms of easy support for different hardware platforms, since requirements specific
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to the use case may limit the available hardware platforms.
The energy model is designed to support component coordination in the Team-

Play project (see deliverable D2.1 “Report on Energy-, Time- and Security-Aware
Coordination of a Single (Parallel) Application”), where an application is built by
combining software components into a network, is configured by configuring the
properties of each component, and is scheduled in terms of time (when to execute)
and space (which processing units) when executed. The energy model is segmented
into two layers: the measurement layer which describes energy consumption as a
function of time, and the predictive layer which describes energy consumption as
a function of component configuration and scheduling. The energy model can thus
be used to predict the energy consumption of a given application with a given set
of configuration parameters executing under a given scheduling policy on specific
hardware. Statistical methods are used to derive a general model for the same hard-
ware that approximates the complete set of configuration parameters and schedul-
ing policies from a limited set of physical measurements.

This chapter is structured as follows. First, Section 4.2 provides an overview
of relevant background information, including related work and information on
the hardware platforms under study. Then, Section 4.3 presents the measurement
layer (power as a function of time), after which Section 4.4 presents the prediction
model (power as a function of configuration and scheduling). The experimental
setup that we use is described in Section 4.5, the experimental results are reported
in Section 4.6, and last Section 4.7 concludes and presents future work.

4.2 Background

4.2.1 Related Work

Our initial experiments [SES19] were based on the work by Calore et al. [CST15].
They present an approach for measuring the power efficiency for High-Performance
Computing (HPC) systems. An external board was used to measure the power
consumption and the data were collected from an NVIDIA Tegra K1 board on one
specific benchmark.

Approaches to minimize UAV power consumption, such as the work done by
Kreciglowa [KKK17], aims to determine the best trajectory generation method
for an aerial vehicle to travel from one configuration to another. Uragun suggests
the use of power-efficient components [Ura11]: an energy-efficient UAV system
can either be built using conceptual product development with emerging technolo-
gies, or built using energy-efficient components. Kanellakis et al. affirm that inte-
grating visual sensors in the UAV ecosystem still lacks solid experimental evalua-
tion [KN17]. They suggest that in order to save energy, the available payload for
sensing and computing has to be restricted.

For GPU modeling we have looked into the work done by Asgar, where differ-
ent modeling and analysis techniques for GPUs are used [Asg15]. Asgar suggests
a CMOS circuit related energy modeling approach, where the energy is divided
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into three categories: dynamic, short-circuit and leakage energy. In this fashion,
a physical power reduction can be achieved both by hardware techniques, such as
clock gating, and also by algorithmic optimizations, which reduce the number of
operations to achieve the desired computation. In this chapter we investigate sim-
ilar aspects using an energy-aware matrix exponentiation algorithm developed for
this purpose. It exploits the possibility of using shared memory on the GPU, and
thus significantly reduces the number of operations needed for data transfer from
and to the main memory.

4.2.2 Hardware Platforms

We study four different hardware platforms: ODROID-XU3, NVIDIA Jetson TK1,
NVIDIA Jetson TX2, and NVIDIA Nano. The ODROID platform is presented in
detail in Chapter 2; it provides an ARM Cortex-A15 CPU and an ARM Cortex A7
CPU, a MALI GPU [Wik], and includes built-in sensors that enable accurate power
measurements of the two CPUs, RAM, and GPU.

The NVIDIA TK1 provides an ARM Cortex-A15 CPU, 2 GBytes of DDR3
RAM, 16 GB of non-volatile storage, and an NVIDIA Kepler GPU with 192
CUDA cores. The TK1 does not provide any built-in sensor for power measure-
ment, so an external sensor is used to measure the total power consumed, as de-
scribed later. The NVIDIA TK1 is the experimental platform mostly used for the
drone use case. To evaluate the energy performance of the software running on the
board, we use a Toradex Ixora 12.5x9.5 carrier board, which includes a wide range
of different peripherals and a cooling system.

The NVIDIA TX2 is our main experimental platform. The NVIDIA TX2 pro-
vides an ARM Cortex-A57 CPU, 8 GBytes of 128-bit LPDDR4 RAM, 32 GB of
non-volatile storage, and an NVIDIA Pascal GPU with 256 CUDA cores. The TX2
comes with on-board power measurement functionality that is able to measure the
power of different components, and was used in our model to gather independently
the instantaneous power usage of the CPU, GPU, and the whole board. The car-
rier board used for our experiments consist of a 17x17 cm Jetson TX2 Developer
Kit board with different peripherals, sensors, and a built-in cooling system. Ex-
periments using a smaller carrier board appropriate for mounting on a drone are
considered future work.

The NVIDIA Nano provides an ARM Cortex-A57 CPU, 4 GBytes of LPDDR4
RAM memory, an NVIDIA Maxwell GPU with 128 CUDA cores, and storage via
microSD. Similarly to the TX2, the Nano comes with on-board power measure-
ment functionality that is able to measure the power of different components and
can be used with our model to gather independently the instantaneous power usage
of the CPU, GPU, and the whole board. The carrier board used for our experiments
consists of a 10x8 cm Jetson Nano Developer Kit board with different peripherals.
The Nano has been designed for use in smaller mobile robots such as drones; ex-
periments using an even smaller carrier board optimized for mounting in a drone
are however considered future work.
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4.3 Layer 1: Measurement

The measurement layer describes power as a function of time for a given schedul-
ing of an application configuration (i.e., an application built from specific com-
ponents with given configuration parameters) executed on specific hardware. We
measure the immediate power consumption and model the amount of power drained
from a battery, as mobile robots — and indeed most of the devices considered in
TeamPlay — typically run on batteries.

4.3.1 Overview

The measurement layer concerns the power to compute as a function of time. The
computation being measured is the execution of an application (a composition of
components) in a specific configuration being run using a given scheduling policy.
The computation is defined using the application specification, described later in
this section. The power is measured throughout a time interval defined by the
developer. Multiple power measurements can be captured at this level including
CPU, GPU, total power of embedded board, and total power of the whole system
including carrier board. Power measurements are sampled at a specific rate under
control of the developer performing the measurement. The rate depends on the
measurement method and may be soft realtime when measured using an internal
sensor (since it then runs as a task scheduled concurrently with the application
being measured). Based on the power measurements the amount of power that the
computation would draw from a battery can be estimated using the battery model,
also described later in this section.

Example (darknet-gpu component):

A simple approximation of the drone use case can be constructed from the dark-
net-gpu component, which performs object detection on the GPU using a deep
neural network, and the matrix-cpu component which simulates a heavy com-
putational load on the CPU. The darknet-gpu component performs the actual
computations needed to detect objects on a drone, but uses a fixed image stream
as input. The matrix-cpu component would not be used on an actual drone, but
is used here to understand the interaction between darknet-cpu and heavy CPU
loads. Moreover to understand power consumption under heavy GPU loads we use
the matrix-gpu component which simulates a heavy computational load on the
GPU.

4.3.2 Application Specification

The application specification is used to define the computation to run when measur-
ing power as a function of time. The specification should represent an abstraction
of a TeamPlay application for measuring purposes: an application is a number of
configured components that execute in parallel according to a specific scheduling
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Figure 4.1: Execution of CPU (top) and GPU (bottom) matrix exponentiation,
CPU, GPU, and total power as a function of time. Parameters: size 2048 and
exponent 580 for the GPU version, size 512 and exponent 144 for the CPU ver-
sion.

policy. The application specification is dependent on the scheduler that is used
when performing measurements, in the sense that scheduling policies will be spe-
cific to the kind of scheduling supported by this scheduler. Currently only a basic
application specification is supported that corresponds to the capabilities of the
powprofiler tool described later in Section 4.5.2. Support for more advanced
models is considered future work, see Section 4.7. In particular the scheduler that
will be supported by the TeamPlay component model should, in the future, be use-
able also during measurement.

The basic application specification is defined as follows. The choice between
component implementations (if needed) is implicitly supported by requiring the
developer to select the specific component implementation to use for the measure-
ment. Components are configured by providing concrete, fixed values for all of
their configuration parameters. A scheduling policy is implicitly supported by re-
quiring each component to provide parameters that explicitly control fixed schedul-
ing patterns in time (e.g., what rate to execute, when to execute). Components are
assumed to implicitly control scheduling in space, for example by having different
implementations for CPU and GPU (and hence being explicitly selected as part of
the application configuration).
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Example (the drone use case):

The drone use case is described as a component configuration where darknet-gpu
and matrix-cpu execute in parallel. The darknet-gpu component can vary
time-related QoS parameters enabling different workloads to be tested, i.e., vary-
ing the number of frames per second. The matrix-cpu component can vary the
workload and amount of data, and can split the workload into multiple batches
with delays in between. As a concrete example, Figure 4.1 shows the total en-
ergy usage as well as energy usage as a function of time for the CPU and GPU of
the NVIDIA TX2 executing the matrix-gpu and matrix-cpu component for a
given workload and data size.

4.3.3 Battery Model

The battery model is a mathematical abstraction that models draining energy from
a battery used to power the computation being measured. The battery model is
represented using an ordinary differential equation that is a function of the power
drained from the system and represents the state of charge of the battery at a given
instant (Equation 4.1 and 4.2):

d

dt
SoC(t) = −Iint(t)

Qc
, (4.1)

Iint =
Uint −

√
U2
int − 4 ·Rint · Usta · Iload

2 ·Rint
, (4.2)

where Uint is the internal battery voltage, Iint is the current load that depends on
the power requirements, Rint is the internal resistance of the battery, Uext is the
external battery voltage (that can be also expressed as Uext = Uint − Rint · Iint),
Usta is the stabilized voltage (a fixed value determined by the load of the system),
and Iload is the current required by the load.

This approach allows modeling the computational system not only in terms of
the overall power consumption but also in terms of the actual amount of power
drained from the battery. This aspect is especially important with a mobile robot
system connected with a limited and time-dependent energy supply. Critically,
although this mathematical model is a simple abstraction, it models how a stable
power consumption over time can induce less drain from the battery that using the
same amount of energy distributed in a number of spikes. The battery model allows
this information to be determined for specific usage scenarios, and thus provides
a useful way to determine what configuration corresponds to the best power usage
combination for a mobile robot use case equipped with a battery.

Example (varying battery drain):

A workload based on matrix exponentiation was generated to investigate the effect
of various workloads on the battery model, as shown in Figures 4.2 and 4.3. Even
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Figure 4.2: Layer 1 Model of a matrix exponentiation operation: 51212 with 5s of
sleep iterated for 12 times.
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Figure 4.3: Layer 1 Model of a matrix exponentiation operation: 512144.
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Figure 4.4: Diagram showing Layer 1 and 2 Model’s interactions with Battery
Model. First, a set of samples are collected and Layer 1 Model is generated: the
model maps a time interval t to a power measure f(t). Second, the model is in-
tegrated with battery evolution to obtain the value of state-of-the-charge. Finally,
both f(t), SoC are used to generate Layer 2 Model g(D). This information can be
used to define a better scheduling policy (future work).

though the first and the second figure show power consumed the same amount of
matrix operations, they have a different battery depletion. The model thus shows
that different scheduling options drain battery differently. In Section 4.6 of this
chapter, additional workloads are used to determine how large this difference is in
a wider range of scenarios.

4.4 Layer 2: Predictive Model

The predictive model is expressed in terms of the measurement layer, and describes
“average power over time frame” and other similar coarse-grained metrics (see
deliverable D5.2 “Report on Project Requirements and Evaluation Metrics”) as a
function of component configuration parameters and scheduling policies.

4.4.1 Overview

The predictive model concerns the average power over time frame as a function
of varying application models (i.e., configuration parameters, scheduling policy,
. . . ). The average power can be any of the outputs of the measuring layer such
as average power used by the embedded board or average power drained from a

37



256
512

1024
2048

4096

30
40

50
60

0

2

4

6

8

10

A
ve

ra
ge

po
w

er
(W

)

Matrix size
Exponent

0

50

100

So
C

(%
)

Figure 4.5: Execution of GPU exponentiation, average total power consumption
and battery depletion as a function of size and exponent parameters. Average power
consumption is reported independently of the running time of the component, and
thus does not reflect the total power consumption. Battery depletion is reported in
terms of the total amount of power consumed by the computation for the duration
of the execution. Physical measurements are performed only for parameter values
indicated on the axis, remaining data is approximated.

battery. This approach is illustrated in Figure 4.4: first-layer measurements are
used to generate functions that map application models to energy metrics. Any
aspect of the application model can be varied, as defined by the sampling strategy
described later in this section. Varying selected aspects of the application model
corresponds to variations in component configuration parameters and scheduling
policies, thus making it possible to determine the average power as a function of
specific variations of selected component configuration parameters and/or aspects
of the scheduling policy.

Due to the potentially large configuration space, it is critical that a model cov-
ering all relevant parameter/scheduling variations can be generated from a subset
of samples. This is handled by the approximation method, also described later in
this section.

Example (layer 2):

For the drone use case, a model can be built that predicts total energy usage of the
system as the number of frames per second for darknet-gpu and/or the expo-
nentiation workload for matrix-cpu varies. As a concrete example, Figure 4.5
shows the total average energy usage of the TX2 executing the matrix-gpu com-
ponent as a function of the size and exponent parameters. This graph is discussed
in further details in the context of the experimental results, see Section 4.6.
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4.4.2 Sampling Strategy

The sampling strategy controls how selected component configuration parameters
are varied between measurements performed using the measurement model. Dif-
ferent sampling models can be supported, for example linear variation or random
exploration. Currently only linear and exponential variation is supported, allowing
parameters to vary linearly (exponentially) for any number of components, ex-
haustively sampling combinations of parameter values. The programmer specifies
a range and step. Since per-component scheduling policies currently are expressed
as parameters (see Section 4.3.2), basic scheduling policies can also be varied using
this approach.

Example (matrix-gpu component):

Parameter ranges are chosen such that they include the complete range within
which they should be able to vary at runtime, and the step size is simply cho-
sen to make the measurement process run in a reasonable amount of time on the
chosen hardware. For the concrete example of Figure 4.5 (the TX2 executing the
matrix-gpu component as a function of the size and exponent parameters) the
physical measurements are performed on the parameter values shown on the two
axis, and the total running time is roughly one hour.

4.4.3 Approximation Method

The approximation method controls how approximations of energy usage in the
prediction model are computed from a limited number of samples. This allows
predictions of energy usage for any combination of component parameters within
the sampled range. Different approximation methods can be supported. However,
since we have no a priori knowledge of the actual energy model, specific models
such as, e.g., linear or polynomial models cannot in general be assumed. For this
reason we simply interpolate the energy usage at a given point based on averaging
nearby concrete samples.

Concretely, approximations can be computed using a weighted average of near-
by measurements. Assuming all component parameter ranges are normalized,
we approximate a vector −→s of predicted values (i.e., energy consumed, battery
drained) for component parameters −→x as follows:

−→s (−→x ) =
∑N

i=1
−→si · f(|−→x −−→xi |)∑N

i−1 f(|
−→x −−→xi |)

where −→si is the measured value at point −→xi , and f is a weighting function defined
as follows:

f(γ) = e
−γ2

σ2
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The value σ determines the bandwidth, higher values increases the distance at
which measured points are included for measurement.1

4.5 Experimental Setup

4.5.1 Power Measurement

We use two different power measurements techniques for our experiments: cur-
rent shunt and current probe. With the current shunt method, an internal circuit
on the embedded board composed of a shunt resistor is used along with a digi-
tal acquisition unit. This is the preferred approach as it can precisely sample the
power consumption of specific computing elements. Such circuits are present on
the Odroid-XU3 and NVIDIA-TX2 or Nano boards, and can be sampled directly
by the powprofiler tool described in Section 4.5.2.

As an alternative to the current shunt method, we have also implemented a cur-
rent probe method, where an external circuit measures the power on the connection
to the main embedded board (i.e., the carrier board). We adopted the current probe
method to measure the overall power consumption of the NVIDIA TK1. This mea-
surement setup consists of three hardware units, henceforth referred to as nodes.

The first node is the board under analysis, the second node a multimeter that
performs the sampling of the power consumption at a specific sampling frequency,
and the third node is a master base station that collects the data for subsequent
processing by powprofiler. The sampling frequency has been set to 5 Hz due
to the instrument’s limits; in our case the Good Will Instrument GDM-8341 digital
multimeter. The multimeter is connected to the board using a serial connection
from the power supply’s plus phase. The station is interfaced to the system using
standard TCP/IP protocols: the SSH protocol is used to control the board, and the
FTP protocol to retrieve the data. The multimeter is connected to the station using
a serial connection.

A UML diagram of the external measurement setup is shown in Figure 4.6.
To perform the external measurement, the base station starts to log power con-
sumption sampled from the circuit and retrieves it from the multimeter via serial
connection back to the station. Next, the base station sends a request via SSH to
start powprofiler which in turn starts the application being studied. Last, the log
is retrieved via FTP connection when the application under study has terminated.

Data and metrics are stored for use with powprofiler, essentially allowing
an arbitrary power measurement technique for the system under analysis. In this
way, powprofiler can run both dynamic online or static offline measurement.
An online measurement occurs when powprofiler runs directly on the system
and is used to build an energy model. An offline measurement can be used when the

1The approximations used to generate the graphical models shown in this section were simply
performed using the gnuplot tool. Although it uses a method based on splines, this produces
similar results.
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Figure 4.6: UML diagram of the external measurement setup

model has to be elaborated once the computation is ended. This modality requires
input data for layer 1 or 2 (or both) models, depending on the desired operation.
Hence, the data can be used to evaluate the information and generate a variation of
an energy model. A distinct characteristic of this approach is that a layer 2 model
can be generated from the data with no distinction of what type of measuring device
was used to obtain the layer 1 model.

All experiments reported in this section are performed using the standard per-
formance governor present on the each of the systems under observation. In par-
ticular, dynamic effects such as DVFS have not been disabled. Initial experiments
have not revealed any effects on performance due to, e.g., ambient temperature or
the temperature of the embedded systems increasing.

4.5.2 The powprofiler tool

The powprofiler tool is a C++ program that we developed for the purposes
of energy profiling and modeling. It can profile a set of arbitrary components
being executed in an arbitrary number of possible configurations and from this
build an energy model. The program implements all the aspects described in this
chapter and is designed to be useable in mobile robotic scenarios. The tool is in
particular suitable for drones and supports all the embedded platforms described
in this chapter. In a first iteration, the program profiles a set of configurations
of a component and builds a layer 1 model as described in Section 4.3. Once
powprofiler obtains a power profile and other metrics that are considered useful
for the purpose of energy modeling, it builds a predictive model as described in
Section 4.4.

The program is designed for extensibility and can in principle support any
Linux-based embedded device that provides power measurement metrics. Con-
cretely, to support a new embedded device, a subclass defining the device-specific
features can be derived from sampler virtual class, in particular implementing the
get_sample function that returns the current measurements in the form of a weighted
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vector where every element can represent a different metric.

4.5.3 Experimental methodology

The power profiling experiments described in this chapter are, unless otherwise
mentioned, done using the powprofiler tool developed to support coarse-grained
whole-system energy modeling. The powprofiler tool supports all of the fea-
tures outlined in the previous sections. Measurements are on the Odroid-XU3 and
the NVIDIA TX2 or Nano performed using internal circuits, whereas an external
probe is used for the NVIDIA TK1, see Section 4.5.1 for details.

A component can be sampled for a specific amount of time, or until it ter-
minates its computation. The second approach suits problems where a specific
amount of computation is expected at the end of the evaluation, i.e., matrix mul-
tiplication. The first is used the other cases, mainly when the component is sup-
posed to run continuously, i.e., an image detection algorithm operating on an image
stream.

The predictive model is constructed based on basic application specifications
that include information on component configuration parameters and approxima-
tion is done using weighted average. Automatically generated output includes CSV
files containing measured data as well as the 2D- and 3D-plots shown in this chap-
ter.

Ideally, any type of component combination can be tested by specifying pos-
sible sets of parameters in a configuration file with a specific format. In summary,
a layer 1 model is evaluated and stored for every possible combination. The layer
1 model is then integrated with the battery model. Data containing both power
consumption, battery drain, and other information, i.e., the current system load,
are evaluated into the layer 2 model that builds an n-dimensional function and
provides power consumption metrics for every combination. In this fashion, the
n-dimensional space is reduced by the use of the battery model to a (n − 1)-
dimensional space that maps each value with a weight representing the state of
the charge.2

For the purposes of energy modeling, we implemented a combination of three
different parameters and generated a surface that shows approximately where the
minimum power consumption is expected. As shown in Figure 4.7, both overall
energy and average power consumption can be used in the model.

4.5.4 Benchmark Components

Experiments are done with a selection of benchmark components, some of which
have already been used to provide concrete examples. Each component has config-
uration parameters that can be varied between experiments, allowing experiments
with the use powprofiler to build predictive models to be performed.

2Due to implementation limitations the current version of powprofiler only supports a fixed
number of dimensions, full support for n-dimensional spaces is considered future work.
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Figure 4.7: Comparison between average power consumption model expressed in
Watts (right), and overall energy consumption model expressed in Joules (left).
Both data represents the same operation of matrix exponentiation with different
matrix and exponent sizes as describe in Example 4.4.1 and can be retrieved from
powprofiler tool.

We include two different modeling approaches: the powprofiler approach
described in this chapter, and the fine-grained energy modeling approach described
in Chapter 2. These modeling approaches are tested across three different plat-
forms. The following benchmark components are used in our experiments:

matrix-cpu,matrix-gpu Matrix exponentiation on CPU and GPU. The compo-
nent represents a matrix exponentiation algorithm on the CPU. A random
matrix of predefined size can be multiplied by another matrix or exponenti-
ated by a given exponent. A GPU version is implemented by using CUDA
C++ language. The algorithm exploits the shared memory.

darknet-cpu,darknet-gpu A computer vision component builds upon the dark-
net [RF17,Red16a,Red16b] implementation of the YOLO library [RDGF16].
The component uses a deep neural network to detect an object from a video
stream that can be run at different frame rates. We use two different im-
plementations of the component: a single-core CPU implementation and a
multi-core GPU-based implementation.

nvidia-matrix,nvidia-quicks NVIDIA benchmarks performing matrix multipli-
cation and quicksort on the GPU. Those are the benchmark programs used
for experiments in Chapter 3.

Nevertheless not all benchmarks components are compatible with every plat-
form, limited the set of experiments that can be performed, as outlined in Table 4.1.
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Approach Chapter 2 powprofiler

Platform Odroid-XU3
NVIDIA

TK1 TX2 Nano
Processor A15+A7 A15 A57 A57
matrix-cpu D D D D D
matrix-gpu - - D D D
darknet-cpu (D) (D) (D) D (D)
darknet-gpu - - - D (D)
nvidia-matrix - - (D) D (D)
nvidia-quicks - - (D) D (D)

Table 4.1: Benchmark components: platforms and modeling approach. D: sup-
ported and included in this chapter, (D): supported but not included in this chapter,
-: not supported.

4.6 Experimental Results

4.6.1 Matrix Exponentiation

Execution of GPU matrix exponentiation while varying size and exponent param-
eters was previously shown in Figure 4.5. The figure shows average total power
consumption and battery depletion as a function of size and exponent parameters.
Average power consumption is reported independently of the running time of the
component, and thus does not reflect the total power consumption. As can be seen,
for small problem sizes the computation terminates before the maximal power level
is reached. This effect is visible in Figure 4.1 (also previously shown) where aver-
age power consumption starts low and then reaches the maximum, for which reason
the average power consumption is low for small problem sizes. Battery depletion
is reported in terms of the total amount of power consumed by the computation for
the duration of the execution. The effect of introducing “scheduling” in the form of
sleep of various durations in between iterations of the matrix computations can be
seen in Figure 4.8. Here, the duration of the sleep has an effect on the total power
consumption: the higher the sleep value in between the iterations, the smaller the
battery depletion.

In Figure 4.9 we show the power-related effect of running components sequen-
tially versus in parallel on different computational units. As can be seen, although
the CPU and GPU are different computational units, the energy consumed by run-
ning components independently (i.e., sequentially in some order) on CPU and GPU
is not the same as running them in parallel, even when subtracting the base power
consumed by the board. Thus, the energy cost of components executing indepen-
dently on different computational units cannot simply be summed to obtain the
energy cost of running them in parallel.
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Figure 4.8: Execution of GPU matrix exponentiation, average total power con-
sumption and battery depletion as a function of the exponent parameter and simu-
lated scheduling in the form of sleep between iterations. Average power consump-
tion is reported independently of the running time of the component, and thus does
not reflect the total energy consumption. Battery depletion is reported in terms of
the total amount of energy consumed by the computation for the duration of the ex-
ecution. Physical measurements are performed only for parameter values indicated
on the axis, remaining data is approximated.

4.6.2 Darknet

We modified the YOLO Darknet implementation in order to simulate different
scheduling options and evaluated the outcome on a video stream. First, we mod-
ified the program source so it can accept an argument that indicates the amount
of sleep between two invocations of the image recognition algorithm. In this way,
we were able to simulate different frames-per-second options and see the power
evolution within the component configuration model. Moreover, YOLO Darknet
was extended to support different batching options. This is done by delaying the
image recognition algorithm phase after a set of frames has been collected in a
batch of a defined size. In this fashion, a soft-realtime approach can be investi-
gated, for example simulating a requirement that 10 images should be processed
every 10 seconds. Evaluating the impact of such scheduling variations is however
considered future work.

As shown in Figure 4.11, data obtained from the first modification of the YOLO
algorithm shows that an increment in frames-per-second corresponds to an incre-
ment in the power consumption and in a larger power depletion of the battery. This
model can thus be used to define an appropriate trade-off that represents an accept-
able rate of quality-of-service (QoS): QoS can be directly correlated to the FPS
and to the battery depletion, highlighting the dynamic behavior of a mobile robot
application.

We have not observed effects of possible spikes in this experiment, contrary
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Figure 4.9: Effects of the base power of two components running sequentially
(separately) and in parallel. The top-left plot shows CPU matrix exponentiation,
whereas the bottom-left plots shows a GPU version of the same algorithm. The
top-right plot shows the measured value of the two components running in paral-
lel, while the bottom-right plot shows the expected value of summing the energy
consumption of the two left-side plots (only counting the base board consumption
once).

to the matrix exponentiation under NVIDIA TX2 platform as described in Sec-
tion 4.6.5, and hance have not included an analysis of their effect on the battery
drain.

4.6.3 NVIDIA Benchmarks

We now describe experiments with two benchmark programs that come with NVI-
DIA CUDA environment: matrix multiplication and a quicksort algorithm (this
matrix multiplication algorithm is different from the matrix exponentiation previ-
ously described in Section 4.6.1). We use these algorithms to compare our results
with those presented in Chapter 3. Similarly to the approach of Chapter 3, the ma-
trix multiplication algorithm is iterated multiple times. This was done in order to
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Figure 4.10: Layer 2 model of different scheduling and matrix size options, with
the consumption in terms of CPU and overall energy along with the battery deple-
tion. All the options correspond to the same amount of base matrix operations.
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run the algorithm for a specific amount of time that will allow building an effective
model. The quicksort algorithm is iterated also multiple times. Both algorithms
were profiled for one minute.

Figure 4.12 shows the matrix multiplication algorithm in a similar fashion as
discussed in Chapter 3 on GPU modeling. The data obtained in our analysis shows
a spiked GPU energy profile due to the multiple invocations of CUDA kernel dur-
ing the many algorithm’s iterations. While this is more detailed information, unlike
Chapter 3 there is no information on the impact of variations in frequency. Due to
relatively small CPU/GPU performance tradeoff on the platform under analysis
(an NVIDIA TX2 embedded board), compared to the one used in Chapter 3 (an
NVIDIA GeForce RTX2080 running on a powerful workstation), we used the pre-
defined matrix size instead of a bigger one. The majority of the operations were
done on GPU while CPU shows an almost steady load.

Figure 4.13 show the benchmark implementing a basic version of the quicksort
algorithm. Again, we used the default problem size and iterated it several times. As
opposed to the behavior shown in Figure 4.12, the majority of operations are done
on the CPU while the GPU is used only marginally. The comparison also shows
the difference in power consumption mainly on CPU and the power consumption
mainly on GPU. Again, using our approach, we integrate the GPU energy model
with information about battery depletion. Unlike the work in Chapter 3, the model
does not take into account the number of computed operations for this specific
benchmark.

4.6.4 Validation

We validate our approach using a 3 step approach: by (1) demonstrating that
powprofiler also can be used on the Odroid and NVIDIA TK1 platforms (2) com-
paring the powprofiler model to external, physical measurements on the TX2,
and (3) comparing powprofiler to the fine-grained energy modeling of Chap-
ter 2.

Cross-platform comparison

As described earlier, on Odroid the powprofiler can use internal power mea-
surement units, whereas on the NVIDIA TK1 an external multimeter is used. The
result of measuring the energy consumed by the different benchmarks is shown
in Table 4.2. The measurements were done using powprofiler and an external
multimeter for matrix-cpu and matrix-gpu benchmarks, and powprofiler

together with the internal measurements units for all the others. For matrix-cpu
and matrix-gpu benchmarks, we used 51230 matrix exponentiation operation and
sampled data until the computation was ended. For darknet-cpu and darknet-
gpu benchmark we evaluated the data for one minute. darknet-gpu was run-
ning at 32 frames-per-second. For both nvidia-matrix and nvidia-quicks

we run the default algorithm for several iterations and profiled data for one minute,
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Figure 4.12: Layer 1 and Battery Model for simple NVIDIA matrix multiplication
benchmark algorithm, that shows the difference of ours against a GPU oriented
energy modeling. A default problem size iterated over multiple times was used.
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Figure 4.13: Layer 1 and Battery Model for NVIDIA quick sort benchmark algo-
rithm. A default problem size iterated over multiple times was used.
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Figure 4.14: Layer 1 and Battery Model of 102480 GPU matrix exponentiation op-
eration with 3s of sleep iterated for 5 times. The data for this model were obtained
using NVIDIA internal power measurements on the NVIDIA TX2 board. Data
were sampled for 1 minute.
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Figure 4.15: Layer 1 and Battery Model of the same operation in Figure 4.14, but
using external shunt resistor (a multimeter) connected to the board to obtain energy
consumption. Data were sampled for 1 minute.
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Odroid TK1 TX2 Nano

matrix-cpu

total energy 5 284 J 4 067 J 2 413 J 2 736 J
average power 6.2 W 5.3 W 3.8 W 3.5 W
SoC 64.3% 72.5% 83.7% 81.5%

matrix-gpu

81 J 45 J 39 J
4.3 W 3.0 W 3.9 W
99.5% 99.7% 99.7%

darknet-cpu

2 400 J
4.0 W
83.8%

darknet-gpu

5 255 J
8.8 W
64.5%

nvidia-matrix

4 054 J
6.8 W
72.6%

nvidia-quicks

1 995 J
3.3 W
86.5%

Table 4.2: Layer 1 and Battery Model that show the different benchmarks to com-
pare performance across different platforms and across different computational
units used in the chapter.

as described in Section 4.6.3.
The table is indicative of what the energy model looks like for different bench-

marks. It varies considerably for different classes of algorithms. As can be seen,
matrix multiplication operation is very performant on the GPU unit, especially
considered all the optimizations done with a shared memory based CUDA version.
Running this benchmark on the GPU of the TX2 board results in 35% more state-
of-the-charge that running the same operation on Odroid’s CPU unit. This can be
observed due to the highly parallelizable nature of the matrix multiplication, and
hence cannot be used as a general rule. In fact, in the next line, we can see that
the darknet-cpu is more energy efficient compared to the darknet-gpu com-
ponent, but is considerably slower.

Internal versus external measurement

In our experiments, a setup similar to the one used with the NVIDIA TK1 is also
used with the NVIDIA TX2 and NVIDIA Nano, allowing us to compare the ex-
ternally to the internally measured total power, as shown in Figure 4.14 and 4.15.
The externally measured power exceeds the internally measured power — this is
natural as the externally measured power also includes the carrier board, which
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Figure 4.16: Layer 1 and Battery Model of the same operation in Figure 4.14 using
a shunt resistor on the NVIDIA TK1 board. Data were sampled for 1 minute.

requires additional power to operate. In fact, we can see a very close behavior
of both models. While the overall power consumption in Figure 4.14 shows the
evolution according to the internal power monitors, Figure 4.15 shows what is
happening using a multimeter. This setup allowed as to validate our model: the
online measurement performed using the tool includes also the power consumed
by powprofiler, the offline one using the multimeter is just computing the basic
GPU matrix exponentiation operation. We can, therefore, assume the tool affects
only marginally power consumption and the model is effectively showing real be-
havior. The data obtained using powprofiler are similar to data obtained using a
real measurement device. This information can be further used to define an online
dynamic scheduling policy to be refined during the computation and that we con-
sider a possible future work. A comparison of a real battery behavior against the
modeled information is also considered future work.

Figure 4.16 shows the model using a multimeter on NVIDIA TK1 board. As
can be seen, both TX2 and TK1 have similar behavior, but the amount of time
spent doing the operation is significantly lower on the TX2. TK1 has not ended the
computation after 1 minute, while TX2 has terminated at almost half of the time.
In fact, the battery is depleted approximately 13% more if we perform the same
matrix operation on TK1 board for 1 minute against performing it on TX2.

Fine-grained energy modeling

We aim to validate coarse-grained whole-system energy modeling as described in
this Chapter, by comparing it to the fine-grained energy model presented in Chap-
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ter 2. In summary, fine-grained energy modeling uses hardware event registers
to capture the CPU state under a representative workload. The energy-modeling
consists of three stages. In data collection, the first stage, a benchmark runs on
the platform and data are collected. The second and third stage, data processing
and model generation, are performed offline on a different architecture. In these
two stages, data are analyzed and a model that predicts possible future usage is
generated.

To compare the two approaches for energy-modeling, we first run a number
of iterations of matrix exponentiation benchmark on CPU, matrix-cpu described
in Section 4.6.1. We proceeded as follows. First, we evaluated the benchmark on
the ODROID-XU3 platform using a 51230 exponentiation to train the fine-grained
model and obtained a value of expected energy per operation that we compared to
the measured one. We measured a relative error of 3.42%. Second, we applied
an equivalent approach to our model. We sample some configurations that were
distant from the expected operation, concretely we run configurations 512x s.t.
x ∈ {5, 15, 25, 35, . . . }, and we used the Approximation Method described in
Section 4.4.3 to evaluate the energy of configuration 51230. This value was then
compared to the measured one and we obtained a relative error of 2.25%. We can
conclude that both models produce similar results on this benchmark, and have
a similar relative error even if they adopt a different approach towards energy-
modeling.

4.6.5 Assessment

We performed a number of experiments on Odroid, NVIDIA TK1, TX2 and Nano.
In particular, most of the data in this chapter were obtained from NVIDIA TX2
due to the similarity with TK1 and Nano and the easy accessibility of the inter-
nal power measurement units. These data allowed us to validate our model, and
to show that different scheduling options can correspond to different energy mod-
els. We observed this effect even in cases where a linear behavior was expected.
As shown in Figure 4.10, the model can describe energy consumption and instan-
taneous power, together with the battery depletion. The model can also be used
to show irregularities and areas where to search for a better understanding of the
power consumption.

Coarse-grained whole-system energy modeling can take into account some be-
haviors that cannot be easily observed by other models, for example the effect
of simple scheduling previously shown in Figure 4.10. Here, we expected that
introducing a higher sleep period between executions would introduce an energy
cost. We used the model to investigate this assumption and we found that this is
not always happening. In the example, a period of 2.5s between two consecutive
schedules of 51212 matrix exponentiation iterated for 12 times is more energy effi-
cient than executing the whole 512144 operation. The model can relate these facts
and provide information about the battery depletion and predict the total time the
system can operate on a given energy source.
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The model can also highlight behaviors specific to the applications powered by
a battery model, as was shown in Figures 4.2 and 4.3. The battery model shows
that different scheduling options drain battery differently. We further investigated
the effect of power spikes against constant power consumption and concluded that
they can have a minor effect on overall battery depletion. The magnitude of the
effect is however closely related to the battery model. Investigating a larger set of
possible battery options is considered future work.

4.7 Conclusion and Future Work

Coarse-grained whole-system energy modeling allows measurement and predic-
tion of the energy consumption of a complete set of components executing on a
given physical system. This approach is supported by our powprofiler tool,
and is experimentally demonstrated to work across the Odroid, NVIDIA TK1, and
TX2 and Nano platforms, and can be used to measure, analyse, and subsequently
predict the energy consumption for single components performing specific com-
putations, for multiple components performing computations in parallel, and for
components executing on-demand in a dataflow. In particular, energy consump-
tion can be predicted in terms of component configuration parameters, allowing
the energy consumption of a given QoS level to be predicted.

Our experiments are mainly performed on the NVIDIA TX2 platform: this
platform is similar to the NVIDIA TK1 selected for the drone use case, but is
significantly better suited for detailed and precise energy analysis, due to the built-
in hardware support for power monitoring. Using the powprofiler tool on the
NVIDIA TX2, we experimentally observe that:

• Running a set of components separately, and simply adding their energy con-
sumption (while excluding base energy consumption), leads to a different
energy consumption versus running them in parallel (Section 4.6.1). This
behavior was observed for matrix exponentiation components running on
separate computational units (CPU, GPU).

• Scheduling of computations directly impacts the battery drain: processing
a computation in its entirety with a steady power load drains the battery
less than scheduling that same computation into smaller steps with resulting
spikes in the power load (Section 4.6.5). This behavior was observed for a
matrix exponentiation component running on a CPU.

These observations support the idea of coarse-grained modeling of the energy con-
sumption of a whole system, defined as a network of components in a specific
configuration being scheduled according to a specific policy. Using the numerical
model generated by powprofiler, energy consumption can be predicted for such
scenarios, thus directly supporting the TeamPlay use cases with advanced architec-
tures (deep learning and drones).
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In terms of future work, we will define additional application models to sup-
port more advanced scheduling policies. Concretely, advanced robotics software
is often developed using the ROS component-based middleware, and a scheduler
could be implemented that (following the TeamPlay model) schedules components
by publishing data to components that should be executed. This would allow ar-
bitrary static or dynamic schedules to be executed by a single, central scheduling
component implemented in ROS. A corresponding application specification could
then be defined to allow power measurement of ROS-based systems.
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Chapter 5

LEON3 Energy modeling on
GR712RC

5.1 Introduction

This chapter describes all the research activities related to the development of the
energy model of the LEON3. These activities were meant to be completed by M18
in TeamPlay, but due to the novel nature of the work, it took three additional months
to finalize them. The final output of this sub-task is a regression-based model using
event counters in a Performance Monitoring Unit (PMU), which can be used either
statically or dynamically to predict the energy consumption of the processor. The
model can anticipate the power consumption of a single-core of the LEON3 that is
implemented on the GR712RC ASIC for a target workload. The following chap-
ter describes all the work performed during this task to obtain a base-line power
model that will serve as a basis for developing the final more fine-grained Energy
Model in the coming months. The final model will be documented on Final Re-
port on Architecture-Level Energy Usage, Timing and Security Modeling and on
Prototype.

The LEON3 processor is based on the 32-bit SPARC V8 architecture [Cob18],
and it is used in research and commercial environments that are mainly related to
the space industry. It is the state of the art radiation-tolerant processor. It is avail-
able under the GNU GPL license, allowing free and unlimited use for research and
education. Being an open synthesizable VHDL model, the actual implementation
of the hardware is the main driver for building an energy model of the processor.
The same LEON3 with the same features will have different energy performances
when it is synthesized for different hardware platforms.

There are two significant novelties on the approach taken for building the power
model for the LEON3. The first novelty was needed to overcome the limitation
that the performance counters could not be measured on the ASIC target platform.
Thus, a synchronization mechanism between the target platform and a comple-
mentary hardware platform (an FPGA) was needed. The complementary hardware
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platform allowed the measurement of the event counters thanks to the use of a ded-
icated IP core (L3STAT) that served as the Performance Monitoring Unit (PMU)
of the system. The other innovation is the ability to use the obtained model to an-
alyze statically or dynamically the power performance of the LEON3. The PMU
counters used for building the model are statically predictable and could also be
obtained at run-time in the complementary hardware platform.

Section 5.2 describes related work in the area of power modeling, section 5.3
explains the methods used for obtaining all the data including the novel features
previously named. Finally, in section 5.4, the obtained results are presented and
analysed.

5.2 Background

The methodology for the development of the LEON3 energy model is based on
the work done by the University of Bristol on the big.LITTLE platform which can
be found in chapter 2. The main similarity with the energy model developed for
the big.LITTLE is that, for the LEON3, the energy model was based on the events
collection of PMU counters and synchronized power measurement. University
of Bristol has extensive experience on developing energy models for embedded
processors [NYL13], [NNYH15].

Previous work on power estimations in the LEON3 processor has been done in
[CBD+]. In this paper, a power model was developed and validated in simulation.
The PMU available for the LEON3 (L3STAT) has more than 50 processor events
that can be monitored [GRL19]. In [CBD+], the number of counters that are used
to build the model is reduced to 13.

5.3 Methodology

5.3.1 Cross-platform Synchronization

Implementation The target platform for this energy model is the LEON3 core
of the GR712RC evaluation board, shown in Figure 5.1. The GR712RC is a dual-
core fault-tolerant LEON3 based on the SPARC V8 architecture. The processor is
equipped with state of the art fault- and to radiation-tolerant technologies, making
it suitable to operate on the spatial environment.

Besides a dual-core LEON3 the GR712RC has several other components, such
as SpaceWire Links, a CCSDS Encoder and Decoder and an Ethernet MAC. Un-
fortunately, the specific ASIC version of the processor does not include a Perfor-
mance Monitoring Unit (PMU). The PMU available for the LEON3 processors
is the LEON3 Statistics Unit (L3STAT), which is a hardware component that can
be instantiated and synthesized together with the LEON3 processor on an FPGA.
This PMU offers a configurable number (up to 64) of 32-bit counters that can count
events on the processor or the AHB bus of the LEON3.
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Figure 5.1: GR712RC Evaluation Board

To be able to build an energy model based on PMU events for the LEON3 on
the GR712RCa LEON3 processor, both energy measurements and events counts
are needed to train the model. Thus, for the collection of the events counts, the
specific version of the processor has been synthesized together with the L3STAT
unit on an FPGA, while power measurements are obtained from the GR712RC
Development board.

For this modeling approach to work, it is critical to ensure that the synthesized
processor matches the behavior of the hardware implementation of the GR712RC
that we want to model. The FPGA used for synthesizing the processor and the
PMU unit is the Kintex UltraScale KU060 [Xil19]. The main features of the
LEON3 on both platforms are:

• 16KiB (4x4kB) multi-way instruction cache.

• 16KiB (4x4kB) multi-way data cache.

• 80MHz frequency clock.

The choice of using the Kintex UltraScale is crucial because it is the state
of the art technology on which Cobham Gaisler, the company that distributes the
LEON3 VHDL, gives support for the implementation of the processor. By using
this FPGA, it is possible to reach 80MHz, the frequency at which the LEON3 on
the GR712RC runs by default. Different tests have been performed with previous
technologies (like the Xilinx Virtex 5 [Xil15]), but performance limitations did not
allow to reach 80MHz.

There are two significant differences between the processor on the development
board and its FPGA synthesized version:

1. The LEON3 on the GR712RC has a high-performance double-precision IEE-
754 floating-point unit, which is not open source, and not available with the
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current LEON3 designs of TASE. Although commercial implementations
are available, for the scope of this project, the floating-point unit has not
been ported to the Kintex UltraScale. To be able to run the exact program
compilation on both platforms, the FPU was disabled through compilation
options.

2. The timing behavior of the two processors in terms of writing and reading
to memory is different, and this does not allow the FPGA to run at the same
speed as the development boar, 80MHz. Thus, it was necessary to extend
the timing for reading and writing to memory to five clock cycles from the
regular two clock cycles that the GR712RC would need. Three wait states
were required for the FPGA to be able to run programs at 80MHz.

Synchronization The L3STAT allowed the reading of the selected counters at an
approximate rate of 100Hz. The data was sent through UART to a host computer,
which made the timing between samples not constant.

One of the obtained event counters is the "execution time" counter. This counter
collects the number of clock cycles that have taken place since the beginning of the
execution, providing a precise timestamp.

The power measurement unit was developed ad-hoc for this project. It can use
the previously obtained "execution time" counter for recording the power traces at
the same execution point where the PMU counters have been obtained. Synchro-
nization between power measurements and event collection has been achieved with
a time precision of µs for measurements of tenths of ms.

The methodology consists of the following steps:

• Step 1: Program the FPGA with the LEON3 + L3STAT.

• Step 2: Initialize the processor on the FPGA with 3 wait states on the mem-
ory access with GRMON [Gai19].

• Step 3: Setup the L3STAT for polling the 14 counters as fast as possible.

• Step 4: Load the benchmark on the FPGA.

• Step 5: Run the benchmark on the FPGA and store the event count.

• Step 6: Take the "Execution time" counter and feed it to the processor on the
power measurement unit.

• Step 7: Initialize the processor on the GR712RC with 3 wait states on the
memory access with GRMON.

• Step 8: Run the benchmark on the GR712RC and store the power mea-
surement. All the benchmarks were modified in order to trigger the power
measurement.
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# Counter # Counter
1 Execution Time 8 Instruction Cache Hold
2 Type 2 Instructions 9 STORE instructions
3 LOAD Instructions 10 Data Cache (Read) miss
4 Integer Instructions 11 Data Write Buffer Hold
5 LOAD and STORE instructions 12 Data Cache Hold
6 Instruction Cache Miss 13 Call Instructions
7 Integer Branches

Table 5.1: PMU counters used for building the model

5.3.2 PMU Events

The method for building an energy model used in [NNYH15] [NYL13] is taken as
a reference. It measures different activity counters through the execution of var-
ious benchmarks. These counters represent different kinds of events that happen
at run-time. The collected data can then be used to train a linear regression equa-
tion where the weights assigned to each counter (independent variables) represent
the influence of each counter on the final energy consumption. With the assigned
weights, predictions on energy consumption can be obtained for new, unseen by
the regression training, programs. Thus, the power consumed at a particular time
is:

P = P0 +
C∑
i=1

αiNi + δ

where P is the consumed power, E0 represents the static power consumption,
α is the weight of a particular i event, N the count of those events, C the total
number of events, and δ the residual of the regression. The different α coefficients
associated with each event are the constants of the energy model, which should be
the same for any target workload.

The L3STAT, which is the PMU used for the LEON3, has over fifty events
available to be monitored. From those, only a selection of 32 could be obtained at
run-time. Taking as starting point the work by [CBD+], 13 counters were selected
for the modeling exploitation, as shown in Table (5.1).

Static and Dynamic Predictions The selection of these counters is crucial for
the usage of the model because they can be statically analyzed. Although all of the
events can always be determined dynamically through execution traces or collected
at runtime, with the current selection, a static bound analysis can be used to predict
the events without running the code. This kind of analysis provides approximations
to upper bounds to support worst-case energy consumption analysis.
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Train Set Test Set
slre fir

picojpeg fasta
ndes ludcmp
miniz huffbench

whetstone

Table 5.2: List of selected test and train benchmarks for building the power model

Building the Model The final model has been built with the tools provided by
University of Bristol described in Nikov et al. [KN15]. These tools allow building
models with a different number of counters to find the best fit. An exhaustive search
with every possible combination of the selected counters has been performed to ob-
tain the optimal one. The script for building the model uses a subset of benchmarks
for training the model and a different subset for testing it. The selection of the dif-
ferent subsets was made so the number of data points on both subsets was similar.

5.3.3 Benchmark Selection

Many benchmarks suites were candidates for the model’s training and evaluation.
The main driver for selecting benchmarks was the absence of an operating system
with a file system able to manage large datasets, and the benchmark’s execution
time. Several thousands of data points are needed for each benchmark to train a
reliable energy model. Forty-eight benchmarks were selected with their execution
time ranging from 0.02s to more than 100s. The benchmarks that lasted less than
1s were later excluded from the modeling procedure because they produced very
few data points. The final set of benchmarks, shown in Table 5.2, produced over
60 thousand data points and it consists of a subset of the BEEBS benchmark suite
[PSH13], [BBC+b], [BBC+a], [PHB13].

5.4 Results

5.4.1 Building the model

After measuring power through the execution of the different benchmarks on the
GR712RC and collecting event counters on the LEON3 implemented on the FPGA
an exhaustive search for the best fitting model has been made. The goal of this
search was to minimize the mean absolute error and to study the evolution of this
error with the number of counters used to build the model. 4094 different combi-
nations of counters have been tested during the process of building the model with
the objective of performing a trade-off between the accuracy of the model and the
number of counters. For every possible combination of C counters (1 ≤ C ≤ 12)
the best fitting result was extracted and compared with the rest of the results for
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Number of Counters Mean Relative Error [%]
Mean Relative Error Stan-
dard Deviation [%]

1 0.93 1.02
2 0.65 0.81
3 0.51 0.76
4 0.50 0.77
5 0.46 0.73
6 0.47 0.74
7 0.48 0.78
8 0.49 0.77
9 0.48 0.78
10 0.49 0.78
11 0.52 0.82
12 0.57 0.81

Table 5.3: Counters vs. Model Error on the test set of benchmarks

Figure 5.2: Variation of the relative error of every benchmark in the train and test
sets for models using varying numbers of PMU events

every value of C, as it can be seen in Table 5.3.
Intuitively, someone will expect a reduction of the Mean Relative Error (MRE)

with the increase in the number of counters used for modeling, since the more
events used, the better the behavior of the hardware can be represented in the
model. Surprisingly, the model training demonstrated that the minimum MRE ap-
pears when just only five counters are used. Figure 5.2 showcases the relative error
of every benchmark in the train and test sets used for building the models using
varying numbers of PMU events (1 to 12).

The relative error for most benchmarks across the various model sizes is, on
average, under 1.5%. This error is small, but it is necessary to take into account
that actual power variations on the platform are up to 17% between the maximum
and minimum registered values when running the workload at 80 MHz.

The average value of the error for the whole set of benchmarks (train and test)
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Figure 5.3: Average error for models with different number of counters for train
and test set

has been calculated to have additional criteria for selecting which number of coun-
ters generates the most appropriate model; see Figure 5.3.

Combining the information of Table 5.3, Figure 5.2, and Figure 5.3 for the
choice of the optimal number of counters the following apply:

1. The predictive energy model is not always better when more counters are
used; in some cases, the precision decreases when more counters are used.

2. The mean relative error for the models that use 3 to 11 counters is very
similar for the test set. The model with the lowest relative error is the one
built with five counters (0.46%), and the model with the higher error is the
one created with three counters (0.51%).

3. When including the training set into the analysis, the results show that the
models with 3, 4, 5, and 6 counters have a slightly lower error.

4. From the previous two points above, the decision was to use five counters
for the base power model.

5. The counters from Table 5.1 used are:

(a) type2: Type 2 instructions.

(b) branch: Integer Branches

(c) ldst: LOAD and STORE instructions

(d) store: STORE instructions

(e) wbhold: Data Write Buffer Hold

63



(a) fir (b) minver

(c) slre (d) dhrystone

Figure 5.4: Benchmarks’ real power consumptions and predictions with the five-
counters model

5.4.2 Model Fitness

Further than the data analysis presented, a detailed study of the model prediction
fitness to the real data has been done to find how to obtain a better model in future
iterations. Several effects that cannot be explained by the actual power model have
been discovered.

For most of the benchmarks, the predicted power is mostly flat through time.
This effect is not observed in real-world measurements. As it can be seen on Fig-
ures 5.4a, 5.4b, 5.4c, and 5.4d, the consequence of this misprediction is that the
model is not able to predict some of the benchmark’s program phases, mostly at
the beginning of their execution. The behavior of the measured benchmarks is to
have a first stage where a decrease in power consumption is observed, and it leads
to a stable value.

Most of the selected benchmarks show just one program phase when it comes
to event count progression. A linear growth of the different counters is observed in
most of the benchmarks. A decrease in power consumption is observed for some
benchmarks on the initial stages. A power model built with counters that showcase
a linear progression is not able to predict this initial stage.

In Figure 5.5a, the values of the five counters used to build the model have been

64



(a) fir

(b) whetstone

Figure 5.5: Measured vs predicted power for the fir and whetstone benchmarks.
The contributions of each counter used in the model are plotted in shades of yellow.

plotted. The progression is linear through time, not being able to explain the first
stage of the power consumption.

As a consequence of this effect, some of the predictions of the model, like in
Figure 5.4c, are not accurate enough to predict the stable value of the benchmark.
However, the predictions are close to the actual value.

Finally, in Figure 5.5b, it can be seen how the model predicts the different
stages of the power consumption of a benchmark where different program phases
are observed. These stages showcase different progression of the counters. The
model succeeds to predict this kind of behavior.

5.5 Conclusion

An energy model for the LEON3 on the GR712RC was developed with an average
relative error of 5% and a maximum relative error of 7%. This model relies on
five event-counters that can be obtained both statically and dynamically (through
simulation or parallel execution on a processor that is implemented on an FPGA).
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The model successfully predicts the power consumption of the processor across
different phases, although it fails to predict the first stages of execution until the
power consumption for the program gets to a stable value.

The model’s accuracy is demonstrated not to grow with the increase of the
event-counters used. For the data sets analyzed on this project, consisting of more
than 65 thousand data points, more accurate predictions have been obtained for
models using three to five counters.

Novel features for energy modeling have been developed through this work.
This includes the cross-platform development for obtaining the even-counts since
the PMU is not present on the actual hardware. The cross-platform development
has some limitations like the absence of a floating-point unit or the need for three
"wait states" for accessing the memory.

5.5.1 Future steps on modelling energy on the LEON3

There are a few recommendations that could be researched in future for achieving
higher model accuracy:

• Implementing a higher number of benchmarks: time and resources (memory
size, operating system) limitations lead to a high effort when implementing
the benchmarks. More precise results could potentially be obtained with a
bigger set of benchmarks, including more complex benchmarks in which
different program phases could be observed.

• Including an FPU on the FPGA processor’s implementation can enable the
modeling of the floating-point operations, which are part of the typical LEON£
applications.
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Chapter 6

Security Modeling in TeamPlay

6.1 Introduction

This chapter describes the research activities devoted to the modeling of vulner-
abilities related to different (communication, execution time, power profile, etc.)
security aspects, that have been conducted in the months M1 from M18 of the
TeamPlay project.

Security design is currently (very) dependent on attacks models. It explains
why new vulnerability and security breach appears periodically. Cryptographic
mechanisms achieve four basic security services: integrity, confidentiality, identi-
fication and authentication, and non-repudiation [KHPC01].

Data integrity allows the receiver of data to detect unauthorized modifications.
Confidentiality service prevent the unauthorized disclosure of data to unauthorized
party. Identification and authentication determine the origin of the data. Non-
repudiation service ensures that the receiver of the data is assured of the sender’s
identity.

The cryptographic algorithms are robust thanks to their mathematical proper-
ties, however the way how they are implemented can leak extra information that
are used to break the security by finding the secret key. The attacks based on in-
formation gained from the hardware or software implementations are called Side-
Channel Attack or Side-Channel Analysis (SCA).

These attacks are powerful, because they reduce the security of secret expo-
nentially in the number of the measurements made by the attacker, whereas an
exhaustive research reduces it only linearly in the number of secret tested by this
one. On the other hand, the amount of information extracted is difficult to quantify
and limit because it depends on the quality of the measures and assumptions that
an adversary is able to ask about the implementation he wants to compromise.

Like described in [Sta18], the defender must have defined the adversary’s ca-
pabilities, chosen the kind of evaluation, and chosen the tools and metric to make
the evaluation.
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Objectives

In the context of deliverable D4.3 of the TeamPlay project, SIC and INRIA have to
fulfill the following objectives:

• Develop novel techniques to characterise and model the security level of
more complex architectures. This is done by INRIA and SIC by generalizing
usual security models to any (and thus complex) architectures, and creating
new models both for simple and complex architectures.

• INRIA traces the use of sensitive variables and their impacts, and models
information leakage from side-channel attacks by defining general time- and
power-indistinguishability security levels, computed by novel tools and in-
tegrated in the TeamPlay toolchain.

• SIC is interested in leakage metrics while the system is operating. For in-
stance, the security environment might evolve in time (e.g., attack attempts
are detected), thus the security measures (against leakage exploitation, for
instance) shall be strengthened accordingly.

Summary

Section 6.2 introduces background on side-channel attacks (timing, power, EM,
etc.) and analyses (simple, differential, etc.). Section 6.3 details the current taint
analysis and the computation of the security levels regarding time and power indis-
tinguishability. Dynamic and agnostic security models from section 6.4 are still a
work in progress. Finally, section 6.5 summarizes the work done, and gives direc-
tions for future work.

6.2 Background

Since the 1990’s, a new cryptanalysis technique, exploiting physical phenomena
and named side-channel analysis, became the major challenge of the cryptography
implementations on embedded devices because it doesn’t reconsider the theoretical
robustness of the cryptographic algorithms but it searches and exploits the flaws
induced by the hardware or software implementations. A side-channel analysis
methodology is commonly composed of the following phases:

1. Row data acquisition by exploiting information emitted by embedded de-
vices through one or various physical phenomena. The acquisition of this
kind of row data requires specialized equipments. More details are given in
the section 6.2.1.

2. Row data preprocessing by filtering, de-noising, transformation in frequency
domain or time domain, and compression of interesting informations.
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3. Selection of intermediates values that depends on the secret key and identi-
fication of leakage samples, this phase is described in section 6.2.2.

4. Exploitation of leakage samples be selecting the correct leakage model. The
leakage models are described in 6.2.3, and their exploitation in 6.2.4.

6.2.1 Side-channel Classes

The common classes of side-channel analysis are timing, power, and electromag-
netic emanation. More recent classes exploit astounding phenomenon as photonic
emanation or acoustic.

Electromagnetic Analysis Electromagnetic analysis presented in [QS01] exploit
the information leaked by Electromagnetic radiations. Electrical current induces
electromagnetic EM emanations. When CMOS gates consume power, the current
pulse cause variation in the electromagnetic field and the attacker can extract secret
information by EM analysis [Sel10]. In [QS01], the authors have shown that it is
possible to measure the Electromagnetic radiation from a smart-card. Their mea-
surement setup consisted of a sensor which was a simple flat coil, an oscilloscope
and a Faraday cage. These attacks exploit correlations between secret data and
variations in power radiations emitted by the cryptographic devices.

Power analysis Power analysis consists on non invasive methods used to extract
secret data from cryptographic algorithm during its execution. The authors of the
article [KJJ99] exploit information leaked by the global consumption of the device
that embed a DES hardware engine. In fact, as explained in [Sta10] the electrical
consumption of CMOS gates, specially edge-triggered registers, depends on the
stored binary value b0 or b1 and on the modification of this binary value during
the trigging phase. The power analysis exploits the correlation between secret data
and the variation on the consumed power by the cryptographic devices.

The power analysis requires specialized equipments like a current probe and an
oscilloscope. It used also a filter to reduce signal noise or an amplifier to increase
the smaller differences.

The current consumption analysis is more stable compared to EM analysis and
could be used to trig an acquisition with the oscilloscope.

Timing analysis One of the first published attack exploiting timing is described
in [Koc96], the authors iterate the run of the same operation of a public key algo-
rithm and at each run they change the input data and they compute the run time of
the entire operation. Thanks to the run time which depends on data, they define a
timing distribution to find the secret.

Indeed, the time execution depends on the data, this dependency comes from
the implementation of the algorithm which can be hardware or software. The
global run time of cryptographic function is readily possible to get but when the
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attacker targets the run time of a specific operation within the function, it often
uses a combined analysis exploiting another side-channel effect as power or elec-
tromagnetic analysis.

Photonic analysis Photonic analysis exploits the photonic emanations from cir-
cuits based on CMOS technology [SNK+12]. The authors of [CSW16] reduce the
number of AES key candidate by exploiting the photonic emanations in SRAM.
Photonic analysis requires a very expensive equipments than the other side-channel
classes.

6.2.2 Identify point of interest

The exploitation of the row data after filtering starts with the identification of the
time of leakage sample associated with the targeted intermediated value of secret
data. For example, the intermediate value used for the AES can be the value of
S-box’s output during the first AES round. The number of acquisitions required to
recover the secret decreases when the peak’s height increases. The identification
of the time leakage sample when the intermediate value is manipulated is achieved
thanks to various methods described below.

The TVLA [BCD+] method, defined by Cryptography research Inc, is based
on the T-test. The T-test is a statistical test that identifies the difference between
two data sets. In this method, several row data sets are acquired and the T-test
is made on data set acquired with fixed intermediate value and another set with
varied intermediate values. If the two sets have the same distribution, then the T-
test is null, else the T-test gives the leakage time sample associated with the target
intermediate value. The row data set can be acquired with various configurations:

1. fixed key and fixed plaintext (blank sample, reference set)

2. fixed key and varied plaintext

3. varied key and fixed plaintext

4. fixed key and chosen plaintext

5. fixed key and chosen ciphertext

The SNR method is the variance of the informative part of the signal. This
method uses one row data set with knowledge of the targeted intermediate value.
The row data set is split into groups that depends on the targeted intermediate value.
The result of SNR is a normalized result which is between 0 and 1. The ratio is the
means of variance of each group over the variance of means by group. The groups
are chosen according to the leakage model described below (section 6.2.3).

The NICV [BDGN13] method detects the interesting time samples without the
profiling stage with clone device, it is leakage model agnostic and it can be used
to evaluate the accuracy of various leakage models and choose the best. With
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NICV method, the attacker collects row data set without knowledge of the key, it
uses only public information like plaintext or ciphertext. This method is similar to
SNR so the result of NICV is a normalized result between 0 and 1, however the
computation of the ratio is different. The ratio with NICV is the means of variance
of each group over the variance of the set.

6.2.3 Leakage model

Leakage model is a mathematical model that links the collected row data to the
targeted intermediate value. Among leakage models, the Hamming weight model
and Hamming distance model are frequently used. The Hamming weight of a
vector corresponds to the number of bits that are equal to 1. The Hamming distance
is the number of bits that have a different value between two vectors with the same
length. The Hamming weight model is usually used for software implementations
while the Hamming distance model is used for hardware implementation.

Sophisticated leakage models are also used for advanced analysis methods as
linear regression analysis (a.k.a stochastic attack) or template analysis. A compa-
rison and an explanation of these two methods are given in [GLP06].

6.2.4 Side-channel exploitation

The side-channel exploitation extracts the secret key thanks to the processed row
data, the point of interest and the leakage model. Side-channel exploitation can be
done using various classes as horizontal vs. vertical and univariate vs. multivariate.
This classification is under standardization at ISO 20085-1.

Vertical analysis extracts sensitive information by running the algorithm many
times so the data row must be synchronized. Horizontal analysis extracts sensi-
tive information with only one run of the algorithm. A combination of a vertical
analysis and horizontal analysis is named rectangle analysis. The univariate attack
used only one leakage sample and the multivariate attack combine more leakage
samples.

The analysis considering few number of acquisitions is named Simple Simple
Channel Analysis (SSCA) (section 6.2.5) and analysis considering large number of
acquisitions and a statistical tool named distinguisher is named Differential Simple
Channel Analysis (DSCA) (section 6.2.6).

6.2.5 Simple Side Channel Analysis

Simple Side Channel Analysis (SSCA) uses a few number of observations to re-
trieve the secret key. This analysis is usually selected to attack the public key algo-
rithms because the secret key is manipulated bit by bit. The authors of [KJJR11]
recover the secret exponent during a modular exponentiation from a single power
consumption acquisition.
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A variant of SSCA with a selection of inputs with specific features reveals a
secret key even if a protection is applied as explained in [CFR10]. In this paper, the
authors use a particular inputs zero hamming weight which allow to break secured
exponentiations using blinding countermeasure.

In symmetric algorithms, the SSCA identifies precisely the intermediate op-
erations, for example, SSCA analysis can target a specific round of the AES. This
information is not sufficient to recover the AES secret key but a visual inspection of
the row data allows to get information and choose adequate analysis as explained
in [Sta10].

6.2.6 Differential Side Channel Analysis

Differential Simple Channel Analysis (DSCA) exploits the dependency between
the secret key and side channel observation of intermediate value of this key. This
analysis is based on statistical method named distinguisher which used to select
the key candidates according to of the target intermediate value and the row data.

Below a list of statistical methods (distinguisher):

• Differential analysis: the authors of [KJJ99] propose a boolean partition-
ing to divide the row data into two subsets according to the intermediate
value and the secret key. An attacker computes for each leakage sample the
distance of groups. The most probable key candidate is selected when the
differential trace is high. A peak on the differential trace is clearly differen-
tiable compare to other hypothesis. This distinguisher is named difference
of means. An attacker can also chosen the covariance or the Kolmogorov-
Smirnov distance.

• Correlation analysis with Pearson [BCO04]: the authors propose to reduce
the number of row data with the statistical test with Pearson coefficient. This
test allows to measure the linear relation between two variables, here the two
variables are the row data and the intermediate value targeted. For each time
sample a coefficient is computed between [−1; 1]. If the result is near to 1,
so a correlation exists between the two variables. The most probable key
candidate is selected when the coefficient value is near to 1.

• Correlation analysis with Spearman or Kendall: the authors of [BGL08] use
the Spearman or Kendall coefficient. These coefficients can be used when
the relation between row data and leakage model is not strikingly linear. Like
the Pearson coefficient, the most probable key candidate is selected when the
correlation value is near to 1. Compared to the others coefficients, the Kendal
coefficient measure the link degree between the two variables.

• Mutual information analysis: the [GBTP08] introduces a alternative to the
correlation analysis with the Pearson coefficient.
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In order to succeed an attack, the attacker must identify the best hypotheses us-
ing several acquisition. The analysis allows to draw an distinguisher trace for a set
of acquisition for each hypotheses. The best hypothesis is when the distinguisher
trace is higher in one or several points of interest. The peaks height can be 1 during
a correlation analysis if the targeted secret bits are process alone. The peaks height
can be 1/4 during a correlation analysis if the targeted secret bits are 8 and the
process bit is 32 (corresponds to a machine word). The height of the information
peaks during a correlation analysis must be much greater than the noise value. It is
important to note that we can consider the useful bit ratio compared to the number
of bit used.

The authors in [HRG14] characterize the efficiency of several distinguishers.
It is a representative attack, since it is proven optimal when the model is unknown
up to an offset and a scaling factor, and that the noise is Gaussian. The success rate
of an attack allows to estimate the number of acquisitions required by the attack
in order to recover the secret data. The success rate is a probability to succeed an
attack with a number of acquisition. The success rate has an exponential growth
of the probability of breaking the key. The success exponent gives a information
on the speed of convergence of the attack. Compared to the peaks’ height, this
information is more important, because the peak height depends on the noise. The
success rate and exponent are linked to an attack.

6.3 Taint and indistinguishability analysis

6.3.1 General Approach

Implementation-level security is a topic developing at a fast rate. Security model-
ing has been evolving recently:

• specific attacks are no longer the general case (which is anyhow unmanage-
able, considering the vast amount of attacks published on regular basis); but

• agnostic vulnerability tests suffice to detect bias w.r.t. some class of attacks.

Domain-specific metrics have been put forward for this question of security vul-
nerability assessment. Metrics can be binary (secure vs unsecure) or quantitative
(amount of risk). Those metrics require, from the evaluator standpoint, to spot so-
called sensitive variables, i.e., variables which both depends on a long-term secret
and which can be manipulated externally (e.g., dependency in a plaintext, chosen
by the attacker).

In a compilation approach, we must therefore be able to trace the use of sen-
sitive variables. This allows to determine the leakage of the sensitive value within
code execution. For instance, using the NICV defined previously in Section 6.2.2,
the developer can compare the efficiency of this protection — while compiling his
program.
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Figure 6.1: Setup of information leakage, highlighting leakage in computation

6.3.2 General Methodology

Scope. Security objectives can be bypassed by numerous means, including pas-
sive leakage analysis and reaction to perturbation (of data, code, etc.). In this piece
of work, we start by the most straightforward approach where only the leakages
of the target device are studied. Fault analysis is indeed powerful, but implies a
greatest level of sophistication since one must take into consideration the multiple
ways the attacker can alter the nominal execution. Thus, we formalize here-after
side-channel analyses. Besides, there is a current trend in the industry to move
from individual Secure Elements (e.g., SIM, bank card, TPM, etc.) to integrated
Secure Elements (e.g., eUICC, TEE, Secure-boot, etc.). Those are more versatile
and therefore contain a non-negligible portion of software, which is particularly at
risk with respect to side-channel attacks.

Adversarial objective. Valuable assets can be attacked in many states, which are
usually referred to as: data at rest, data in transit, and data in computation. Tech-
nologies to protect keys at rest are Trusted Execution Environments, and in transit
are cryptographic protocols (TLS, etc.). We address the issue of analysis of key ma-
terial extraction while data is in computation. It is acknowledged that there is today
a lack of protection technology in the industry. For example, some consortium, like
ETSI [ETS18] published some recommendations, but no mandatory requirements
are available so far because the threat is badly known. The attack scenario is that of
the key is present and used throughout the computation, meanwhile the adversarial
spies on its leaks. This can be sketched in Fig. 6.1.

Therefore, the modelization of side-channel analysis has two prerequisites:

1. identification of the sensitive variables, and

2. kind of leakage to be considered.

The sensitive variables are typically the CSP or SSP (Critical / Secondary Se-
curity Parameters, as per ISO/IEC 19790 parlance), such as:

• secret keys in symmetric cryptography,
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• private keys in asymmetric encryption,

• random nonces in digital signatures,

• noise in key encapsulation mechanisms (KEM).

We refer to those variables as “primary sensitive variables”. It is now up to a
tainting algorithm to compute intermediate sensitive variables, as variables that
depend on a primary security parameter.

The leakage to consider is twofold:

1. the most obvious one if the control-flow variability, depending on a sensitive
variable, which can be detected using a single trace, and

2. second, the data-dependent leakage.

The first leakage is also termed “horizontal” since it can be analyzed during the
execution of a single cryptographic process. Usually, non-functional horizontal
leakage is the timing variability conditional to the sensitive variables.

The second leakage is also termed “vertical”. It depends on the intermediate
values employed within the algorithm. However, most of the time, those values are
hidden to the attacker, since code execution is isolated. Therefore, those attacks are
usually exploiting unintentional values leakage through physical channels (power,
radiation, etc.). The data thus leakage through some function, typically the Ham-
ming weight or difference.

As an illustration, an RSA algorithm in encryption mode has secret exponent d
as primary security parameter. It is used by windows of single or multiple (w at the
time) during the exponentiation. Therefore, each manipulated subset of w bits is
referred to as the secondary primary security parameters, which leak. The leakage
can be:

• Horizontal, if the attacker manages (e.g., with a FLUSH+RELOAD attack)
to determine which window is used, or, with less resolution, whether a win-
dowed operation is executed at all, which leaks that the w-bit chunk is all-
zero. Horizontal attacks behave as single probe attacks, but where the probe
measures several times—it is thus an extension of the probing model, as
explained in

• Vertical, if the attacker manages to recognize calls of the same window (also
referred to as collisions) by correlation of the vertical patterns. For RSA
implementations resorting to regular exponentiation, the last way to achieve
exploitation is to attempt to correlate the intermediate variables of RSA ex-
ponentiation with a model. Such CPA (Correlation Power Analysis) requires
that traces be aligned, i.e., that indeed horizontal attacks are not possible.
The attack depends on the granularity of the leakage. In the last two exam-
ples of attacks, granularity is at modular exponentiation or at modular arith-
metic levels, according to the classification depicted in Fig. 6.2. This figure
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Figure 6.2: Pyramid of abstraction levels for RSA and Elliptic Curve Cryptography
(ECC), plus attacks and countermeasures

is extracted from [Dug17]. It depicts, for RSA and Elliptic Curve Cryptog-
raphy (ECC) the attacks (in red) and the countermeasures (in green), at each
granularity level, from the finest (base of the pyramid) to the highest (top of
the pyramid).

Example of RSA implementations is provided in Fig. 6.3, with protection:

(a) against horizontal and vertical analyses, and

(b) against control-flow attacks.

Interestingly, (a) is not protected against control-flow attacks and (b) is not pro-
tected against horizontal and vertical analyses.

This example motivates for the recommendations regarding the sequence of
analysis (already prescribed in ISO/IEC 20085 [ISO17]). Namely, it is usually
advised (from a design perspective) to ensure the implementation has no horizontal
leakage before even starting to consider protections against vertical leakages. An
application to the analysis of hardware implementation has been carried out in the
framework of TeamPlay project, and is available in [SFG19].

Security properties. The properties a design must enjoy to be secure are listed
in the table 6.1.

76



(a) (b)

Figure 6.3: Example of two implementations of RSA, protected respectively
against (a) vertical side-channel and (b) cache-timing attacks

Table 6.1: Security properties to prevent attacks

Attacks (Cache) timing Vertical Horizontal (sin-
gle trace)

Security
property to
be asserted
to present
the attack

No memory ac-
cess depends on a
sensitive variable

d-th order
probing se-
curity: Non-
Interference.
Note: the at-
tacker is not
supposed to
change the po-
sition of the
probes.

No property
known so far...
(open research
topic). Note:
The attacker can
probe at the same
position and get
a linear dump...
See [DGH+18].
Consider read-
ing [MMSS19].
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Security analysis. The analysis of leakages can be carried out with two objec-
tives in mind:

1. detect leakages, just as an indication of a risk (a vulnerability present in the
code), and

2. exploit the identified leakages, where indeed it is demonstrated that the leak-
age is sufficient and practical enough to recover a primary sensitive variable.

Typically, the detection is considered a sufficient amount of information to enable
security bug fixes in the source code. Indeed, it is hard to presume in advance how
the source code will be compiled, executed, and even used, therefore, very often,
a proactive approach consists in attempting to remove all vulnerabilities (0-defect
quality management). The attack can serve to assess the severity of a vulnerability.
This is therefore rather the task of an evaluator.

The big picture of side-channel analysis techniques is provided in Tab. 6.2. This
table is inspired from ISO/IEC 17825 [EQK14] (table 1), but in addition, provides
a clear distinction between detection and exploitation.

Aspects of this table not discussed yet are described hereafter:

• The abstraction level is either the source code (where the program semantic
is clear) or the assembly level (where a concrete execution model is possi-
ble).

• The security evaluation type can be symbolic or concrete. Symbolic eval-
uation means that no exact value for the inputs of the algorithm under test
is needed. For instance, the analysis can be based only on a dependency
analysis [CBFG19] or on an expression analysis [BBD+15].

• The detection metric can be binary (leakage or no-leakage), or even quanti-
tative (amount of leakage, such as Signal-to-Noise Ratio). The specificity of
detection is to tell whether the implementation contains a bias, but it cannot
build an attack.

• Exploitation tools are means to successfully extract secrets, thereby defeat-
ing the security objectives.

• Implementation of detection & exploitation is performed by several tech-
niques, which are for instance free or commercial software, generic engi-
neering and/or statistical methods.

• The last column is termed “open issues”, and comments on progresses which
can still be made to improve detection/implementation.

In order to compute the security levels (see INRIA toolchain p.82) regarding
time (subsection 6.3.5 p.83) or power (subsection 6.3.6 p.85) side-channels, we
need to introduce in subsection 6.3.3 p.78 how public variables can be tainted by
the secret, and in subsection 6.3.4 p.81 how to compute the correlation coefficient
between observed signals for different tainted values.

78



Ta
bl

e
6.

2:
Si

de
-c

ha
nn

el
te

ch
ni

qu
es

an
d

m
et

ho
ds

to
de

te
ct

/e
xp

lo
it

th
em

A
bs

tr
ac

tio
n

le
ve

l

A
na

ly
si

s
ex

pl
oi

te
d

bi
as

Se
cu

ri
ty

ev
al

ua
tio

n
ty

pe

D
et

ec
tio

n
m

et
ri

c
E

xp
lo

ita
tio

n
to

ol
Im

pl
em

en
ta

tio
n

O
pe

n
is

su
es

C
-C

od
e,

C
SL

R
E

E
L

H
or

iz
on

ta
l

Sy
m

bo
lic

(D
ep

en
-

de
nc

y
an

al
ys

is
)

Fo
r

ea
ch

lin
e

of
co

de
,

is
a

br
an

ch
an

d/
or

in
di

-
re

ct
io

n
us

in
g

a
se

ns
iti

ve
va

lu
es

?

Tr
ac

e
ge

ne
ra

tio
n,

le
ar

ne
d

m
od

el

Ta
in

tin
g

of
C

(W
C

C
),

va
lg

ri
nd

,
ct

-c
ac

he
,

V
er

as
co

to
ol

[B
PT

17
],

C
at

-
al

yz
r

[F
G

L
+

18
,

C
FG

+
19

],
et

c.

N
ee

d
fu

ll
vi

ew
of

th
e

co
de

,c
an

-
no

tb
e

do
ne

on
a

fil
e-

by
-fi

le
ba

si
s

(s
om

e
co

nt
ex

t
is

m
is

si
ng

to
pr

op
-

ag
at

e
ta

in
tin

g)

A
SM

C
on

cr
et

e

Fo
r

ea
ch

vu
ln

er
ab

le
lin

e
of

co
de

,
ho

w
m

an
y

tim
es

is
it

en
co

un
te

re
d?

PR
IM

E
+P

R
O

B
E

,
FL

U
SH

+R
E

L
O

A
D

,
Sp

ec
te

r
an

d
M

el
t-

do
w

n.
H

er
e,

th
er

e
is

pe
ri

od
of

de
fi-

ci
en

cy
be

tw
ee

n
2

m
ea

su
re

m
en

ts
.

Tr
ac

e
co

lle
ct

io
n:

in
st

ru
ct

io
n

le
ve

l,
eg

G
D

B
[B

B
F+

18
],

A
R

M
K

ei
l

Tr
ac

e
an

al
ys

is
:

co
un

t,
co

rr
el

at
io

n,
SN

R

Si
m

ul
at

io
n

ba
se

d,
al

re
ad

y
im

pl
em

en
te

d
in

Se
cu

re
-I

C
C

at
-

al
yz

r
to

ol
(r

ef
er

to
ill

us
tr

at
io

ns
)

A
SM

(w
or

k
at

W
R

A
C

’H
20

19
[C

B
FG

19
]:

at
In

te
rm

e-
di

at
e

L
ev

el
=

IR
)

V
er

tic
al

Sy
m

bo
lic

(W
or

k
at

ex
pr

es
si

on
le

ve
l)

N
I

(n
on

-
in

te
rf

er
en

ce
),

SN
I

(S
tr

on
g

N
I)

,
at

a
gi

ve
n

or
de

r
d

.
Y

es
or

N
o.

(s
pe

ci
fic

to
on

e
co

un
te

r-
m

ea
su

re
)

So
ur

ce
co

de
(G

ill
es

B
ar

th
e

[B
B

D
+

15
])

,
A

SM
(W

R
A

C
’H

20
19

[C
B

FG
19

])
;

SA
T

[E
W

T
S1

4]
;

Sl
eu

th
[B

R
N

I1
3]

C
om

pi
le

r
as

si
st

ed
m

as
ki

ng
,e

tc
.

W
or

ks
w

el
l

fo
r

st
at

is
tic

al
at

ta
ck

s
(D

PA
,

E
M

A
,

et
c.

)
bu

t
m

ig
ht

no
t

be
re

le
va

nt
fo

r
si

ng
le

-t
ra

ce
at

ta
ck

s,
si

nc
e

at
-

ta
ck

er
co

m
bi

ne
s

sa
m

pl
es

A
SM

C
on

cr
et

e
SN

R
(c

an
be

bi
tl

ev
el

)
L

R
A

,
co

rr
el

at
io

n,
te

m
pl

at
e

G
D

B
,L

R
A

N
o

is
su

e.
A

d-
dr

es
se

d
by

SI
C

V
ir

tu
al

yz
rR ©

to
ol

79



Data: public integers x and y, secret integer k
if x == k then

for i← 1 to x1000 do
y ← y2;

end
else

for i← 1 to x do
y ← y2;

end
end

Algorithm 1: Taint by Branching

6.3.3 Taint Analysis

The variables of a program P are distinguished (by the developer) between:

• public variables, whose value can be known by the opponent,

• secret variables, whose value must remain inaccessible to the opponent.

Let x be a public variable, and k be a secret variable. If, in the code blockB, an
assignment x := k is executed, then in the following code x should be considered
to be a secret and not a public variable anymore, unless the secrecy of k would be
violated.

Even without assignment a variable may be tainted, for instance in the algo-
rithm 1 p.80, the public variable x should be considered as having been tainted by
the secret variable k in both branches and the following. Indeed, the execution time
or the power consumption will differ significantly whether x = k or not, hence the
value of k may be obtained by observing the behavior of the program and knowing
the value of the public variable x.

In order to express how we intend to implement the taint analysis, we formal-
ize programs in an imperative framework: a command c can be an assignment, a
conditional branching or a loop1 , and a code block can be empty or a sequence of
commands. Both are defined by induction:

Definition 6.3.1 (Imperative Programs).

c
def
= x := θ

| if F then {B1} else {B2}
| while F {B1}

B
def
= end

| c;B
1Which can be a for loop or a while loop, the analysis is similar.
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Let Var (θ) be the variables in the term/formula/program θ, and SecVar be the
set of secret variables defined by the developer. The tainted variables are defined
syntactically, thus they depend only on the given code and not on the values of
the inputs. We define Taint (B), the set of the (secret and) tainted variables, by
induction on the code block B:

Definition 6.3.2 (Tainted Variables).

Taint (end)
def
= SecVar

Taint (x := θ;B1)
def
=


{x} ∪ Taint (B1)

if Var (θ) ∩ Taint (B1) 6= ∅
Taint (B1)

otherwise

Taint (if F then {B1} else {B2} ;B3)
def
=



Var (F ) ∪
⋃

1≤i≤3

Taint (Bi)

if Var (F ) ∩
⋃

1≤i≤3

Taint (Bi) 6= ∅⋃
1≤i≤3

Taint (Bi)

otherwise

Taint (while F {B1};B2)
def
=



Var (F ) ∪
⋃

1≤i≤2

Taint (Bi)

if Var (F ) ∩
⋃

1≤i≤2

Taint (Bi) 6= ∅⋃
1≤i≤2

Taint (Bi)

otherwise

Thus, Var (B) \ Taint (B) will be the set of public (untainted) variables for
the correlation computation.

6.3.4 Correlation Coefficients

We use the previous taint analysis to model the following security levels:

• the correlation coefficient for execution time time_corr (subsection 6.3.5
p.83), against time side-channel attacks,

• and the correlation coefficient for power profiles power_corr (subsection 6.3.6
p.85), against power side-channel attacks.

Definition 6.3.3 (Correlation Coefficients). Let P be a discrete probability distri-
bution, and let Y = (y1, . . . , yN ) and Z = (z1, . . . , zN ) be two N -tuples. The
(Pearson) correlation coefficients between Y and Z is defined by:

corr (Y,Z)
def
=

cov (Y, Z)

σY × σZ

where:

• E [Y ]
def
=

∑
1≤n≤N

P (Y = yn)× yn is the expected value of Y .
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Figure 6.4: INRIA Security Toolchain

• cov (Y,Z)
def
= E [(Y − E [Y ])(Z − E [Z])] is the covariance between Y

and Z.

• σY
def
=
√
cov (Y, Y ) is the standard deviation of Y .

Remark. If the distribution is uniform then the expected value E [Y ] = 1
N

∑
1≤n≤N

yn

is the arithmetical mean, denoted µY . In that case, the correlation coefficient
corr (Y,Z) between Y and Z is simply:∑

1≤n≤N
(yn − µY )(zn − µZ)√ ∑

1≤n≤N
(yn − µY )2

√ ∑
1≤n≤N

(zn − µZ)2

In any case, −1 ≤ corr (Y,Z) ≤ 1, where 1 is total positive linear correlation,
0 is no linear correlation, and−1 is total negative linear correlation. The correlation
coefficient is also invariant by independent linear transformations, i.e. for every
a, c > 0 and b, d:

corr (Y, Z) = corr (aY + b, cZ + d)

For the time being, we are focusing on the simpler case of time_corr and
time-padding variants of the code, in order to obtain a complete toolchain as quickly
as possible. INRIA security toolchain is presented in fig. 6.4 p.82:

1. The SecurityOptimiser will apply compiler-based optimizations in order to
mitigate the software vulnerabilities, including side-channel countermeasure
to sensitive code-blocks.
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tainted k, untainted x;
time;
0110, 1110, 42;
0110, 0010, 39;
1010, 1011, 26;
1010, 1011, 35;
end;
power;
0110, 1110, (1, 12), (2, 10), (3, 13), (4, 15), (5, 18), (6, 11), (7, 20);
0110, 0010, (1, 11), (2, 12), (3, 11), (4, 10), (5, 15), (6, 11), (7, 18);
end;

Figure 6.5: Security Exchange (SE) file

2. The SecurityAnalyser consists of two parts:

(a) The DataCollector will analyse a piece of software in order to produce
a Security Exchange (SE) file containing data about (tainted) variables,
execution times and power profiles associated with different values of
the input.

(b) The SecurityQuantifier will use the data of the Security Exchange (SE)
file in order to compute the desired security metrics, that will feed the
Non-Functional Properties (NFP) file associated to the code block.

An example of Security Exchange (SE) file is given in fig. 6.5 p.83, where k is a
tainted variable, x is an untainted variable, 0110, 1110, 42; denotes that the code re-
quires 42 clock cycles for the inputs k = 0110 and x = 1110 (in binary representa-
tion), and 0110, 1110, (1, 12), (2, 10), (3, 13), (4, 15), (5, 18), (6, 11), (7, 20); de-
notes that for these inputs the power measured is 12W at t = 1, 10W at t = 2,
etc.

6.3.5 Time Indistinguishability

Sometimes, you cannot enforce a policy such as avoiding branching on secret. In
that case, a possible strategy would be to ensure constant-time on every possible
path of the execution. But the execution time may depend on the value of the
inputs, without leaking information about the secret key.

In the algorithm 2, we assume that only the number of squarings matters to
compute the execution time of the code block B. If k = 1 then time (B, x, y, k) =
2x, otherwise time (B, x, y, k) = 2x + 1. Thus, with a parity test the opponent
will be able to obtain information about the value of the secret key k.

A constant-time technique would be based on the maximum value for x, which
is not necessary here. By adding only one dummy instruction at the beginning of
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Data: public integers x and y, secret integer k
if k == 1 then

for i← 1 to 2x do
y ← y2;

end
else

for i← 1 to 2x+ 1 do
y ← y2;

end
end

Algorithm 2: Information Leakage from Execution Time

the first branch, we have time (B, x, y, k) = 2x + 1 in any case, so the opponent
cannot know the value of the secret key k anymore.

For a simpler presentation2, we assume that in the code block B there is only
one secret (or tainted) variable k withM possible values k1, . . . , kM and one public
(untainted) variable x with N possible values x1, . . . , xN .

For 1 ≤ m ≤ M and 1 ≤ n ≤ N , let tmn be the execution time of the code
block B for the inputs km and xn, and let Tm be the N -tuple of the possible
execution times for a given value km of the secret key (or tainted variable):

tmn
def
= time (B, km, xn)

Tm
def
= (tm1 , . . . , t

m
N )

For 1 ≤ i, j ≤ M , the Pearson correlation coefficients corr
(
T i, T j

)
are de-

fined in the subsection 6.3.4 p.81. The associated correlation matrix is:

Corr time
def
=
(
corr

(
T i, T j

))
1≤i,j≤M

For 1 ≤ i, j ≤ M we have 0 ≤
∣∣corr (T i, T j)∣∣ ≤ 1, where 0 denotes no

(linear) correlation, and 1 denotes total (positive or negative) linear correlation.
Thus, if

∣∣corr (T i, T j)∣∣ is high, then T i and T j are correlated, which means that
observing the execution times for the values ki or kj of the secret key (or tainted
variable) does not leak much information about whether the value is ki or kj . To
compute the time correlation, we are assuming the worst case scenario:

Definition 6.3.4 (Time Correlation).

time_corr def
= min

1≤i,j≤M

∣∣corr (T i, T j)∣∣
2Generalize to any number of variables is not an issue, because the probabilistic values (expected

value, covariance, standard deviation and correlation coefficient are computed by using a summation
on the elements of the tuple/array. This is done in the subsection 6.3.6 p.85.

84



Remark. Because Corr time is symmetric, and its diagonal contains only 1, we can
assume j < i in the computation of time_corr.

Dealing with all possible values for the variables is not tractable in the general
case, thus we use samplings (i.e. partial exploration of the space of the possible
values for the input variables). Because time_corr is a minimum, the value ob-
tained by partial exploration of the values can be higher but not smaller that the
time correlation for the full exploration. Thus, computing with some but not all
possible values guarantees that the actual security level cannot be above the com-
puted security level.

In the case of a code block B1 followed by a code block B2 analyzed by IN-
RIA’s tools, using a uniform distribution (every bit of the inputs is chosen at ran-
dom) for the values in B2 is not be the best way, because the previous execution
of B1 have made some values more likely. Therefore, random values should be
picked for B1 and B1 executed before collecting data for B2, in order to minimize
the difference between the actual security level and the computed one.

6.3.6 Power Indistinguishability

The computation is similar to the time correlation, but the data collected for given
inputs (tainted or not) are not the associated execution time, but the power profile.
The time t during the execution can be seen as a fresh (thus untainted) public
variable with T possible values t1, . . . , tT corresponding to the timestamps used
for the measurement of the power consumption.

Let k1, . . . , kK be the K secret (or tainted) variables, and x1, . . . , xX be the X
public (untainted) variables of the code blockB. Let

−→
k1 =

(
k11, . . . , k

K
1

)
, . . . ,

−→
kM =(

k1M , . . . , k
K
M

)
be the M possible values for the K-tuples of the secret (or tainted)

variables, and −→x1 =
(
x11, . . . , x

X
1

)
, . . . ,−→xN =

(
x1M , . . . , x

X
N

)
be the N possible

values for the X-tuples of the public (untainted) variables.
For 1 ≤ m ≤ M , 1 ≤ n ≤ N and 1 ≤ t ≤ T , let pmn,t be the power measured

for the code block B with the inputs
−→
km and −→xn at the timestamp t, and let Pm be

the N × T array of the power profiles for a given tuple of values
−→
km of the secret

keys (or tainted variables):

pmn,t
def
= power

(
B,
−→
km,
−→xn, t

)
Pm

def
=
(
pmn,t
)
1≤n≤N,1≤t≤T

In the same way as the time correlation, we compute the power correlation:

Definition 6.3.5 (Power Correlation).

power_corr def
= min

1≤i,j≤M

∣∣corr (P i, P j)∣∣
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6.4 Dynamic and agnostic security models

This section introduces two toolchains that allow to perform an end-to-end security
analysis against cache-timing attacks and vertical attacks at different abstraction
levels. The combination of these two toolchains allows to implement an analysis
methodology (as depicted in table 6.2) where the first step consists in analysing
the target code against horizontal leakage, and the second step consists in analyz-
ing the target code against vertical leakage. The developed approach (with both
toolchains) allows detection of vulnerabilities but also a run-time exploitability
analysis. This exploitation approach gives an indication on the robustness of the
implementation with regards to the above defined side-channel leakages.

Hereafter, section 6.4.1 presents the cache-timing analysis module, and section
6.4.2 presents the vertical analysis module.

6.4.1 Horizontal and cache-timing leakage analysis

Overview As explained in section 6.3.2, three types of leakages can be identified
(cf. table6.1). In this section, the goal is to identify vulnerabilities relating to two
of them, namely cache-timing leakage, and horizontal leakage. The approach is to
formalize the security property that must be fulfilled in order for the target imple-
mentation to be "secure". If the security property is not fulfilled, then the target
implementation presents a potential vulnerability. A verification (by exploitation)
is then necessary in order to refine the analysis and to measure (at run-time) how
much information on the secret variable the attacker can get.

The figure 6.6 presents the flow of the performed analysis in order to verify
these security properties. This flow is performed along the compilation chain start-
ing from the source code and up to machine code. It contains four main steps that
are explained in the sequel. Each one uses the information issued from the previous
and build up-on it in order to refine further the final result.

Static code analysis The first step of the analysis consists in looking for vulner-
abilities at source code level. It starts by identifying the secret variables that could
be targeted by the attacker (c.f 6.3.2, paragraph "Adversarial objective"). The goal
of the analysis is then to verify that there are no source code patterns that could
induce a vulnerability w.r.t the identified secret variables.

Three sources of code construction can induce leakage vulnerabilities:

• When instructions are executed (or not) depending on the value of a sensi-
tive variable. This allows attacks based on timing and instruction counting
(Horizontal attacks). It allows also cache-attacks. At source code level, these
situations can be induced by the use of secret-dependent conditional branch-
ing as well as loops with variable number of instructions.
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Figure 6.6: Analysis flow for cache-timing and horizontal leakage: detection and
exploitation

• When a memory address is accessed (or not) depending on the value of a
sensitive variable. This allows attacks based on tracking the address values.
At source code level, these situations can be induced by the use of secret-
dependent table access (array indexing). Figure 6.3 gives an example of a
secret-dependent table access deemed to be not secure against cache-timing
attacks.

• When unknown code is being executed. At source code level, these situa-
tions can be induced through calls to function pointers passed at run-time.

The static-code analysis module operates on C-code language. This choice has
been motivated by the fact that this programming language is extensively used in
embedded applications and thus is relevant to the TeamPlay-project use-cases.

The principle of this step is as follows:

1. The secret variable (example as secret exponent in RSA, or a secret key in
AES), can be tagged using TeamPlay-specific "CSL" annotations. In partic-
ular the " __csl_security_is_secret " can be used in this context.

2. An Abstract Syntax Tree (AST) of the input code is built. This AST is used
to perform a dependency analysis of the code in order to track the sensitive
variables.
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3. Along with the dependency analysis, the AST is analyzed for code portions
manipulating sensitive data in order to detect potential leakage patterns (con-
ditional branching and table access). A vulnerability is detected when a sen-
sitive variable is involved in a leakage pattern.

The output of this first step is a list of potential vulnerabilities and their corre-
sponding lines of code.

C-code to ASM-code mapping In this step, the goal is to actually verify if the
vulnerabilities that were detected in the first step are transformed into vulnerabili-
ties at ASM code level.

At ASM code level, a cache timing vulnerability and horizontal leakage vul-
nerability corresponds to one of two code patterns:

• Conditional branching instructions (depending on a secret variable), for in-
stance a jump instruction ("jmp").

• Table access instruction (depending on secret variable), for instance instruc-
tions used to implement different addressing modes (example: "load").

However, at ASM code level, some information is lost, like the manipulated
variables. It is then crucial to exploit the results of the first module (analysis at
source code level) in order to locate vulnerabilities at ASM-code level. This step
can be achieved easily with standard compilation methods that map the ASM-code
to the C-code. An example for instance would be to compile with symbols. These
are agnostic w.r.t the compiler in the sense that they are implemented in basically
all of them, including the WCC compiler relevant to the TeamPlay use-cases.

Run-time vulnerability criticality analysis Once the vulnerabilities at ASM-
code level depicted, the goal is to perform run-time analysis in order to establish
which vulnerabilities are more critical. Depending on the input data, some instruc-
tions may or may not be executed. The more a vulnerable code location is executed,
the more information the attacker can get out of it, and the higher the probability
that the attacker can exploit it. Computing run-time statistics on how many times
the potential vulnerabilities are executed yields a criticality metric. Figure 6.6 gives
an example of a heatmap showing the criticality level of detected vulnerabilities.
The output of this step is an ordered list of addresses corresponding to potential
vulnerabilities.

Run-time vulnerability exploitability analysis Once the addresses of potential
vulnerabilities are obtained, the approach proceeds with exploitability analysis.
Generic exploitation methods like Flush-Flush and Flush-Reload are used for this
purpose. The targeted addresses are probed and the exploitation step is performed
in order to recover the secret variable.
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Figure 6.7: Number of potential vulnerabilities found for each analyzed candidate

An automated strategy is considered in this step based on pattern recognition meth-
ods. The global approach is the following: in order to train a pattern recognition
model, traces are generated on the device under evaluation. Traces consists in
probed addresses access events sequence (x) in order to observe patterns denoting
their utilization. Additionally, we monitor and record the detected leaking secret
variable values, which yields the exact sequence of events (z). These sequences of
events are used as the ground truth allowing to label the different measurements.
The pairs (x; z) are the inputs to train the model, which can be deployed in real
time to process unseen measurements. Given an input x, the model’s task is to
reconstruct a sequence z’, ideally identical to z. This task is commonly known as
sequence prediction.

Results As an example of application, the static analysis module was applied to
52 NIST post-quantum cryptography candidates. Figure 6.7 shows the obtained
results.

Out of these 52 candidates, potential vulnerabilities were found in 42 of them.
17 candidates have more than 100 potential vulnerabilities reported and 3 have
more than 1000 potential vulnerabilities reported. Ten submissions (Frodo, Rain-
bow, Hila5, Saber, CRYSTALS-Kyber, LOTUS, NewHope, ntruprime, ThreeBears
and Titanium) were found to be correctly protected. A few submissions were al-
most perfectly constant time, and replacing, for example, a small number of condi-
tional branches with conditional move operations would render these implementa-
tions perfectly constant-time (EMBLEM, Lima, Giophantus, OKCNAKCN in the
MLWE variant).
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6.4.2 Vertical leakage analysis

Overview The focus of this section is the third type of leakage (vertical leakage).
The approach presented in section 6.3.4 provides a security analysis based on a
correlation metric. In this section, the goal is to perform a security analysis based
on formal verification followed by concrete run-time exploitation in order to give
a clear indication on the robustness of the target design. Following the overall
methodology (presented as the beginning of section 6.4, this second step supposes
that the first step has been completed successfully and that the target design is
constant-time. In particular this section focuses on protected implementations.

One of the well-studied countermeasures known to thwart side-channel attacks
is the masking countermeasure (introduced in deliverable D3.2 “First Report on
Multi-Criterial Compiler Optimizations”). The maturity of high-order masking
schemes has reached the level where the concepts are sound and proven. The
industry is adopting such solutions, and for the sake of both quality and certifi-
cation requirements, masked cryptographic code shall be checked for correctness
using the same model as that of the theoretical protection rationale (for instance
the probing leakage model, see table 6.1).

The methodology adopted in this section performs verification from within a
compiler, so as to enable timely feedback to the developer. Precisely, it enables to
provide the actual security order of the code at the intermediate representation (IR)
level, thereby identifying possible flaws (owing either to source code errors or to
compiler optimizations). Second, it allows for an exploitability analysis of the an-
alyzed IR code. In this respect, we formally handle all the symbolic expressions in
the static single assignment (SSA) representation to build the optimal distinguisher
function. This enables to evaluate the most powerful attack, which is not only a
function of the masking order d, but also on the number of leaking samples and of
the expressions (e.g., linear vs non-linear leakages).

This scheme allows to evaluate the correctness of a masked cryptographic code,
and also its actual security in terms of number of traces in a given deployment
context. Figure 6.8 gives an overview of the proposed methodology. The nominal
compilation flow is represented in the leftmost column of the figure. The rest of
the figure represents the security analysis. The column in the middle represents
the symbolic analyses, based on expressions for each SSA. The rightmost column
represents the concrete analysis, whereby variables are assigned values, as per a
series of attack simulations.

Note that the proof of concept presented in this section was built with LLVM
compiler. However, it is generic in the sense that it can be easily adapted to any
compiler. In particular the integration with the WCC compiler (relevant to the
TeamPlay project) is straightforward as it only requires to adapt only the inter-
facing with the intermediate representation of the WCC’s Low-Level IR (ICD-
LLIR [Inf10]).
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Figure 6.8: Analysis flow for vertical leakage: detection and exploitation

SSA extraction The compilation is conducted in a nominal way until intermedi-
ate representation is reached. Here, we also let optimization passes be executed.
The outcome is a list of static single assignments (SSA). Altogether, these ex-
pressions are the inputs of the proposed analysis approach. They are turned into
symbolic expressions, named terms. They play the role of “intermediate variables”
in side-channel analysis (as introduced in deliverable D3.2 “First Report on Multi-
Criterial Compiler Optimizations”).

Formal verification engine The goal here is to verify that the intended masking
order (dtarget) is met in reality. After the transformation of the SSA into symbolic
expressions, a formal verification engine operates iteratively on the expressions by
combining a tuple of size (d). Starting from "d = 1", the verification consists in
looking for a dependency in at least one tuple of the expressions. If no dependency
was found, the order "d" in incremented, and the verification is performed at order
"d+1". This process is performed iteratively until a dependency at order (dreal) is
found. Two situations can arise:

• If the found order (dreal) is strictly inferior to the intended masking order
(dtarget), then a flaw has been found. Since the analysis is at optimized IR
level, the flaw can be structural (i.e., already present in the source code, or
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caused by an optimization pass which either removes some randomness or
swaps operations (resulting in countermeasure break).

• Otherwise there is no flaw (result obtained by formal proof) and the mask-
ing order is exactly verified on the optimized IR representation. The design
matches its security specification.

Run-time exploitability analysis At this stage, the order of protection (dreal) of
the target implementation has been identified. The goal now is to determine the ro-
bustness of the protection by concrete run-time exploitation. This complementary
step is mandatory to have a concrete idea about the attacker effort to extract the
key. This gives a metric on the level of protection of the target implementation.

The methodology consists in building an attack based on the optimal distin-
guisher, described in [BGNT18]. However, this optimal distinguisher is compu-
tationally too complex. An approach is to develop the expression of the optimal
distinguisher using a Taylor expansion, as described in [BGH+16]. This system-
atic approach allows for automation of attacks, by enabling a trade-off between
accuracy of the distinguisher (Taylor expansion at high order) and computational
complexity (Taylor expansion at low order). Namely, the mathematical formula for
optimal attacks is explained below:

• Optimal attack consists in guess the key k̂ according to maximum likelihood
approach [BGHR14]:

k̂ = argmax
k

Q∑
q=1

log
∑
m

exp− 1

2σ2
(
xq − f(tq, k,m)

)2
, (6.1)

where:

– q is the traces index,
– tq are the known texts, e.g., plaintexts,
– m are the masks (whose distribution does not depend on q),
– f is the leakage model, e.g.,

f(tq, k,m) = wH(S(tq ⊕ k)⊕m) (6.2)

here assumed, but obtained by profiling in real attacks,
– xq are the leakages xq = f(tq, k

∗,m) + nq, k∗ being the correct key,
– σ2 is the (centered) noise variance (nq is a sample of this noise, that is

pN (nq) =
1√
2πσ2

exp− n2
q

2σ2 ).

• For attack simplification, the following Taylor expansion:

logE exp(tX) =
∞∑
n=1

κn
tn

n!
(6.3)

is leveraged
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– for an expectation E over X , and

– where κn is the cumulant of order n of random variable X ,

starting at order n = d and stopping strictly before ∞ for tractability rea-
sons3.

All relevant tuples which leak information are combined, up to a predetermined
order chosen by the attacker. If this order is less than the protection order, then
(provided the masking is perfect [BGK04]), the algorithm finds no terms. This is
consistent with the targeted security order: no attack shall be feasible hence the
distinguisher is constant for all key hypotheses; the “argmax” in Eqn. 6.1 returns
the full keyspace. Such result attests of countermeasure “correctness”, meaning
the formal verification that the countermeasure is “correctly” implemented (i.e.,
without flaws). But if we specify an order greater than that of the countermeasure,
then our algorithm lists all the leaking terms, one shall consider to achieve the
optimal attack rounded at a given order, as explain in [BGH+16]. Besides, as
mentioned at the beginning of this section, it is assumed that the code is constant-
time (control flow does not depend on the data), hence traces are well aligned and
can readily be used for performing a vertical high-order attack.

The actual exploitation is achieved based on simulated traces, computed by a
leakage model (typically the classical Hamming weight model, cf. Eqn. (6.2)), and
assuming a certain level of additive noise (i.i.d. for each expression and normally
distributed as N (0, σ2)).

The optimal distinguisher from the previous step is evaluated under q traces,
and the indicator of attack success (k̂ ?

= k∗) is computed. This process is repro-
duced ≈ 100 times, and averaged indicator yield the success rate. This curve is
(globally–after smoothing) increasing. The number of traces for which success
rate is equal to 80% is returned. This gives a clear idea on the difficulty of the
attack.

Results As an application, we take as a running example the operations in a
Galois field of characteristic two. Those are suitable for the computation of block
ciphers, such as AES and even PRESENT [BKL+07]. In both AES and PRESENT,
the only complex part regarding masking is the sbox, because it is non-linear. The
analyzed code is first-order secure and is represented in figure6.9. The attacked
function is actually the composition of AddRoundKey and sBoxLayer, namely
A 7→ sbox(A⊕ k∗), as done customarily in side-channel analysis.

On the same code, the traditional second-order (bi-variate) attack is compared
to the attack (multi-variate analysis, denoted MVA) extracted from the compiler.

3At infinite order, the expansion of Eqn. (6.3) is not considered, rather the original expression of
Eqn. (6.1) is used.
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Figure 6.9: An extract of the analyzed code
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Figure 6.10: Comparison of success rate for classical attack the multi-variate attack

For these attacks, a Taylor expansion at order 2 is used. The results for a few
selected noise levels (in terms of noise standard deviation σ) are represented in
Fig. 6.10. It clearly appears that the optimal attack, even though rounded at order
2 (i.e., the first order at which there is a leakage, since the implementation is first-
order secure), is significantly more efficient than the customary 2O-CPA.

6.5 Conclusion and Future Work

The proposed approach regarding security modeling is general, and thus can be ap-
plied to both simple and complex architectures. But even with the same (high-level)
code, the security levels computed that way are dependent on the targeted architec-
ture, so the envisioned architectures have still to be modeled/profiled. Moreover,
these security levels will be used to assess the efficiency of the security optimiza-
tions in deliverable D3.2 “First Report on Multi-Criterial Compiler Optimizations”.

Side-channel attacks are by nature very stealthy. However, cache timing attacks
require frequent cache inspections and/or cache flush. This behavior is intrusive
with regards to the normal functioning of the system. Therefore, a careful moni-
toring of the cache activity (unbalanced hit/miss ratio, abnormally high hardware
performance counters values) could reveal a side-channel attack. Such dynamic
monitoring can nicely complement other side-channel mitigations performed dur-
ing compilation.
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Chapter 7

Evaluation

7.1 Introduction

This chapter is focused on the evaluation of the static analysis tools and the en-
ergy model for the Arm Cortex-M0, developed as a part of the TeamPlay toolchain
during the first project year. For this evaluation, Irida Labs have designed a CNN
model to be deployed in the deep-learning use-case scenario along with several
Computing Elements (CEs), i.e. blocks of code used iteratively inside the CNN
structure. Based on these CEs, Irida Labs carried out specific tests and measure-
ments to evaluate the static energy-and-time models and analysis tools so far de-
veloped for the Arm Cortex-M0.

Objectives

In the context of deliverable D4.3 of the TeamPlay project, Irida Labs has to fulfill
the following objectives:

• Static Time-model Evaluation for the Arm Cortex-M0 based on the Comput-
ing Elements (CEs) on the STM32F0DISCOVERY Board;

• Static Energy-model Evaluation for the Arm Cortex-M0 based on the Com-
puting Elements (CEs) on the STM32F0DISCOVERY Board;

Summary

Section 7.2 "CEs Architectural Description" provides a short description of the
CEs architectures that are used to evaluate the static analysis tools of the TeamPlay
toolchain, as well as information on the board that was deployed for this purpose
(STM32DISCOVERY). The 7.3 "Evaluation" section presents the environmen-
t/framework employed by Irida Labs for performing the evaluation tasks along
with the evaluation results.
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Finally, the "Conclusions and Future Work" Section 7.4 summarizes the work
done concerning the static analysis tools’ evaluation in TeamPlay and gives direc-
tions for future work on the evaluation of both the static and the dynamic models.

7.2 CEs Architectural Description

Convolutional Neural Networks (CNNs) are considered a class of learnable rep-
resentations, applicable, among others, to numerous visual perception problems.
In computer vision applications the input to a CNN is an image expressed as an
(m×m× r) array of pixel values, with m, n denoting the height and width of the
image and r the number its channels. A common deep CNN architecture is com-
posed of several computational layers, each involving linear as well as non-linear
operators. That is, CNNs are designed to automatically and adaptively learn spa-
tial hierarchies of features through back-propagation algorithms by stacking these
computational layers in an end-to-end manner. The main types of layer used to
build Convolutional networks are the convolution layer, the activation layer, the
pool layer and the fully-connected (or dense) layer. The activation layer usually is
not treated as a separate layer, but instead it is merged in-place with the convolution
layer as a supplementary step.

7.2.1 4-D Convolution CE

The main that contributes the most to the overall computational complexity of a
CNN are the Convolutional Layers. Each one of these layers makes use of a set
of learnable parameters also known as filters (or kernels), where each one of these
filters is used to detect the presence of specific features or patterns present in the
input its corresponding layer. Such filters are usually expressed as an (n× n× k)
array of real numbers, where m× n is the input’s dimensions and k is the number
of input channels. Different filters, detecting different features, perform following
mathematical operation known as convolution on the layer’s input, producing a set
of outputs that are transformed, element-wise, into activation maps, also known as
feature maps, by an activation function, before they are passed onto the next layer
in the CNN.

yi′j′k′ =
∑
ijk

wijkk′xi+i′,j+j′,k (7.1)

Graphically, an example of a 4-D convolution is depicted in Figure 7.1, where
the input data volume has 32×32×3 dimensions, and there are 32 filters (kernels)
each one having 3-D dimensions of 5 × 5 × 3. The convolution of the input data
volume with each of the kernels is producing one 2-D result; thus convolution with
all kernels is producing a new 3-D data volume. A very straightforward implemen-
tation of the eq. (7.1) p.97 includes multiple nested for-loops in which the kernels’
coefficients are convolved (slide, multiplied and summed) with the corresponding
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Figure 7.1: A graphical example of CNN convolution.

pixel data. One of the most commonly used non-linear activation functions, that
is, functions that decide whether a neuron should be activated or not, is the Recti-
fied Linear Unit or ReLU. It is less computationally expensive than other activation
functions (e.,g. tanh or sigmoid), since it propagates its input to its output in the
case where the input is positive, otherwise it drives its output to zero. Mathemat-
ically, this is equivalent to y = max(0, x), with x, y ∈ R. The code listing 7.1
below depicts a convolution function with input data zero-padding equal to the ker-
nel’s corresponding spatial dimensions minus 1 followed by a ReLu function(i.e.
for kernels of size 3 × 3 input is supposed to be zero-padded with 2 rows/columns
in each side).

#define DTYPE int8_t
#define DTYPECS int16_t
int plainC_conv(

DTYPE* inp, // input data pointer
const DTYPE* wght, // weights of kernels data pointer
const DTYPE* bias, // bias values of kernels
DTYPE* out, // output data pointer
const int W, // input Width
const int H, // input Height
const int C, // input Channels
const int Kw, // Kernel Width
const int Kh, // Kernel Height
const int K, // Number of Kernels
const int S, // Convolution Stride
const int P, // Input Zero Padding
const int SO // Shift Out register

) {
const int IW = W + (P << 1);
const int IH = H + (P << 1);
const int eY = IH - Kh + 1;
const int eX = IW - Kw + 1;
const int OH = (IH - Kh)/S + 1;
const int OW = (IW - Kw)/S + 1;

for (int ki = 0; ki < K; ki++ ) { // Do for every Kernel ...
const DTYPECS k_bias = (DTYPECS)bias[ki];
// Do for every output position ...
for (int iy = 0, oy = 0; iy < eY; iy += S, oy++) {

for (int ix = 0, ox = 0; ix < eX; ix += S, ox++) {
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DTYPECS sum = 0;
for (int kc = 0; kc < C; kc++) {

const DTYPE* pin = &inp[kc*IW*IH + iy*IW + ix];
const DTYPE* pwg = &wght[ki*C*Kw*Kh + kc*Kw*Kh];
for (int ky = 0; ky < Kh; ky++) {

for (int kx = 0; kx < Kw; kx++) {
sum += (DTYPECS)pin[ky*IW + kx] * (DTYPECS)pwg

(cont.)[ky*Kw + kx];
}

}
}
out[ki*OW*OH + oy*OW + ox] = (sum + k_bias) > 0 ?
(DTYPE)((sum + k_bias) >> SO) : 0;

}
}

}
return 0;

}

Listing 7.1: 4-D Convolution CE

7.2.2 MaxPool CE

The pooling layer is usually placed after the convolutional layer, in order to reduce
the spatial dimension of the output volume that serves as input for the upcoming
layers. It implements a fixed summary statistic function, e.g average, min max,
etc., (so there are no learnable parameters) with the case of the max being the most
widely used. The MaxPool layer takes an input volume of size w1 × h1 × d1
with two hyper-parameters, that is the spatial extent f and the stride length s and
summarizes this volume using the max function, producing an output volume of
size w2 × h2 × d2 where w2 = ((w1 − f)/s + 1), h2 = ((h1 − f)/s + 1) and
d2 = d1. The C function for the MaxPool operation is provided in the following
code listing 7.2

#define DTYPE int8_t
int plainC_maxPool(

DTYPE* inp, // input data pointer
DTYPE* out, // output data pointer
const int W, // input Width
const int H, // input Height
const int C, // input Channels
const int Kw, // Kernel Width
const int Kh, // Kernel Height
const int S, // Stride
const int P // Input Zero Padding

) {
const int IW = W + (P << 1);
const int IH = H + (P << 1);
const int eX = IW - Kw + 1;
const int eY = IH - Kh + 1;
const int OW = (IW - Kw + S - 1) / S + 1;
const int OH = (IH - Kh + S - 1) / S + 1;
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for (int kc = 0; kc < C; kc++) { // Do for every channel
int iy, oy;
for (iy = 0, oy = 0; iy < eY; iy += S, oy++) {

int ix, ox;
for (ix = 0, ox = 0; ix < eX; ix += S, ox++) {

DTYPE max = DTYPE_MIN;
DTYPE* pin = &inp[kc*IW*IH + iy*IW + ix];
for (int ky = 0; ky < Kh; ky++)

for (int kx = 0; kx < Kw; kx++) {
const DTYPE ld = pin[ky*IW + kx];
max = (ld > max)? ld : max;

}
out[kc*OW*OH + oy*OW + ox] = max;

}
if (ox < OW) {

const int kw = Kw - (ix-eX) - 1;
DTYPE max = DTYPE_MIN;
DTYPE* pin = &inp[kc*IW*IH + iy*IW + ix];
for (int ky = 0; ky < Kh; ky++)

for (int kx = 0; kx < kw; kx++) {
const DTYPE ld = pin[ky*IW + kx];
max = (ld > max)? ld : max;

}
out[kc*OW*OH + oy*OW + ox] = max;

}
}
if (oy < OH) {

const int kh = Kh - (iy-eY) - 1;
int ix, ox;
for (ix = 0, ox = 0; ix < eX; ix += S, ox++) {

DTYPE max = DTYPE_MIN;
DTYPE* pin = &inp[kc*IW*IH + iy*IW + ix];
for (int ky = 0; ky < kh; ky++)

for (int kx = 0; kx < Kw; kx++) {
const DTYPE ld = pin[ky*IW + kx];
max = (ld > max)? ld : max;

}
out[kc*OW*OH + oy*OW + ox] = max;

}
if (ox < OW) {

const int kw = Kw - (ix-eX) - 1;
DTYPE max = DTYPE_MIN;
DTYPE* pin = &inp[kc*IW*IH + iy*IW + ix];
for (int ky = 0; ky < kh; ky++)

for (int kx = 0; kx < kw; kx++) {
const DTYPE ld = pin[ky*IW + kx];
max = (ld > max)? ld : max;

}
out[kc*OW*OH + oy*OW + ox] = max;

}
}

}
return 0;

}

Listing 7.2: MaxPool CE
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7.2.3 Full-Connected

The last layer (or layers) in a CNN usually is the one that performs the actual
classification and it is the Fully-Connected (FC) layer. Each node in this layer, the
number of which is the total number of all possible classes the model may predict,
is connected to every node of the preceding layer. A softmax activation function
generates a value between 0-1 for each node (the sum of all these softmax values is
equal to 1). The softmax values for a given image can be interpreted as the relative
measurements of how likely it is that the image falls into each target class.The C
function for the Full-Connected CE is provided in the code listing 7.3 below.

#define DTYPE int8_t
#define DTYPECS int16_t

int plainC_fc(
DTYPE* inp, // input data pointer
const DTYPE* wght, // weights of kernels data pointer
const DTYPE* bias, // bias values of kernels
DTYPE* out, // output data pointer
const int dimA, // inputA dimension [dimA-rows x dimC-cols]
const int dimC, // common dimension
const int dimB, // inputB dimension [dimC-rows x dimB-cols]
const int SO // Shift output

) {
for (int Ay = 0; Ay < dimA; Ay++) {

for (int Bx = 0; Bx < dimB; Bx++) {
DTYPECS sum = (DTYPECS)bias[Bx];
for (int c = 0; c < dimC; c++)

sum += (DTYPECS)inp[Ay*dimC+c] * (DTYPECS)wght[Bx*dimC + c];
out[Ay*dimB + Bx] = (DTYPE)(sum >> SO);

}
}
return 0;

}

Listing 7.3: Full-Connected CE

7.3 Evaluation

The static time-and-energy analysis models developed, have been based on the Arm
Cortex-M0 MCU instance (STM32F051R8T6) as part of the STM32F0DISCOVERY
kit [STMa]. However, they can be also applied in a variety of Arm Cortex-M0
based development boards provided by different vendors. The STM32F0DISCOVERY
board features 64 kilobytes of flash memory and 8 kilobytes of SRAM. This mem-
ory profile does not meet the deep-learning use-case memory requirements as it
does not provide enough memory to store all the CNN model coefficients and in-
put images, while also facilitating all the necessary I/O libraries. To this end, the
above-mentioned CEs are used for the evaluation of the static time-and-energy
models for as many different hyper-parameters the embedded memory capacity is
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allowing.
A number of tests have been established for each one of the three CEs, where

each test corresponds to a discrete set of parameters. For the 4D-Convolution, FC
and maxPool CEs, the corresponding tuned parameters are depicted in the respec-
tive columns of the table 7.1 p.104.

In order to evaluate better the timing and energy models for the Arm Cortex-
M0, different optimizations on the code structure of each CE under consideration
have also been taken into account (apart from exercising each kernel with a differ-
ent set of parameters). These optimizations are analyzed below.

• Opt1: The default optimization as analytically described in 7.1, 7.3 and 7.2.

• Opt2: Inverting kernel X and Y accessing loops. Using the timing informa-
tion the Convolution compute element is modified so that the most internal
for-loops are used in inverse order as shown below.

for (int kx = 0; kx < Kw; kx++) {
for (int ky = 0; ky < Kh; ky++) {
sum += (DTYPECS)pin[ky*IW + kx] * (DTYPECS)pwg[ky*Kw + kx

(cont.)];
}

}

• Opt3: Optimizing kernel loops using pointer increments. This is the most
common approach, removing the multiplication and addition operations re-
quired for calculating the operands’ indices.

DTYPE* pin = &inp[kc*IW*IH + iy*IW + ix];
DTYPE* pwg = &wght[ki*C*Kw*Kh + kc*Kw*Kh];

for (int ky = 0; ky < Kh; ky++) {
for (int kx = 0; kx < Kw; kx++)

sum += (DTYPECS)*pin++ * (DTYPECS)*pwg++;
pin += IW-Kw;

}

• Opt4: Optimizing kernel loops using while-loops and pointers. Another op-
tion worthy of evaluating is to use while-loops instead of for-loops.

int ky = Kh;
while (--ky >= 0) {
int kx = Kw;
while (--kx >= 0)

sum += (DTYPECS)*pin++ * (DTYPECS)*pwg++;
pin += IW-Kw;

}

• Opt5: Optimizing kernel loops using while-loops and indexes (comparison
with greater or equal to 0), where the greater than or equal operator is used
for the comparison.
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int ky = Kh;
while (--ky >= 0) {
int kx = Kw;
while (--kx >= 0)
sum += (DTYPECS)pin[ky*IW + kx] * (DTYPECS)pwg[ky*Kw + kx

(cont.)];
}

• Opt6: Optimizing kernel loops using while-loops and indexes (comparison
with greater than 0), where the greater than operator is used for the compar-
ison.

int ky = Kh;
while (ky-- > 0) {

int kx = Kw;
while (kx-- > 0)

sum += (DTYPECS)pin[ky*IW + kx] * (DTYPECS)pwg[ky*Kw
(cont.)+ kx];

}

• Opt7: Optimizing kernel loops using negative for-loops and indexes (com-
parison with greater than 0).

for (int ky = Kh-1; ky >= 0; ky--) {
for (int kx = Kw-1; kx >= 0; kx--) {
sum += (DTYPECS)pin[ky*IW + kx] * (DTYPECS)pwg[ky*Kw + kx

(cont.)];
}

}

• Opt8: Optimizing kernel loops using negative for-loops and indexes (com-
parison with greater than 0).

for (int ky = Kh; ky > 0;) {
ky--;
for (int kx = Kw; kx > 0;) {
kx --;
sum += (DTYPECS)pin[ky*IW + kx] * (DTYPECS)pwg[ky*Kw + kx];

}
}

7.3.1 Timing Model Evaluation

In order to evaluate the timing model for the Arm Cortex-M0, the CEs for each
optimization-scale-test set are exercised an overall of 100, 1000, and 10000 itera-
tions depending on the scale factor of x1, x10 and x100 respectively so as to acquire
the overall execution times in seconds. These measurements should be compared
with the WCET predictions provided by the AbsInt aiT tool that incorporates the
timing model for the Arm Cortex-M0. At this time, only a preliminary version of
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testID
4D-Conv

Parameters
FC

Parameters
maxPool

Parameters
IWH IC KWH KN A C B WH IC KWH

1 12 12 3 12 1 1024 4 16 16 3
2 12 20 1 4 32 32 64 16 4 3
3 12 20 3 4 32 64 32 32 4 11
4 20 4 9 4 64 32 32 32 4 3
5 4 4 11 4 - - - 32 4 7
6 4 4 5 36 - - - 8 4 3
7 - - - - - - - 8 64 3

Table 7.1: CEs tuned Parameters

the tool has been made available to IRIDA, that provides problematic predictions
(unbounded, or execution times larger than WCET predictions) in several test cases
using the -Os optimization flag. These discrepancies are expected to be address in
the final version of the tool, when available. Below are the types of measuremen-
t/predictions that took place for the evaluation using the -Og optimization flag:

• Board : measurements taken using the Mageec board and PyEnergy tools

• Model : WCET model predictions provided by the AbsInt aiT tool [Abs]

Following up below, the timing results for the 4-D Convolution, maxPool and
FC CEs are presented in table 7.2 p.105, table 7.3 p.106 and table 7.4 p.106 re-
spectively.

The timing model predictions are in fact the WCET predictions, meaning that
the board measurements should be bounded by the predictions of the timing model
incorporated to AbsInt’s aiT tool in all cases. The results presented in table 7.2
p.105, table 7.3 p.106 and table 7.4 p.106 reveal that these predictions are very
close to the ones acquired by the board measurements. There are, however, some
discrepancies resulting in smaller WCETs than the execution times actually mea-
sured on the board. This issue, along with the one observed in cases where the
execution time is lower than 0.5ms is currently under investigation by AbsInt.

7.3.2 Energy Model Evaluation

The methodology for the energy model evaluation is done by comparing energy
physical measurements on the actual Arm Cortex-M0 board to energy consumption
predictions retrieved when applying the energy model to the use-case modules:

• Board : energy measurements acquired, using the Mageec board and PyEn-
ergy tools

• Model : predictions based on the energy model of Arm Cortex-M0

In the above-mentioned measurements, the final measurement (in Joules) are ac-
quired by exercising all the CEs, for each test-optimization pair an overall of 100,
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optID scaleID testID Board
(sec)

Model
(sec)

Error
%

1 x1

1 16.2270 16.2876 0.37
2 2.4757 2.4630 -0.51
3 8.9759 8.9910 0.17
4 35.1480 35.2633 0.33
5 2.1093 2.0691 -1.91
6 4.3605 4.3350 -0.58

2 x1

1 16.4465 16.4643 0.11
2 2.5483 2.5123 -1.41
3 9.0626 9.0883 0.28
4 34.6601 34.7601 0.29
5 2.07376 2.0330 -1.97
6 4.3573 4.3272 -0.69

3 x1

1 10.6191 10.6173 -0.02
2 1.9929 1.9553 -1.89
3 5.8644 5.8433 -0.36
4 20.7401 22.7064 9.48
5 1.2531 1.2095 -3.48
6 2.7114 2.6751 -1.34

4 x1

1 10.5133 10.5950 0.78
2 1.9385 1.9479 0.48
3 5.8104 5.8359 0.44
4 20.6992 22.6861 9.60
5 1.2514 1.2086 -3.42
6 2.6945 2.6671 -1.02

5 x1

1 15.7265 15.6111 -0.73
2 2.5753 2.5159 -2.31
3 8.6952 8.6119 -0.96
4 32.4587 32.4234 -0.11
5 1.9422 1.8947 -2.45
6 4.1174 4.0617 -1.35

6 x1

1 16.5229 16.4133 -0.66
2 2.5462 2.4857 -2.38
3 9.1440 9.0617 -0.90
4 34.7641 34.7397 -0.07
5 2.0789 2.0321 -2.25
6 4.3747 4.3191 -1.27

7 x1

1 15.7637 15.7764 0.08
2 2.5501 2.5134 -1.44
3 8.7179 8.7054 -0.14
4 32.5467 32.6299 0.26
5 1.9465 1.9051 -2.13
6 4.1305 4.0974 -0.80

8 x1

1 16.0690 15.9567 -0.70
2 2.5754 2.5159 -2.31
3 8.8844 8.8039 -0.91
4 33.5186 33.4901 -0.09
5 2.0054 1.9587 -2.33
6 4.2325 4.1769 -1.31

Table 7.2: Timing Model Evaluation using the Convolution CE
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optID scaleID testID Board
(sec)

Model
(sec)

Error
%

1

x1

1 0.6842 0.6679 -2.38
2 0.2074 0.1672 -19.38

2
1 3.5802 3.8403 7.26
2 0.70152 0.6857 -2.26

3
1 2.1171 2.2337 5.51
2 0.0862 0.0399 -53.75

4
1 0.6517 0.6344 -2.65
2 0.5170 0.4989 -3.50

5
1 0.1656 0.1249 -24.58
2 2.4599 2.6941 9.52

6
1 0.5246 0.5083 -3.11
2 1.4787 1.5813 6.94

7
1 0.07698 0.0304 -60.56
2 0.5043 0.4827 -4.28

Table 7.3: Timing Model Evaluation using the MaxPool CE

optID scaleID testID Board
(sec)

Model
(sec)

Error
%

1 x10

1 1.8390 1.798 -2.23
2 29.5933 29.698 0.35
3 29.1089 29.209 0.34
4 29.6080 29.713 0.35

2 x10

1 1.9261 1.885 -2.13
2 31.1027 31.216 0.36
3 30.5359 30.644 0.35
4 31.0873 31.202 0.37

3 x10

1 1.8410 1.799 -2.28
2 29.7001 29.807 0.36
3 29.1540 29.257 0.35
4 29.6847 29.793 0.36

Table 7.4: Timing Model Evaluation using the FC CE
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1000 or 10000 iterations depending on the scale factor of x1, x10, x100 respec-
tively. Again, the Board measurements will be used as reference to evaluate the
predictions provided by the Arm Cortex-M0 energy model. Following up below,
the energy results for the 4-D Convolution, maxPool and FC CEs are presented in
table 7.5 p.110, table 7.6 p.111 and table 7.7 p.112 respectively.
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optID scaleID testID Board
(J)

Model
(J)

Error
%

1

x1

1 0.615398 0.616900 -0.24
2 0.102048 0.109171 -6.53
3 0.341415 0.344826 -0.99
4 1.216180 1.184010 2.72
5 0.072714 0.077383 -6.03
6 0.158238 0.162090 -2.38

x10

1 6.101214 6.081620 0.32
2 0.985794 1.007511 -2.16
3 3.372306 3.363260 0.27
4 12.019196 11.753083 2.26
5 0.699641 0.689663 1.45
6 1.554033 1.536528 1.14

2

x1

1 0.849583 0.856693 -0.83
2 0.111054 0.118008 -5.89
3 0.472583 0.477819 -1.10
4 1.885394 1.858660 1.44
5 0.112059 0.117594 -4.71
6 0.232028 0.237279 -2.21

x10

1 8.448452 8.480655 -0.38
2 1.072176 1.095785 -2.15
3 4.674226 4.692094 -0.38
4 18.533099 18.495652 0.20
5 1.090825 1.091650 -0.08
6 2.278692 2.288085 -0.41

3

x1

1 0.671891 0.673109 -0.18
2 0.104997 0.111118 -5.51
3 0.373794 0.376235 -0.65
4 1.359159 1.334359 1.86
5 0.081033 0.086289 -6.09
6 0.175054 0.179148 -2.29

x10

1 6.695679 6.645803 0.75
2 1.016125 1.026823 -1.04
3 3.703284 3.676972 0.72
4 13.428187 13.255082 1.31
5 0.786376 0.778706 0.99
6 1.723303 1.706948 0.96

4

x1

1 0.692211 0.672866 2.88
2 0.111765 0.115218 -3.00
3 0.385047 0.376134 2.37
4 1.373897 1.299046 5.76
5 0.081260 0.084034 -3.30
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6 0.177750 0.176513 0.70

x10

1 6.882085 6.641562 3.62
2 1.091212 1.067728 2.20
3 3.821373 3.676050 3.95
4 13.523360 12.901266 4.82
5 0.796042 0.756152 5.28
6 1.753613 1.680408 4.36

5

x1

1 0.538403 0.538012 0.07
2 0.102431 0.107724 -4.91
3 0.298999 0.301285 -0.76
4 0.959600 0.948544 1.17
5 0.057532 0.063278 -9.08
6 0.131790 0.136138 -3.19

x10

1 5.322340 5.293938 0.54
2 0.997606 0.992859 0.48
3 2.941759 2.927692 0.48
4 9.501626 9.397237 1.11
5 0.549598 0.548661 0.17
6 1.288976 1.276967 0.94

6

x1

1 0.607354 0.604265 0.51
2 0.104999 0.110871 -5.30
3 0.337551 0.338104 -0.16
4 1.135670 1.109253 2.38
5 0.067590 0.072704 -7.03
6 0.152053 0.155301 -2.09

x10

1 6.038589 5.955922 1.39
2 1.021296 1.024457 -0.31
3 3.341934 3.295688 1.40
4 11.241717 11.004736 2.15
5 0.657163 0.642843 2.23
6 1.498054 1.468268 2.03

7

x1

1 0.650575 0.676725 -3.86
2 0.103877 0.111036 -6.45
3 0.361692 0.378257 -4.38
4 1.285082 1.338916 -4.02
5 0.076842 0.086511 -11.18
6 0.168041 0.179883 -6.58

x10

1 6.444588 6.680226 -3.53
2 1.010791 1.025991 -1.48
3 3.571236 3.696938 -3.40
4 12.701264 13.298145 -4.49
5 0.739023 0.780971 -5.37

109



6 1.646412 1.714072 -3.95

8

x1

1 0.609577 0.616153 -1.07
2 0.099849 0.106845 -6.55
3 0.339208 0.344576 -1.56
4 1.218638 1.214887 0.31
5 0.073085 0.079407 -7.96
6 0.158239 0.163906 -3.46

x10

1 6.059993 6.074778 -0.24
2 0.971690 0.984028 -1.25
3 3.351115 3.360429 -0.28
4 12.061103 12.059271 0.02
5 0.705793 0.709773 -0.56
6 1.546683 1.554383 -0.50

Table 7.5: Energy Model Evaluation using the Convolution CE

7.3.3 Energy Model performance overview

The initial energy model delivered in D4.1 was performed on the BEEBS bench-
marks which are used in the context of this project for training and the evaluation
purposes. This initial model showed a very clear correlation between the execution
time and energy consumption. The purpose of this section is to evaluate this model
on IRIDA’s use-cases in order to assess its performance, tune it, and establish di-
rections for further improvements.

When we started applying the energy model to the compute models of IRIDA,
we realize the existence of two potential major clusters of programs in regards to
their energy consumption behavior. The first cluster consists of typical programs
which exercise a normal percentage of memory accesses, in the range of 20-30%
of their total number of instructions. The majority of BEEBS benchmarks belong
to this cluster. The second cluster includes programs that exhibit heavy memory
usage with some of them even having more memory instructions exercised than
arithmetic instructions. The compute elements from IRIDA belong to this cluster,
together with a small number of BEEBS benchmarks.

Currently, a solution to address the two different clusters of programs is pro-
vided by two separated linear models. Each one is capable of predicting its own
cluster relatively accurately, with an average error of 2%. Any programs between
the two clusters will see a larger error than +/-2% using either model. The two mod-
els are providing estimations of 15% energy consumption apart, which is aligned
with the energy consumption difference of the two clusters.

Currently, for the evaluation of this section, we are using the energy model
produced for the programs with heavy memory usage, listed in Equation (7.2).
Furthermore, all programs executed for less than 0.5 seconds are excluded from the
evaluation and modeling. This is due to the inability of the energy measurement
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optID scaleID testID Board
(J)

Model
(J)

Error
(%)

1

x1

1 0.037392 0.045133 -17.15
3 0.219238 0.231404 -5.26
4 0.038159 0.046240 -17.48
5 0.127282 0.137493 -7.43
7 0.035139 0.043066 -18.41

x10

1 0.348604 0.367458 -5.13
2 0.089254 0.099031 -9.87
3 2.182267 2.229982 -2.14
4 0.359196 0.378528 -5.11
5 1.245644 1.291264 -3.53
6 0.022938 0.030675 -25.22
7 0.328599 0.346857 -5.26

x100

1 3.470794 3.590425 -3.33
2 0.862745 0.906464 -4.82
3 21.738055 22.215220 -2.15
4 3.545465 3.700469 -4.19
5 12.339632 12.823876 -3.78
6 0.204218 0.222801 -8.34
7 3.231892 3.383967 -4.49

2

x1

1 0.032580 0.040747 -20.04
3 0.190810 0.206243 -7.48
4 0.033924 0.042328 -19.85
5 0.111884 0.123678 -9.54
7 0.030065 0.037984 -20.85

x10

1 0.304405 0.323629 -5.94
2 0.078258 0.088107 -11.18
3 1.915569 1.978931 -3.20
4 0.319248 0.339439 -5.95
5 1.104299 1.153064 -4.23
7 0.278813 0.295983 -5.80

x100

1 2.994255 3.151995 -5.00
2 0.746686 0.797150 -6.33
3 18.872080 19.699445 -4.20
4 3.135645 3.309567 -5.26
5 10.929060 11.443242 -4.49
6 0.173639 0.191223 -9.20
7 2.737938 2.874998 -4.77

Table 7.6: Energy Model Evaluation using the MaxPool CE
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optID scaleID testID Board
(J)

Model
(J)

Error
(%)

1

x1
2 0.129953 0.133780 -2.86
3 0.127653 0.131438 -2.88
4 0.130090 0.133871 -2.82

x10

1 0.079727 0.084400 -5.54
2 1.253292 1.253972 -0.05
3 1.225494 1.230538 -0.41
4 1.247429 1.254842 -0.59

x100

1 0.748102 0.760169 -1.59
2 12.494199 12.456597 0.30
3 12.191142 12.222505 -0.26
4 12.556361 12.465989 0.72

2

x1
2 0.115981 0.117631 -1.40
3 0.112780 0.114352 -1.37
4 0.115913 0.117528 -1.37

x10

1 0.068204 0.073320 -6.98
2 1.115026 1.092398 2.07
3 1.082126 1.059632 2.12
4 1.114859 1.091484 2.14

x100

1 0.661099 0.649399 1.80
2 11.176241 10.842982 3.07
3 10.874119 10.513909 3.43
4 11.178860 10.832112 3.20

3

x1
2 0.095204 0.099304 -4.13
3 0.092171 0.096209 -4.20
4 0.095122 0.099203 -4.11

x10

1 0.056744 0.062081 -8.60
2 0.903193 0.909182 -0.66
3 0.872326 0.878249 -0.67
4 0.901986 0.908121 -0.68

x100

1 0.530367 0.537053 -1.24
2 9.116204 9.008339 1.20
3 8.806379 8.699009 1.23
4 9.109448 8.998708 1.23

Table 7.7: Energy Model Evaluation using the FC CE
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setup to correctly and accurately capture the power consumption in such short time-
frames. This will be investigated further in the next months.

Emp = 0.04387x1 + 0.007242 (unit J) (7.2)

A better solution to capture the effects of the memory usage with an energy
model is to use simulation statistics from an instruction cycle-accurate simulator
of the Arm Cortex-M0 and include further variables and coefficients in the model
to account for the memory usage effect on the energy. This is what UBRIS is
currently working on.

7.4 Conclusions and Future Work

IRIDA developed a framework in order to evaluate the static time-and-energy mod-
els proposed for the Cortex-M0. This framework consists of a set of benchmarks
that are based on CEs that will be utilized into the use-case software for the CNN.
The evaluation revealed the accuracy of the underlined models giving future im-
provement directions. The next steps regarding the energy-and-time modeling and
analysis tools evaluation in TeamPlay will be:

• Integrate and evaluate static tools that were not available at the time of the
report;

• Deploy the full CNN model for evaluating the complete static toolchain
(when available) on the Nucleo-STM32F091RC [STMb] dev board that is
also based on the Arm Cortex-M0 MCU (STM32F091RCT6U) and pro-
vides an adequate amount of memory (256 kilobytes of flash memory and
a 32-kilobyte SRAM);

• Develop a framework for dynamic model and tool evaluation on the deep-
learning use case CNN;
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Chapter 8

Conclusion

This deliverable reports on all the activities performed up to month 18 of this
project related to the modeling of the energy consumption and security for the
architectures considered in this project. In summary:

• Chapter 2 discusses the CPU-level fine-grained energy model that will be
used for the heterogeneous multicore architecture, Odroid-XU3’s big.LITTLE.

• Chapter 3 delivers a coarse-grained modeling approach capable of modeling
the energy consumption of applications executed on GPUs.

• Chapter 4 goes a step further than the CPU and GPU energy modeling and
introduces a whole-system energy modeling approach that is capable of pre-
dicting the energy consumption of a given set of software components in a
specific configuration that is being executed according to a given scheduling
policy.

• Chapter 5 presents the current status of the development of the Energy Model
for the LEON3 processor. The techniques for obtaining an initial power
model are described. The model shows good performance and is a good
starting point for more complex analysis of the LEON3 energy usage.

• In Chapter 6 the generalization of existing security models to make them
applicable to any architecture, including the architectures considered in this
project, is discussed. The chapter also reports on models capable of captur-
ing information leakage based on side-channel attacks. Finally, the integra-
tion of the security models into the TeamPlay toolchain is briefly described.

• Chapter 7 evaluates the static analysis tool, time, and energy models devel-
oped for the Arm Cortex-M0 architecture during the first year of the project.
The evaluation demonstrated the accuracy of the models and the behavior of
the static analysis tool on a Convolutional Neural Network (CNN) use-case
constructed by IRIDA. The results have provided new insights and triggered
further work on improving the accuracy of the models.
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Future work will be focused on finalizing and evaluating the models developed
in this deliverable using the TeamPlay benchmarks and use-cases. The models
will then be integrated into the TeamPlays toolchain and used for resource usage
analysis, estimation, and scheduling.
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