
TEAMPLAY

Research & Innovation Action (RIA)
TIME, ENERGY AND SECURITY ANALYSIS FOR MULTI/MANY-CORE HETEROGENOUS

PLATFORMS

Report on the Feasibility of Optimisation Approaches
D3.3

Due date of deliverable: 31.12.2019

Start date of project: January 1st, 2018

Type: Deliverable
WP number: WP3

Responsible institution: TUHH
Editor and editor’s address: Heiko Falk <Heiko.Falk@tuhh.de>

This project has received funding from the European Union’s Horizon 2020 research and innovation
programme under grant agreement No 779882

Version 1.0
Release Date: March 18, 2020

Project funded by the European Commission within the Horizon 2020 Programme
Dissemination Level

PU Public, fully open
√

CO Confidential, restricted under conditions set out in Model Grant Agreement
CI Classified, information as referred to in Commission Decision 2001/844/EC



Change Log

Rev. Date Who Site What

1 18/12/19 Heiko Falk TUHH Created initial version

1



Executive Summary

Deliverable D3.3 �Report on the Feasibility of Optimization Approaches�,
due at month 24 of the TeamPlay project, re�ects the results produced in
the context of task T3.2 �Formal Support for Multi-Criterial Compiler Op-
timization�.

In the early stages of TeamPlay, a general examination of potential multi-
criterial optimization approaches has been carried out in order to study
which formal techniques are principally (in-) feasible for multi-criterial com-
piler optimization. In the context of these previous examinations (cf. de-
liverable D3.2 �First Report on Multi-Criterial Compiler Optimizations�),
meta-heuristics like, e.g., Flower Pollination and Evolutionary Algorithms
have been identi�ed as potential approaches for multi-objective optimiza-
tion within TeamPlay. In addition, Integer-Linear Programming has also
been considered previously. Furthermore, �rst approaches for security-aware
compiler optimization have been proposed in that earlier deliverable.

The present deliverable D3.3 builds upon these early �ndings and now
presents a systematic evaluation and comparison of all the investigated opti-
mization methodologies. Furthermore, a next building block towards fully-
automated security-aware optimization is presented in the form of a Taint
Analysis.
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Chapter 1

Introduction

Embedded systems are systems tailored to perform speci�c tasks while ad-
hering to stringent constraints. Contemporary software development for em-
bedded systems relies on high-level languages like C, and compilers for such
languages. These compilers include a vast variety of optimizations, mostly
focusing on a non-functional property called Average-Case Execution Time
(ACET). These modern compilers are often unable to quantify the e�ects of
non-functional properties such as Worst-Case Execution Time (WCET), En-
ergy Consumption, and Security, during optimizations due to lack of precise
analysis models.

As di�erent optimizations included in such modern compilers tend to op-
timize for ACETs, this might lead to the worsening of other non-functional
properties of the code. Failure of an embedded system to comply with its
deadlines, curb its power consumption, or stand by its essential security
measures might lead to disastrous consequences in real-life scenarios. While
developing for these systems, we, therefore, need to take into consideration
non-functional properties like WCET, energy consumption, and security, de-
pending on the temporal and functional aspects of these systems.

Therefore, during TeamPlay, we aspire to develop a compiler infras-
tructure, the WCET-Aware C Compiler (WCC) [?], that treats these non-
functional properties of software as �rst-class citizens. Work package WP3
aims to develop new and feasible optimization techniques within WCC that
will allow the consideration and the systematic trade-o� of di�erent non-
functional properties. The goal of this Deliverable D3.3, under Task T3.2, is
to perform formal studies on optimization approaches and algorithms that
are feasible for the multi-objective trade-o�s targeted within TeamPlay.

For this purpose, Chapter 2 provides a short overview of the various
multi-objective optimizations and the optimization libraries implemented
within WCC's framework. Within this deliverable, we are considering two
of the above-mentioned non-functional properties, WCET and Energy Con-
sumption, to perform multi-objective optimization. As fundamental opti-
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mization approaches, we will consider two versions of Flower Pollination Al-
gorithms, Evolutionary Algorithms as well as Integer-Linear Programming.
All these optimization approaches will be employed to perform WCET- and
energy-aware Scratchpad Memory (SPM) Allocation, and the results ob-
tained for all these optimizations will be evaluated in detail in Chapter 3 for
more than 20 di�erent benchmarks. The very same chapter also describes
di�erent performance measures used during our evaluations and the evalu-
ation setup used in order to perform di�erent multi-objective optimizations
within WCC. Chapter 4 extends the security-aware optimization initially
proposed in deliverable D3.2 �First Report on Multi-Criterial Compiler Op-
timizations� by a novel data �ow analysis which is able to track tainted,
security-relevant variables in a program's source code. A conclusion and a
brief discussion on future work is provided in Chapter 5 of this deliverable.
Appendix A presents the complete set of evaluation data for all considered
benchmarks in the form of Pareto front diagrams.

According to its technical content, deliverable D3.3 contributes towards
milestone MS4 �Full implementation of components and tools available� due
in month M24.
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Chapter 2

Multi-Objective Optimization

Approaches

2.1 Introduction

The task of optimizing multiple objectives, or in case of code optimization
multiple non-functional properties, is inherently complicated. The objectives
under consideration, the cost function, and the nature of the solution space
play a crucial part in the formulation and choice of optimization problem and
algorithm, respectively. The nature of these objectives greatly a�ects the
convergence speed of the optimization, and the quality of solutions obtained
within a limited timeframe.

Within this Deliverable, we are considering two non-functional proper-
ties, WCET and Energy Consumption, while performing multi-objective op-
timization. Due to the non-deterministic nature of these objectives, the cost
function itself is treated as a black box during the optimization. The val-
ues of these objectives can be approximated using the WCET and Energy
analysis tools integrated within WCC during the optimization as already
described in deliverable D3.1 �Report on the TeamPlay Basic Compiler In-
frastructure�. The cost function is determined by using the objective values
obtained from the analyses, which guides the optimization process.

The solutions of a multi-objective optimization problem de�ned and dis-
cussed within the context of this deliverable, lie within a discrete solution
space. Therefore, the multi-objective optimizations described and imple-
mented come under the umbrella of Discrete Optimizations. Furthermore,
di�erent Metaheuristic Algorithms-based approaches can be used e�ectively
to �nd solutions to such a discrete optimization problem. In this chapter,
we, therefore, describe such approaches that we can use to perform multi-
objective optimizations.

This chapter is organized as follows:

Section 2.2 presents an overview of the challenges we can face while per-
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forming multi-objective optimizations. Section 2.3 gives a generic description
of metaheuristic algorithms used to perform multi-objective optimizations
within this deliverable. Section 2.4 brie�y describes ILP-based optimization
used to perform multi-objective optimization. Section 2.5 explains the SPM-
Allocation-based multi-objective optimization problem considered within the
context of this deliverable. Section 2.6 presents the organization of the li-
braries in WCC to perform said multi-objective optimizations.

2.2 Challenges involved while performing Multi-

Objective Optimizations

While considering almost any real-world optimization problem, it will consist
of various, often disproportionate, di�ering, or even contrasting objectives.
When a single-objective optimization is considered, the optimal (pseudo-
optimal) solution is usually clearly de�ned. This does not hold in the case of
multi-objective optimizations. Therefore, while performing multi-objective
optimizations, we intend to �nd solutions that ful�ll all criteria or explore
potential trade-o�s between multiple competing objectives. Instead of a
single optimal solution, we intend to �nd a set of solutions called Pareto-
optimal solutions. These solutions are optimal in the sense that they are
indi�erent to each other, i.e., no other solution is superior to them when
all objectives are considered. The entirety of all Pareto-optimal solutions
is called the Pareto-optimal set. The corresponding objective vectors form
the Pareto-optimal front or surface [?]. Therefore, the nature of objectives
greatly a�ects the convergence of multi-objective optimizations.

The nature of the Pareto-optimal front can also pose a challenge while
�nding solutions to the optimization problem. Let us consider a case of
a multi-objective optimization problem having a non-convex Pareto front
consisting of various local Pareto fronts and a global Pareto front. In such
a scenario, the optimization algorithm might fail to �nd the global Pareto
front and get stuck on a local Pareto front. Therefore, while solving a multi-
objective optimization problem, we need to consider searching and decision
making strategies, which might lead us to a global Pareto-optimal front.

2.3 Metaheuristic Algorithms

Finding optimal solutions by using deterministic algorithms is di�cult and
complex for a particular class of (NP-hard) optimization problems. Heuristic
approaches such as greedy algorithms or hill-climbing algorithms can be used
to �nd solutions for such problems. But in the case of multi-objective prob-
lems, these heuristic approaches might become sub-optimal. They tend to
get trapped in regions of the search space to �nd local optimal solutions. In
such scenarios, metaheuristic algorithms with problem-independent search
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strategies come into play. Metaheuristic algorithms employ iterative ap-
proaches with mechanisms for escaping local optima and resume search in
a di�erent region of the search space. Evolutionary Algorithms (EA), a
class of stochastic optimization methods that emulate the process of natural
evolution, are also considered under the family of metaheuristics. EAs are
population-based algorithms that use operators to combine and modify the
solutions iteratively. Another class of metaheuristic algorithms is nature-
inspired algorithms, which mostly arm swarm intelligence-based. These al-
gorithms can be used for a wide range of applications due to their �exibility
and simplicity. In the following subsections, we brie�y discuss three such
metaheuristic algorithms.

2.3.1 Flower Pollination Algorithm

The �ower pollination process seen in the �owering plants serves as an
inspiration to the conceptualization of the Flower Pollination Algorithm
(FPA) [?]. The pollination process is associated with the movement of pollen
grains. It can occur in �owering plants with or without the help of polli-
nators such as insects, birds, etc. FPA is a metaheuristic algorithm that
mimics the behavior of the pollination process. FPA uses two di�erent oper-
ators to search for solutions in the local and the global solution space. The
local pollination operator mimics local pollination process to perform a local
random walk and to search for a better solution in a local neighborhood.
FPA uses a global pollination operator to mimic the behavior of pollina-
tors to perform the global pollination process. To mimic this behavior, FPA
uses a Lévy �ight distribution, which helps FPA to exit local neighborhoods
and to continue to search elsewhere within the search space. FPA uses a
switch-probability to switch between local and global pollination operators.
A detailed explanation of FPA, with mathematical formulations of its opera-
tors, is already provided in deliverable D3.2 �First Report on Multi-Criterial
Compiler Optimizations�.

2.3.2 Advanced Flower Pollination Algorithm

Advanced Flower Pollination Algorithm is a metaheuristic algorithm that
works on a similar line as that of FPA. Advanced FPA uses both a global
and a local pollination operator to perform a global and local search in the
solution space. It also uses a switch-probability to switch between the lo-
cal and global pollination operators. Furthermore, advanced FPA aims to
further improve the solution space exploration by taking into consideration
the worst solution from the current generation of the population. The ad-
vanced FPA uses a third operator, other than a global and a local pollination
operator, to update the worst solution from the current population. This op-
erator uses the best and the worst solution from the current population, to
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perform a random walk and generates a new solution. If the best and the
worst solutions are in the same local neighborhood, this operator performs
a local random walk in the neighborhood of the best solution. If the best
and the worst solution are further apart in the solution space, this operator
considers the characteristics of the best and the worst solution and mimics
the behavior of a random walk to update the worst solution. Therefore, if the
best solution is not within the local neighborhood of the worst solution, then
advanced FPA has a low probability of getting stuck in the worst solution's
local neighborhood. Advanced FPA uses these three operators to conduct its
search within the solution space. A detailed explanation of Advanced FPA,
with mathematical formulations of its operators, is already provided in de-
liverable D3.2 �First Report on Multi-Criterial Compiler Optimizations�.

2.3.3 Strength Pareto Evolutionary Algorithm

Strength Pareto Evolutionary Algorithm (SPEA) is an evolutionary algo-
rithm introduced by Zitzler et al. [?]. SPEA is a population-based algorithm
that uses selection, recombination and mutation techniques iteratively to �nd
Pareto-optimal solutions. SPEA uses an external set to store nondominated
individuals from the population. It assigns scalar �tness values to individ-
uals, from the population at each generation, by using Pareto dominance.
SPEA performs recombination using single-bit recombination and mutation
using multi-bit �ip mutation. It uses a clustering technique to reduce the
number of individuals in the external set to maintain the selection pressure.
A brief explanation of SPEA is provided in deliverable D3.2 �First Report
on Multi-Criterial Compiler Optimizations�.

2.4 ILP-based Optimization

In this deliverable, we also use Integer-Linear Programming (ILP) to per-
form WCET- and Energy-aware optimization. ILP-based approaches can be
used to deterministically �nd an optimal solution to an optimization prob-
lem which ful�lls given constraints. However, ILP problems are known to
be NP-hard, therefore the compilation time required by the compiler can
exponentially increase with the size of the problem. Also, ILP-based ap-
proaches work best for single-objective optimization problems. Therefore,
one of the workarounds for multi-objective optimization problems is to for-
mulate the cost function as a weighted sum of the objectives under consider-
ation. Another approach used within this deliverable is to specify a primary
and secondary objective within the problem formulation. The ILP solver
'Gurobi', used within WCC to solve ILPs, provides this feature. Therefore,
while performing optimization we �rst minimize the primary objective and
set the value of primary objective as a constraint to the second round of
minimization. Then, the secondary ILP objective is minimized, with the
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primary objective's value as a constraint. By using this approach, we try to
�nd a solution which minimizes the secondary objective without leading to a
higher value of the primary objective. By using this approach, the optimiza-
tion will return a single optimal solution instead of the Pareto-optimal front.
A detailed explanation of ILP-based optimization, with the mathematical
formulation of the ILP-model, is already provided in deliverable D3.2 �First
Report on Multi-Criterial Compiler Optimizations�.

2.5 Multi-Objective Optimization Problem

In this deliverable, we are considering an SPM Allocation based multi-
objective optimization problem. A Scratchpad Memory (SPM) is a small
but very fast memory when compared to Flash memory, which provides us
with opportunities to perform optimizations at the assembly level of code
representation. SPM Allocation is a compiler optimization where we can
move basic blocks from slow Flash memory to SPM.

A multi-objective optimization problem performing SPM Allocation can
be mathematically formulated as

min
x

f(x) = (f1(x), f2(x), . . . , fs(x))

subject to gp(x) ≤ 0, p = 1, 2, . . . , r,

hq(x) = 0, q = 1, 2, . . . , l.

(2.1)

x ∈ {0, 1}d is a d-dimensional binary decision variable vector. The de-
cision variable vector represents the decision of whether a particular basic
block j is placed in SPM or Flash memory, i.e., xj ∈ 0, 1. The total number
of basic blocks decides the dimension d of the binary decision vector.

fo(x) is an objective function, where o = 1, 2, . . . , s, and s is the total
number of objectives. We are considering two objectives, WCET and energy
consumption. gp(x) and hq(x) are constraint conditions.

The constraint on our optimization problem is the size of the SPM, i.e.,∑
j

Bjxj ≤ SSPM , j = 1, 2, . . . , d.

where Bj is the size of the code in a basic block j, and SSPM represents the
size of the SPM. Therefore,

g(x) =
∑
j

Bjxj − SSPM ≤ 0 (2.2)

acts as a constraint on the optimization problem. Before performing
WCET and energy analyses on a solution, we check if this constraint is sat-
is�ed, as performing these analyses can be time-consuming. If the constraint
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is not satis�ed, then the solution is infeasible. Instead of discarding the in-
feasible solution completely, we perturb the solution by randomly removing
basic blocks from the SPM and putting them in Flash, until the SPM size
constraint is satis�ed.

Moving of basic blocks from SPM to Flash memory and vice versa can
change the physical successor and predecessor of each basic block. It can
also alter the memory addresses of both the succeeding and preceding basic
blocks, rendering previously valid jumps between basic blocks useless [?].
Therefore, repairing the jump instructions inside the assembly code is nec-
essary to ensure a valid control �ow. While performing jump correction, we
need to add jump correction code to repair the control �ow of the program.
Therefore, after performing SPM Allocation, we need to consider the size of
the jump correction code within the optimization constraint. Thus, the fol-
lowing is the constraint on our optimization problem which considers jump
correction code. ∑

j

Bjxj − SSPM + ζ ≤ 0 (2.3)

where ζ is de�ned as the jump correction cost. Actual jump correction
costs can be modeled based on the size of the code or the size of the SPM. In
our case, we consider ζ as 10% of the total size of SPM, which can compensate
for the jump correction code.

2.6 Library Organization

Figure 2.1 visualizes the modularity and interplay between the di�erent parts
in WCC involved in multi-objective optimizations. The end-user selects
which optimization to use, which in turn determines whether a metaheuristic
algorithm or an ILP model is used in the background. For some optimizations
based on metaheuristics from the LibEvolution library, the compiler user can
explicitly specify which objectives are to be evaluated and optimized.

LibEvolution is an internal library of WCC allowing the more �exible
implementation of optimizations based on metaheuristic algorithms. In con-
trast to the optimizations using the PISA and ILP libraries, LibEvolution
allows the end-user to �exibly specify evaluated objectives on the command
line. Furthermore, it is also possible to select multiple metaheuristic algo-
rithms to be used. This makes a fair comparison between algorithms possible,
because the same initial population, generated randomly, can be used for all
selected algorithms. The algorithm parameters, such as the number of pop-
ulations and maximum number of generations, can also be �ne-tuned with
additional command line arguments.

The implemented optimizations using these techniques and algorithms
all deliver a solution or solutions for a WCET- and energy-aware program
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Available
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Figure 2.1: WCC's internal optimization structure.

code allocation into a fast SPM memory. The available ILP-based multi-
objective optimization was described in Section 2.4, and the implemented
metaheuristic algorithms � SPEA, FPA and advanced FPA � were described
in Section 2.3.
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Chapter 3

Evaluation of Multi-Objective

Optimization Approaches

We solved the optimization problem discussed in Section 2.5 and found
Pareto-optimal solutions by performing WCET- and energy-aware optimiza-
tion. For this purpose, we used metaheuristic algorithms and ILP-based
methods to steer the optimization towards optimal solutions. We used three
di�erent metaheuristic algorithms as decribed in Sections 2.3.1, 2.3.2, and
2.3.3 and also the ILP-based approach described in Section 2.4. The overall
goal of this chapter is to evaluate all the employed optimization strategies
and to assess their performance both in terms of the quality of the identi-
�ed Pareto-optimal solutions and the overall runtime of the optimizations
themselves.

This chapter is orgainized as follows:

Section 3.1 introduces de�nitions and descriptions of di�erent perfor-
mance measures used to evaluate the multi-objective optimization. Sec-
tion 3.2 explains the evaluation setup and the optimization parameters used
by the di�erent algorithms during the evaluations. Section 3.3 presents the
results obtained from the performed evaluations.

3.1 Performance Measures

Obtaining the true Pareto front to the considered multi-objective optimiza-
tion problem is ambitious. Under a realistic assumption that this true Pareto
front is unknown, we need to evaluate the solutions obtained from di�erent
algorithms. Therefore, we use di�erent performance measures, de�ned in the
following subsections, to evaluate and to compare the performance of these
algorithms.

Within the context of these evaluations, we are testing three di�erent
algorithms by using the same initial population as the starting point, for the
sake of a fair comparison. Each algorithm provides us with an approximate
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Pareto front as a �nal solution. As true Pareto fronts for this optimization
problem are unknown, we union all the Pareto fronts from all di�erent al-
gorithms and obtain a new Pareto front from this union. For the sake of
brevity, we consider this Pareto front as our reference true Pareto front to
calculate performance measures. In the following subsections, we de�ne and
explain the di�erent performance measures used for evaluation.

3.1.1 Coverage (C)

Let A and B be two Pareto set approximations. The C-metric maps the
ordered pair (A,B) to the interval [0, 1]. Coverage is de�ned by:

C(A,B) = 1− |{a ∈ A : ∃b ∈ B, a � b}|
|A|

(3.1)

If C(A,B) = 1, all the elements of B dominate the elements of A. If
C(A,B) = 0, all the elements in A dominate (or are equal to) the elements
of the set B. During our evaluations, A is the �nal Pareto front obtained
from a single algorithm and B is the reference true Parto front obtained from
the union of Pareto fronts from all algorithms. The lower the value of C, the
better.

3.1.2 Diversity (∆)

Let A be a Pareto front approximation. The diversity metric ∆ measures the
extent of spread achieved among the Pareto front A. Diversity [?] is de�ned
by:

∆ =
df + dl +

∑N−1
i=1

∣∣di − d̄∣∣
df + dl + (N − 1)d̄

(3.2)

where di is the Euclidean distance between consecutive solutions in A.
df and dl are the Euclidean distances between the extreme solutions and
the boundary solutions of A. The extreme solutions are calculated from
A by �tting curve parallel to that of the true Pareto front, in our case
the true Pareto front is the reference true Pareto front mentioned before.
The parameter d̄ is the average of all distances di, i = 1, 2, . . . , (N − 1),
assuming that there are N solutions on the best nondominated front. With
N solutions, there are (N − 1) consecutive distances. ∆ = 0 would make
df = dl = 0, i.e., the extreme solutions are in the nondominated set, and all
distances di are equal to the average d̄. Therefore, ∆ = 0 provides us with
the most widely and uniformly spread-out solutions. If ∆ = 1, then all N
solutions lie at the same point in the objective space. It is interesting to note
that ∆ = 1 is not the worst-case scenario for the ∆ metric. ∆ > 1 indicates
that there may be a large variance in di. In such a case, the solutions in A
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are nonuniformly spread-out on the approximated Pareto front, where some
solutions might cluster in one place and where others might be further apart.

3.1.3 Non-Dominance Ratio (NR)

Let us consider di�erent Pareto fronts, A1, A2, . . . , An obtained by n di�erent
algorithms. The non-dominance ratio is a metric measuring the ratio of non-
dominated solutions that are contributed by a particular solution set Ai to
the non-dominated solutions provided by all solution sets. Non-dominance
Ratio [?] is de�ned as:

NR(A1, A2, . . . , An) =
|B ∩A1|
|B|

(3.3)

B = {bi|∀bi@aj ∈ (A1 ∪A2 . . . ∪An) ≺ bi}

where A1 is the solution set under evaluation. B is a set of all non-
dominated solutions provided by all solution sets, i.e., there exists no solution
in the union of all solution sets that dominates the solutions in B.

3.1.4 Non-Dominated Solutions (NDS)

Let A be a Pareto front approximation, and P be the true Pareto front.
The Non-Dominated Solutions (NDS) [?] is a measure that calculates the
number of non-dominated solutions in A, when compared to P and is de�ned
by:

NDS =
|a ∈ A : a ∈ P |

|A|
(3.4)

There are two subdivisions in NDS. One provides the number of
unique non-dominated solutions, and another provides a total number of
non-dominated solutions. The higher the value of NDS, the better.

3.1.5 Convergence Metric (δA)

Let A be a Pareto front approximation, and P be the true Pareto front.
The convergence metric (δA) measures the proximity of A to the true Pareto
front P . In our case, P is the reference true Pareto front mentioned before.
The convergence Metric [?] is de�ned by:

δA =
1

|A|

|A|∑
i=1

di (3.5)

For each solution ai ∈ A, the minimum Euclidean distance di from dif-
ferent points in P is calulated. The lower the value of δ, the closer is the
approximation A to P .
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3.2 Evaluation Setup

The evaluations are conducted using the ARM-port of the WCC compiler
framework on a Ubuntu 18.04 LTS server, featuring four Intel Xeon Gold
6146 processors, each with 12 cores and 24 threads clocked at 3.2 GHz, and
1.48 TB of RAM. The evalution was conducted using 23 benchmarks from
the Mälardalen WCET (MRTC) benchmark suite [?], complemented with
loop bound annotations from the TACLeBench project [?].

AbsInt's aiT 18.10 [?], integrated within WCC, is used to performWCET
analysis for these evaluations. An energy analyzer, also integrated within
WCC [?], is currently used to obtain the energy values. The execution
frequencies of individual code fragments of a software program must be taken
into account to calculate energy consumption. To serve this purpose, a
cycle-true instruction set simulator, Synopsys CoMeT [?], is furthermore
integrated within WCC. This simulator is invoked to produce a runtime
pro�le that contains average-case execution statistics, indicating the number
of times individual pieces of the binary are executed. These statistics are
then combined with available energy data so that, in the end, the energy
consumption of di�erent assembly code blocks and memories is available
within WCC to carry out the optimization.

A timeout value of 40 hours is set, so that the compilation process is
terminated, if the optimizations are not over, and we haven't received a �nal
binary within the set time limit. As described in Section 2.6, we can select
at the command line more than one algorithm to perform the optimiza-
tion on the chosen benchmarks. In our case, we are using three algorithms,
Advanced FPA, FPA, and SPEA, to perform the optimization. All three
algorithms are provided with the same initial population, and all three algo-
rithms should �nish their run within this time limit. During our evaluations,
some benchmarks ran into timeouts. Therefore, increasing the timeout, or
obtaining the Pareto fronts from the �nal generation of the population just
before the timeout, could be possible future options to get solutions even for
such compute-intensive benchmarks. The same time limit is also used while
performing ILP-based optimizations.

For the upcoming evaluations, all metaheuristic algorithms have a max-
imum number of iterations set to 80 as their stopping criterium. Also, if
any of the individuals in a population does not change in 10 generations,
then the algorithms are also stopped. A population size of 20 is considered
for these evaluations. The optimization �ag -O2 is applied while performing
both metaheuristic algorithm-based and ILP-based optimizations. This op-
timization �ag enables several average-case execution time oriented compiler
optimizations. The scratchpad memory size is set individually, adjusting it
to 40% relative to the code size of every benchmark. This helps to increase
pressure on the optimization even for smaller benchmarks and creates an
interesting case for design space exploration.
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For advanced FPA-based and FPA-based multi-objective optimization,
we used the following parameter values. The switch-probability between the
local and the global pollination operators is set to 0.8, because the prob-
ability of local pollination in nature is always higher compared to global
pollination. Parametric studies that were carried out in [?] and [?] indicate
that the positive integer λ = 1.5 for the standard gamma function, and
the scaling factor γ = 0.1 works well for most of the cases. The tuning
of these parameters tailored for our optimization can be a topic for future
evaluations. A detailed explanation of the meaning of these parameters is
provided in deliverable D2.1 �Report on Energy-, Time- and Security-Aware
Coordination of a Single (Parallel) Application�.

For SPEA-based multi-objective optimization, we used the following pa-
rameter values: The size of the external population set is set to 20, equal
to the size of the population each generation. The crossover probability
pc is set to 0.8 and the considered mutation probability pm is 0.2, because
the probability of mutation is lower during evolution compared to crossover.
A multi-bit mutation strategy is used, which mutates multiple bits in an
individual randomly to create a new, mutated individual. Furthermore, a
single-point crossover is used while running SPEA. Single-point crossover
creates a new child individual by taking a union of the front m entries of
the �rst parent individual and the rear d −m entries of the second parent
individual, where m ∈ [0, d− 1] is chosen randomly, and d is the dimension
of the individuals in the population. In the following subsection, we discuss
the evaluation results obtained by using this evaluation setup.

3.3 Evaluation Results

The evaluations are carried out to solve the multi-objective optimization
problem by running three di�erent metaheuristic algorithms Advanced FPA,
FPA, and SPEA described in Chapter 2. The same initial population is used
to run each of these algorithms. To calculate the performance measures,
we combined all the �nal Pareto fronts obtained from the algorithms and
obtained a new Pareto front from the union of these solutions. As it is
challenging to �nd the actual true Pareto front for such problems, this new
Pareto front is considered as a reference or true Pareto front in our case.

Section 3.3.1 presents the results obtained from these metaheuristic algo-
rithms and compares them with each other using various performance mea-
sures. The evaluations are also carried out using the ILP-based optimization
described in Chapter 2. A comparison of the results from ILP-based opti-
mization with those generated by the metaheuristic algorithms is provided in
Section 3.3.2. Finally, Section 3.3.3 compares the compilation times required
to obtain solutions by the di�erent optimization approaches.
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Coverage Diversity Non-Dominance Ratio

AdvFPA FPA SPEA AdvFPA FPA SPEA AdvFPA FPA SPEA

Benchmarks

bs 0 0 0 1 1 1 1 1 0

bsort100 0 0 0 1 1 1 1 1 0

cnt 0 0 1 0.661407 0.0391869 0.708823 0.5 0.5 1

crc 0 1 1 6.83849e-17 0.931852 1 1 0 1

edn 1 1 0 1 1 1 0 0 0

expint 0.5 1 0 0.788468 1.21537 1 0.5 0.25 0

fac 1 1 1 1 1 1 0 0 1

fdct 0 0 0 0.682723 0.682723 0.682723 1 1 0

�bcall 0 0 0 5.24386e-17 5.24386e-17 5.24386e-17 1 1 0

insertsort 0 0 0 1 1 1 1 1 0

janne_complex 1 0 0 0.98436 1 1 0 1 0

jfdctint 0.5 0.421053 0 0.532803 0.532803 0.229355 0.666667 0.666667 0

lcdnum 1 1 1 1 1 1 0.5 0.5 1

ludcmp 0 0.5 1 1 0.550882 0.794038 0.5 0.5 1

matmult 0 1 1 1 0.83789 0.962804 1 0 1

minver 0 0.5 0 0.780575 0.412713 1 0.5 0.25 0

ndes 1 0 0 0.779916 0.413934 1 0 0.666667 0

ns 0 0 0 0.997507 0.997507 0.997507 1 1 0

prime 1 1 0 1 0.942401 1 0 0 0

qsort-exam 1 0 0.857143 0.892361 0.586709 0.773761 0 0.75 0.857143

qurt 0 0 1 1 1 0.885851 0.5 0.5 1

recursion 0 1 1 1 1 1 1 0 1

ud 1 0 1 0.374938 6.83849e-17 1 0 1 1

Table 3.1: Performance measures for the di�erent algorithms: Coverage,
Diversity and the Non-Dominance Ratio

3.3.1 Performance Measures Results

In this subsection, the performance measures are calculated using the ref-
erence Pareto front described above and the Pareto front found by the al-
gorithm. Table 3.1 compares solutions obtained from the Advanced FPA,
FPA, and SPEA using the performance measures coverage (C), diversity
(∆), and non-dominance ratio (NR). In the case of some benchmarks, all
the algorithms attest to 0 value of the C metric. For these benchmarks, all
the algorithms reached to the solutions at the same point in the objective
space, for example, bs, bsort100, fibcall, ns.

When the value of the C metric for either one or two of the algorithms
is 1, the algorithms found solutions that do not lie on the �nal Pareto front.
For example, in the case of the cnt benchmark, SPEA did not �nd any
solution on the �nal Pareto front, while for janne_complex, the Advanced
FPA was not able to �nd solutions on the Pareto front. For benchmarks,
where C of the algorithm is between 0 and 1, some of the solutions were on
the �nal Pareto front, for example, expint, jfdcint.

If the diversity (∆) metric is 1, all solutions �nally found by an algorithm
map to the same point in the objective space. In case a benchmark has the
value of ∆ equal 1 for all the algorithms, then all the algorithms converged
to the same point in the objective space, for example, bs, bsort100, fac. As
these benchmarks are small, it is highly probable that there exists just one
solution on the true Pareto front. For some benchmarks, the value of ∆ tends
to 0, which implies that all the solutions are widely and uniformly spread
out on the reference Pareto front. For example, in the case of fibcall, all
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Non-Dominated Unique Non-Dominated Non-Unique

AdvFPA FPA SPEA AdvFPA FPA SPEA

Benchmarks

bs 1 1 1 1 1 1

bsort100 1 1 1 1 1 1

cnt 1 1 0 1 1 0

crc 1 0 0 1 0 0

edn 0 0 1 0 0 1

expint 0.5 0.166667 1 0.5 0.166667 1

fac 0 0 0 0 0 0

fdct 1 1 1 1 1 1

�bcall 1 1 1 1 1 1

insertsort 1 1 1 1 1 1

janne_complex 0 1 1 0 1 1

jfdctint 0.5 0.5 1 0.5 0.578947 1

lcdnum 1 1 0 1 1 0

ludcmp 1 0.5 0 1 0.5 0

matmult 1 0 0 1 0 0

minver 1 0.5 1 1 0.5 1

ndes 0 1 1 0 1 1

ns 1 1 1 1 1 1

prime 0 0 1 0 0 1

qsort-exam 0 1 0.142857 0 1 0.142857

qurt 1 1 0 1 1 0

recursion 1 0 0 1 0 0

ud 0 1 0 0 1 0

Table 3.2: Non-Dominated Unique and Non-Unique solution metrics for the
di�erent algorithms.

algorithms have a diversity metric tending to 0, and for Ud and crc, the
value of ∆ for FPA and Advanced FPA is tending to 0, respectively.

If the non-dominance ratio NR is 1, then all the solutions found by the
algorithm are non-dominated. For example, all the solutions found by Ad-
vanced FPA and FPA for fdct, fibcall and insertsort are non-dominated,
while all the solutions found by SPEA for these benchmarks are dominated.
In the case of qurt, lcdnum and ludcmp, half of the solutions found by
Advanced FPA and FPA are non-dominated, while SPEA found all non-
dominant solutions.

In Table 3.2, we compare solutions obtained from the Advanced FPA,
FPA, and SPEA using the non-dominated solutions (NDS) metric. The
�rst metric considers the number of unique non-dominated solutions, and
the second considers all non-dominated solutions. If NDS is 1, then all
the solutions (unique or not) found by an algorithm are non-dominated. In
case the value of NDS is 1 for all considered algorithms, then the solutions
found by the algorithms all lie on the same point in the objective space, for
example, bs, bsort100, fdct, fibcall. If the value of NDS is 0, then all of
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Figure 3.1: Visualization of the Convergence metric for the di�erent algo-
rithms.

the solutions found by the algorithm are dominated, for example, Advanced
FPA and FPA found solutions that are non-dominated in case of cnt, but
the solutions found by SPEA are dominated.

In Figure 3.1, we visualize δA, the convergence metric. δA depicts the
proximity of the temporary Pareto front obtained at each generation of the
algorithm to the �nal reference Pareto front described before. A value of
δA tending to zero indicates that the temporary Pareto front is closer to
approximating the reference Pareto front. As described in Section 3.2, if
the population does not change for 10 generations, the optimization using
that algorithm stops, which is why there are less than the maximum of 80
generations in some benchmarks. In some cases, the convergence metric
goes up because of the element of randomness inherent in the metaheuristic
algorithms. Due to the small size of the MRTC benchmarks, an overall
pattern does not emerge out of these results.
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Figure 3.2: Solutions obtained by metaheuristic algorithm-based and ILP-
based optimization in objective space. The total number of solutions ob-
tained by each technique is given in the legend.

3.3.2 Pareto Fronts

Figures 3.2 and 3.3 show the solutions, or the Pareto fronts, found by Ad-
vanced FPA, FPA, and SPEA. It also shows the solution obtained by the ILP-
based optimization in the objective space. For the sake of brevity, this section
presents only six benchmarks in-depth here (fdct, jfdctint, bsort100, cnt,
ns and lcdnum) while the Pareto fronts for the rest of the benchmarks are
collected in Appendix A. As can be seen, ILP-based optimization always
provides a single solution. On the other hand, the metaheuristic algorithms
provided us with multiple non-dominating solutions, if available. Not all
the algorithms were able to �nd solutions on the Pareto front. The solution
set �nally obtained might vary depending on a number of factors such as
initial population, the maximum number of generations or iteration, the al-
gorithm's tuning parameters, etc. If these metaheuristic algorithms are run
for a larger number of generations or with a di�erent initial population, it
might be possible to reach the solutions on the Pareto front.
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Figure 3.3: Solutions obtained by metaheuristic algorithm-based and ILP-
based optimization in objective space. The total number of solutions ob-
tained by each technique is given in the legend.

In the case of fdct, jfdctint, and bsort100, we can see that all the
metaheuristic algorithms converged to the same point in the objective space,
and the ILP-based optimization also converged to one of those points in the
objective space. Therefore, it should be safe to assume that we have reached
the Pareto front already. In the case of cnt and ns, we can observe that
some of the solutions found by metaheuristic algorithms are non-dominant
when compared to the solution obtained by the ILP-based optimization. The
metaheuristic algorithms also found some solutions which are dominated by
the solution obtained by the ILP-based optimization. The case of lcdnum is
included to show that advanced FPA and FPA were able to �nd solutions that
dominate the solution obtained using ILP-based optimization. On the other
hand, SPEA found a solution which is non-dominant when compared to the
solution obtained using ILP-based optimization. It would be interesting to
observe the Pareto fronts obtained for much larger benchmarks or for actual
applications, and to observe the trade-o� that could be achieved between
WCET and Energy, and to explore the correlation between these objectives.

3.3.3 Compilation Times

Figure 3.4 shows the compilation times for the MRTC benchmarks. As the
initial population is the same for each metaheuristic algorithm, a fair com-
parison between them is possible. The time for creating the shared initial
population is not included in these measurements. ILP compilation times
are missing for the benchmarks bs and expint due to a possible miscalcu-
lation in the jump correction optimization, resulting in an error during the
optimization process.

Overall, all metaheuristic algorithms behave similarly in terms of com-
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Figure 3.4: Compilation times of all MRTC benchmarks, grouped by opti-
mization technique.

pilation time, although the variance is larger for some benchmarks, e.g.,
bsort100. However, the ILP-based technique is systematically faster, with
all benchmarks being optimized in less than a 100 seconds. In contrast, the
metaheuristic algorithms can take hours, like, e.g., in the case of the edn

benchmark. For smaller benchmarks, it is expected to see faster compilation
times for ILP-based optimizations compared to metaheuristic algorithms.
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Chapter 4

Extension of Security-Aware

Optimization

This chapter presents the work done by INRIA regarding the integration of
security into WCC during the last period. Section 4.1 is a quick reminder
about the security aspects we are focusing on and the WP3 contributions
already reported. In Section 4.2, we present our new work which implements
the Taint Analysis in WCC. The �rst subsection 4.2.1 introduces the annota-
tions used to perform the analysis. Then, subsection 4.2.2 describes how the
analysis handles inter-procedural tainting. In subsection 4.2.3, we present
the algorithm. Finally, Section 4.3 is about the evaluation of the proposed
analysis.

4.1 Reminder

Providing security to a computing system can be done at various levels (e.g.,
hardware, communication protocols, software vulnerabilities, cryptography),
hence it is not straightforward to fully protect a system against every threat.
In the context of TeamPlay, we chose to focus especially on side-channel
attacks (SCA), as they are one of the main threats for embedded systems.
SCAs exploit the information leaked by physical aspects of a system (e.g.,
execution time, power consumption, electromagnetic radiation) to obtain in-
formation in order to deduce what computations are performed, and more-
over what are the data processed. An in-depth introduction to SCAs and
associated countermeasures has already been provided in deliverable D3.2
�First Report on Multi-Criterial Compiler Optimizations�, Chapter 5, and
also in deliverable D4.3 �Report on Energy, Timing and Security Modeling
of Complex Architectures�, Chapter 6. A �rst security-aware optimization
regarding SCAs has been developed by INRIA and has already been reported
in D3.2. To summarize, the idea is to equalize the execution time of code
blocks that depend on sensitive conditional branching, hence an attacker
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Figure 4.1: INRIA Security Toolchain

cannot guess which block has been executed by measuring the execution
time. This countermeasure is called �time-padding�.

4.2 Taint Analysis

INRIA continued to work on the implementation and integration of the Se-
curity Toolchain which has been introduced in D4.3 and D3.2. The Security
Toolchain is also explained in the upcoming deliverable D4.4 �Final Report
on Architecture-Level Energy Usage, Timing and Security Modeling and on
Prototype�, hence it will not be described in detail here. The overall �ow
of the toolchain is however reminded in Fig. 4.1. Applying security-related
transformations on code and analyzing what can leak information starts with
di�erentiating what is sensitive and what is not in a program, which was the
focus of INRIA regarding WP3 during the M19-M22 period. As a part of
the Security Toolchain, we added an analysis pass in WCC in order to de-
termine all sensitive variables and intermediate values in a program. This
Taint Analysis (TA) is statically performed on the High-Level IR code of
the program. It is performed at the beginning of the Security Toolchain,
as its results are directly used by the SecurityAnalyser. The aim of the TA
is to keep track of some variables (tainted variables) and by analyzing the
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data �ow of the program, to propagate (or not) the taint to other variables
following a taint policy. The policy describes how we propagate the taint,
under which conditions, and to which variables in an expression. The one
we used is de�ned in D4.4 as part of the security modeling, it will therefore
not be described here. As a reminder, for time and simplicity reasons, we do
not consider pointers and global variables in this version of the TA.

4.2.1 Annotations

To di�erentiate which variables are sensitive and which are not, the TA
assumes that annotations have been written by the developer in the source
code. Those annotations are expressed in CSL, but the purpose here is only
to �tag� a variable for security analysis, not to assign it a value. An example
is given in Listing 4.1.

Listing 4.1: CSL Annotation for sensitive variables

1 // Definition of the annotation

2 void __csl_security_sensitive_data( int *variable );

3

4 // Usage of the annotation

5 int authentication_token = ... ;

6 __csl_security_sensitive_data( &authentication_token );

Such annotations are then translated into REEL and given to WCC. The
correspondence is basically 1:1. An example is given in Listing 4.2.

Listing 4.2: REEL Annotation for sensitive variables

1 int authentication_token = ... ;

2 __reel_security_sensitive_data( &authentication_token );

The TA seeks for those particular REEL annotations in order to have a �rst
set of tainted variables. Once the analysis is completed, the annotations are
removed from the code.

4.2.2 Context Sensitivity

The implemented TA has the property of being context-sensitive. An analy-
sis is said to be context-sensitive when the call context (i.e. arguments) of a
function call is taken into account and can in�uence the analysis result. In
our analysis, the only arguments' property that we care of is the sensitivity.
When an argument is tainted, the taint is propagated in the function by this
argument, and thus di�erent call contexts for a same function can lead to
di�erent propagations. To handle this, the analysis constructs a bit-vector
Vcall to model the call context whenever a function call is encountered in the
code. The length of Vcall corresponds to the number of arguments passed,
each bit of Vcall corresponds to an argument. If the corresponding argument
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is tainted, the bit is 1, otherwise it is 0.

Vcall = (b0, ..., bsize(call→argument)−1)

where bi =

{
1 if call→ argument[i] ∈ Tainted Symbols

0 otherwise

(4.1)

Those vectors are used to distinguish analysis contexts, each analysis context
has a signature which is a pair <Fcallee, Vcall> where Fcallee is the function
called by the instruction. The TA can also use the signatures to speedup the
analysis by reusing the results of contexts already analyzed. An example is
given in Listing 4.3.

Listing 4.3: Example of call context usage

1 int foo(int a, int b){

2 return a-(b/2);

3 }

4

5 int authentication_token = ... ;

6 __reel_security_sensitive_data( &authentication_token );

7

8 // <foo,(1,0)> => create new analysis context and analyze

9 int test1 = foo(authentication_token, public_int);

10

11 // <foo,(0,0)> => create new analysis context and analyze

12 int test2 = foo(public_int, public_int);

13

14 // <foo,(1,0)> => fetch results

15 int test3 = foo(test1, public_int);

Handling multiple call contexts enables the analysis to give more accurate
results when tackling inter-procedural tainting. However, during the �nal
stage of the TA when results are collected, we might want to retrieve the
state (i.e., the set of tainted symbols) of a statement that exists in multiple
contexts. In such cases, a con�uence operator must be applied over all the
existing states of this statement. Because we want to be conservative, the
con�uence operator we apply is ∪ (union).

state (statementi) =

{ ⋃
j∈Ci

state (statementi) in context j

where Ci is the set of contexts in which statementi exists.

4.2.3 Algorithm

In this section, we describe the algorithm for performing our taint analysis on
an annotated program. The implemented TA is a static analysis applied to
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the High-Level IR code of the program. We separated the algorithm in two
parts, both of them are written in pseudo-code further in this section. The
�rst part (Alg. 1) is a simple algorithm to initialize the analysis. The purpose
here is to retrieve the annotations, get the entry points for the analysis, and
to initialize the default analysis contexts. The entry points are the functions
in which annotations to �ag sensitive variables are written. Starting the
analysis on normal entry points, like components or a main function is not
relevant for us.

Algorithm 1 Taint Analysis initialization

1: Seek for function calls to �__reel_security_sensitive_data� and push
into list F the functions where those statements are declared.

2: for f ∈ F do

3: Create a default analysis context (i.e., every argument public) of the
form <f , (0, ..., 0)> and push it into list L.

4: Travel the function f backwards and retrieve all control �ow-variables
in f . Same recursively for the functions called in f .

5: end for

6: while L is not empty do
7: Analysis Context C ← Pop(L)
8: if (C has not been analyzed yet) then
9: Analyze context C (Algorithm 2)

10: end if

11: end while

Once the initialization is complete, Algorithm 2 is called on the default
analysis contexts created. The purpose of Alg. 2 is to apply the TA inside
a function with a given call context. In order to understand Alg. 2, some of
the notations need to be explained �rst.

• Statement: In our case, a statement is equivalent to a source code
instruction. Therefore, a basic block b is a sequence of statements.

• state(stmt): Corresponds to the set of tainted symbols visible at
statement stmt. A state can be seen as a lattice where the bottom
element ⊥ is �none of the visible symbols are tainted� and the top
element > is �absolutely all visible symbols are tainted�.

• in-state(b): Corresponds to the input state of the basic block b. In
case b is the entry block of a function, the in-state will only contain
tainted parameters of the function.

• out-state(b): Corresponds to the output state of the basic block b.
It is equal to the state of basic block b's last statement.
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Algorithm 2 is basically a worklist algorithm that uses the control �ow
graph (CFG) of a function to perform �xed-point computations over the
basic blocks. Each application of the taint policy to a statement (Alg. 2, line
15) can add new symbols to the associated state. However, this operation
cannot remove elements from the state, hence a state can only grow bigger
until it reaches a �xed-point (which can be ⊥ or >).

A basic block can have several predecessors with di�erent out-states,
and therefore they should be merged in order to be used as one in-state

for the following block. In data �ow analysis, this operation is usually called
meet (or join). Because we want to be conservative, the con�uence operator
used to meet several states together here is ∪ (union) (Alg. 2, line 6).

Each time a function call is encountered, a new analysis context <fcallee,
Vcallee> is created. If the TA has not already been applied to this func-
tion with this call context, then the current analysis is interrupted and Al-
gorithm 2 is applied recursively to <fcallee, Vcallee> before resuming the
analysis (Alg. 2, line 12).

The TA stops when a �xed-point has been reached in every function
where tainting is propagated, for every encountered call context. For the
�nal stage (not shown in Alg. 2), the TA seeks for security annotations (e.g.,
security_time_sca) and gives for each next non-REEL statement the set of
reachable tainted symbols. As described in Section 4.2.2, a union is done at
this stage for statements existing in multiple contexts. We added counters
to this mechanism in order to make some statistics about tainted variables.
Suppose, e.g., a function f with a local variable x, that is called with 3
di�erent call contexts. Then, if x becomes tainted in only one context, the
TA can output that x is tainted with distribution 1/3.

4.3 Evaluation

To evaluate the analysis, we ran the algorithm on small demonstrator
programs implementing di�erent cases (e.g., loops, if-then-else, function
calls) where we could check manually the correctness of the results. An
example program is given in Listing 4.4. In this small scenario, we have one
sensitive variable (line 12). Several calls to foo are done with untainted
arguments (line 16), but at some point in the loop, arg1 becomes tainted
(line 19), so that another call context is created for the call to foo line 16.
Because of that new context, the value returned by foo is tainted, thus arg2
becomes tainted too and as a consequence, a new call context is created
with both arguments tainted.
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Algorithm 2 Application of Taint Analysis to a function with a call context

Input: An analysis context of the form <f , V>

1: Set <f , V> as being analyzed.
2: Add all the basic blocks of f into the worklist W , to visit at least once

each block. The entry block must be �rst in the list.
3: while W is not empty do
4: BasicBlock B ← Pop(W )
5: for Pred ∈ (B : Predecessors) do
6: in-state(B) ← in-state(B) ∪ out-state(Pred)
7: end for

8: for Stmt ∈ (B : Statements) do
9: if Stmt is a function call (to a function fcallee) then

10: Construct the bit-vector Vcallee
11: if (<fcallee, Vcallee> has not been analyzed yet) AND (<fcallee,

Vcallee> is not being analyzed) then
12: Call Algorithm 2 on <fcallee, Vcallee>
13: end if

14: end if

15: state(Stmt) ← taint(Stmt) (see Taint Policy in D4.4)
16: if (Stmt is a return statement) then
17: sensitivity(<f , V>) = sensitivity(return value)
18: end if

19: if (Stmt is the last statement of block B) then
20: out-state(B) ← state(Stmt)
21: else

22: state(Next Stmt) ← state(Stmt)
23: end if

24: end for

25: for Succ ∈ (B : Successors) do
26: if (out-state(B) * in-state(Succ)) AND (Succ /∈W ) then
27: W ← Push(Succ)
28: end if

29: end for

30: end while

31: Set <f , V> as analyzed.
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Listing 4.4: Example code used for evaluation

1 int foo(int a, int b){

2 ...

3 __reel_security_sca_time( &lvl )

4 if(a%2 && lvl>62)

5 {

6 ...

7 }

8 return a-(b/2);

9 }

10

11 int authentication_token, arg1, arg2;

12 __reel_security_sensitive_data( &authentication_token );

13 ...

14 for(int i=0; i<BOUND; i++)

15 {

16 arg2 = foo(arg1, arg2);

17

18 if(i == TRIGGER)

19 arg1 = authentication_token;

20 }

Therefore, three contexts should have been created at the end of the analysis
for foo � one in which none of the parameters are tainted, one in which only
a is tainted, and one in which both a and b are tainted. The output returned
by the analysis is given in Listing 4.5.

Listing 4.5: Taint Analysis output

1 ========= RESULT =========

2

3 In Function : foo()

4 if(a%2 && lvl>62)

5 {

6 ...

7 }

8

9 ----- Tainted symbols -----

10 * int a (TAINTED) [2/3]

11 * int b (TAINTED) [1/3]

12 * int lvl (TAINTED) [2/3]

13

14 ----- Tainted expressions -----

15 * a%2 && lvl>62 (TAINTED) [2/3]

16

17 =========

As can be seen, the analysis located the annotation
�__reel_security_sca_time� and displayed the tainted symbols reachable
at the next non-REEL statement. We can notice all the [2/3] and [1/3]
that indicate the total number of contexts and in how many of them
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the symbol is tainted. The analysis however does not directly return the
untainted reachable symbols, because the states by de�nition only contain
tainted symbols. Although this can easily be deduced by subtracting the
state from the set of all reachable symbols. The TA emits results like
Listing 4.5 for every statement annotated with security-related REEL.
Those information will then be used by the SecurityAnalyser in order to
compute security levels according to the tainted variables. More details
about the SecurityAnalyser can be found in deliverable D4.4 �Final Report
on Architecture-Level Energy Usage, Timing and Security Modeling and on
Prototype�.
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Chapter 5

Conclusion

This deliverable reported on the feasibility of di�erent multi-objective opti-
mization approaches using di�erent metaheuristic algorithm-based and ILP-
based methods. Three algorithms, Advanced FPA, FPA, and SPEA, under
the umbrella of metaheuristic algorithms, are investigated in this deliverable.
All these approaches are used to solve a WCET- and Energy-aware SPM-
Allocation problem. All metaheuristic algorithms are compared with each
other using di�erent performance measures. The solutions obtained from
metaheuristic algorithms are also pitted against ILP-based optimization.

At this stage, it is di�cult to rule out any of the three metaheuristic
algorithms due to the indi�erence seen in their performance. None of the
considered metaheuristics is clearly better than the others in terms of the
considered performance metrics as well as in terms of compilation time. The
comparison between the ILP-based optimization and the metaheuristics also
leads to di�erent conclusions. For all benchmarks considered in Chapter 3,
the compilation times of the ILP-based approach are clearly lower than for
all metaheuristics. But the quality of the solutions determined by the ILP is
somehow inconclusive: For most benchmarks, the ILPs' solutions show the
same quality as the for the metaheuristics; in some cases, the ILP outper-
forms all metaheuristics while in yet some other cases, however, the ILP is
outperformed by the metaheuristics.

As a consequence, it would be appropriate to carry out further extensive
evaluations on larger benchmarks and on the TeamPlay use cases to make
a more de�nitive conclusion. Only like this, we can gain more insights in
how far, e.g., the ILP will still run faster than the metaheuristics when being
applied to real-life code. Anyhow, it is valid to conclude that the use of the
ILP-based approach would come with the inherent limitation of producing
just one single solution. When it comes to the coupling of WCC with the
coordination layer fromWP2 during year 3 of TeamPlay and the exploitation
of multiple variants of components during coordination, the metaheuristics
investigated in the present deliverable will clearly be favorable over ILP.
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Only they are able to produce multiple non-dominant solutions so that these
optimization approaches are the enabler of true multi-objective scheduling
and coordination supported by the compiler. However, it could happen for
timing- or energy-uncritical parts of a use case's code base that only one
code variant might be su�cient. In such cases, the use of fast ILP-based
optimizations still makes sense in the context of TeamPlay so that we will
not rule out ILP-based optimizations a priori from our future work.

In the context of security-aware code optimization, the planned future
work features the implementation of the Security Toolchain and its integra-
tion with/within WCC. The next step will be to implement and to integrate
the DataCollector to sample tainted and untainted variables at LLIR-level.
The statistics gathered by the DataCollector will be used by the Securi-
tyQuanti�er in order to compute security levels for annotated statements.

Regarding the SecurityOptimiser, improvements will be done for the
time-padding countermeasure. The type of instructions inserted should be
more �realistic� (instead of only nop instructions) and the padding will be
more �ne-grained especially in the case of nested if-then-else statements.

Regarding the Taint Analysis, some improvements can be done in the
future. For instance, the current implementation of Taint Analysis consid-
ers only one level of taint which corresponds to �the variable is tainted�.
This could, however, be extended by considering di�erent levels of taint that
would vary according to the distance with the annotated sensitive variables.
Another (straightforward) improvement could be the handling of global vari-
ables, which is currently not realized.
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Appendix A

Evaluation Results: Pareto

Fronts

Below are the �gures for the Pareto Fronts, for the benchmarks not included
in subsection 3.3.2, obtained using metaheuristic algorithm-based and ILP-
based multi-objective optimization.
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Figure A.1: Solutions obtained by metaheuristic algorithm-based and ILP-
based optimization in objective space. The total number of solutions ob-
tained by each technique is given in the legend.
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Figure A.2: Solutions obtained by metaheuristic algorithm-based and ILP-
based optimization in objective space. The total number of solutions ob-
tained by each technique is given in the legend.
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Figure A.3: Solutions obtained by metaheuristic algorithm-based and ILP-
based optimization in objective space. The total number of solutions ob-
tained by each technique is given in the legend.
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Figure A.4: Solutions obtained by metaheuristic algorithm-based and ILP-
based optimization in objective space. The total number of solutions ob-
tained by each technique is given in the legend.
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