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Executive Summary

Deliverable D3.2 “First Report on Multi-Criterial Compiler Optimizations”,
due at month 18 of the TeamPlay project, reflects the results produced in the
context of task T3.3 “Multi-Criterial Compiler Optimizations”. According to
the Description of Work, however, there are tight mutual interdependencies
between task T3.3 and task T3.2 “Formal Support for Multi-Criterial Com-
piler Optimization” so that both tasks are executed in an interleaved fashion.
In order to ease readability and to keep the outcomes of both tasks unclut-
tered, D3.2 thus reflects on the work carried out under both tasks T3.2 and
T3.3.

In the early stages of TeamPlay, a general examination of potential multi-
criterial optimization approaches is carried out in order to study which
formal techniques are principally (in-) feasible for multi-criterial compiler
optimization. We therefore describe the state of the WCC compiler infra-
structure with respect to supported optimization criteria and optimization
approaches prior to TeamPlay. The investigation of both optimal optimiza-
tion methodologies based on Integer-Linear Programming as well as based
on metaheuristics is furthermore described. In addition, the particular as-
pects of security-aware compiler optimization and first approaches towards
this goal are reported.

These examinations of feasible optimization methodologies led to proto-
typical implementations within the WCC compiler framework which under-
went a first evaluation. This deliverable furthermore describes the next steps
planned in order to deploy these multi-criterial optimization methodologies
for the target processor architectures considered in TeamPlay.
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Chapter 1

Introduction

Embedded systems often have to meet stringent constraints on their resource
usage like, e.g., timing, energy dissipation or security. Today, software de-
velopment for embedded systems relies on high-level languages like C, and
compilers. Modern compilers include a vast variety of optimizations. How-
ever, they mostly aim at reducing Average-Case Execution Times (ACETs).

The ultimate goal of TeamPlay is to develop new, formally-motivated,
techniques that will allow execution time, energy usage, security and other
important non-functional properties of software to be treated effectively, and
as first-class citizens. However, currently no tools exist that assist the de-
signer to systematically reduce resource usage of C or assembly code by
trading different kinds of resource usage (e.g., real-time demands versus en-
ergy consumption). Thus, it is desirable to have a resource-aware compiler
featuring multi-criterial optimizations, which is the overall goal of TeamPlay
work package WP3.

Before being able to realize such multi-criterial optimizations, the funda-
mental inter-relationships between time, energy, security, etc. optimizations
have to be determined. We need to establish which optimization approaches
are most effective for which criteria. The goal of Task T3.2 is therefore to
perform formal studies on optimization approaches and algorithms that are
feasible for the multi-criterial optimizations within TeamPlay. Task T3.3
takes up the findings of these studies and brings the most promising multi-
criterial approaches to realizations of actual compiler optimizations for the
TeamPlay processor architectures.

For this purpose, Chapter 2 provides a short overview over the WCC com-
piler’s optimizations and objectives in their state at the start of TeamPlay.
Chapter 3 presents a multi-criterial optimization based on Integer-Linear
Programming (ILP), where an existing Scratchpad Memory (SPM) alloca-
tion targeting Worst-Case Execution Times (WCET) is extended by support
for schedulability and energy usage. Both the performance and the scalability
of this prototype of an ILP-based multi-criterial optimization are evaluated.
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In a similar fashion, prototypes of multi-criterial WCET- and energy-aware
SPM allocations based on Flower Pollination Algorithms (FPA) and Evo-
lutionary Algorithms (EA) are presented and evaluated in Chapter 4. An
initial approach towards security optimization, which must inherently be
aware of time and energy properties due to architectural side-channels, is
described in Chapter 5. The deliverable concludes with an outlook on future
work in Chapter 6.

According to its technical content, deliverable D3.2 contributes towards
milestone MS4 “Full implementation of components and tools available” due
in month M24.
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Chapter 2

WCC’s Code Optimizations

2.1 Introduction

As already described in Deliverable D3.1, the WCC compiler features two
Intermediate Representations (IR):

ICD-C: The ICD-C framework [Inf10a] is a data structure that provides a
machine-independent IR for C code. It features machine-independent
code analyses and optimizations.

LLIR: ICD-LLIR [Inf10b] is used as a data structure providing a retar-
getable low-level IR for compiler back-ends. It includes various assembly-
level analyses and optimizations.

The compiler performs optimizations at the level of both IRs in order
to exploit characteristics of the high-level source code on the one hand, and
in order to optimally tailor the generated assembly code for the considered
target architecture on the other hand (cf. Fig. 2.1).

This chapter briefly describes WCC’s existing optimizations in order to
provide an overview about its state prior to the beginning of Task T3.2. For
this purpose, WCC’s standard optimizations are presented in Section 2.2.
Classical WCET-aware optimizations are summarized in Section 2.3. WCC’s
extensions to support multi-task and multi-core hard real-time systems are
subject of Section 2.4 and Section 2.5, resp. Finally, first steps towards
multi-criterial optimization are described in Section 2.6.

2.2 Standard Optimizations

WCC provides 21 standard optimizations that are applied to the high-level
IR ICD-C (cf. Fig. 2.1). These optimizations target the reduction of Average-
Case Execution Times (ACETs) and are briefly summarized below. The
reader is referred to standard compiler literature [Muc97, App04] for more
details on these optimizations.
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Figure 2.1: Optimization Workflow within the WCC Compiler.

Constant folding evaluates constant arithmetic expressions and replaces
them by their pre-computed result.
E.g., a = 3 * 7; becomes a = 21;

Dead code elimination removes computations from the code whose re-
sults are not used anywhere in the remaining code.

Common subexpression elimination replaces several occurrences of an
arithmetic expression by accesses to temporary variables in order to
avoid the repeated computation of the same expression.
E.g., a = b * 3 + c; ... b * 3 + c ... becomes
tmp = b * 3 + c; a = tmp; ... tmp ...

Merging of identical string constants helps to reduce a program’s data
segment.
E.g., string "\t%d\n" in printf("\t%d\n", i); printf("\t%d\n", j);

Code simplifications eliminate double negations, remove unnecessary type
casts or pointer dereferences, or translate simple if-then-else statements
to the ANSI-C select operator ?.

Value propagation propagates constant values in the code in order to cre-
ate more optimization potential for constant folding.
E.g., a = 21; b = a + 14; becomes a = 21; b = 21 + 14;
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Creation of multiple function exits avoids unnecessary jumps by mov-
ing return statements in the then- and else-parts of if-then-else state-
ments if possible.

Life range splitting creates new local variables for any single local vari-
able that is used for different purposes, i.e., that has distinct life ranges.
This increases the degree of freedom for other optimizations and reg-
ister allocation.

Loop collapsing transforms n-fold nested loops iterating over n-dimensional
arrays to a one-dimensional loop in order to reduce repeated tests of
loop exit conditions and conditional branching.

Loop deindexing replaces well-structured accesses to arrays inside loops
by pointer accesses and pointer arithmetic using the ++ and -- op-
erators in order to support the auto-increment / decrement addressing
modes of embedded processors.

Loop unswitching moves if-statements whose conditions are not loop-de-
pendent out of loops. This helps to achieve a more linear and regular
control flow in loop bodies.

Optimization of if-statements in loop nests removes if-statements whose
conditions are provably true or false during all loop iterations. Again,
this helps to simplify the control flow in loop bodies.

Removal of unused function arguments helps to keep parameter lists
of functions small and thus potentially reduces function calling over-
head.

Removal of return values of a function f can be done if it is known that
f’s return value is never used. This reduces the overhead for returning
from function calls.

Removal of unused symbols keeps the compiler’s symbol tables small
and might result in smaller overall code sizes.

Struct scalarization replaces an ANSI-C struct by a couple of atomic
scalar variables. This makes the struct’s elements eligible for register
allocation so that they do not necessarily have to be stored in the slow
main memory.
E.g. struct {int x; int y;} point becomes
int point_x; int point_y;

Tail recursion elimination replaces simple classes of recursive functions
by non-recursive functions in order to remove function calling overhead
and to increase the potential of subsequent optimizations.
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Transformation of head-controlled loops replaces for- and while-do-
loops by do-while-loops, since this reduces the number of required
tests of the loop’s exit condition.

Function inlining copies the body of a function to those places where the
function is called. This increases code size but reduces function calling
overhead and possibly enables other subsequent optimizations.

Function specialization propagates constants passed to called functions
as arguments into the called function and creates a specialized version
of the called function for the given constant argument. In analogy to
inlining, this increases code size, but reduces function calling overhead
and possibly enables other subsequent optimizations like e.g. constant
propagation and folding.

Loop unrolling by an unrolling factor n replicates a loop’s body n times.
This reduces loop iteration overhead and possibly enables other opti-
mizations, but obviously increases code size.
E.g. for (i=0; i<10; i++) a += i; becomes
for (i=0; i<10; i+=2) { a += i; a += i; } for n equal 2.

At the level of assembly code, WCC features the following LLIR opti-
mizations:

Constant folding, dead code elimination and value propagation are
exactly the same techniques as already explained above, except that
they now operate on machine code instead of C code.

Redundant code elimination is comparable to the common subexpres-
sion elimination described above. However, WCC’s redundant code
detection works at a much finer granularity and is able to eliminate
all those code regions which, bit per bit, compute exactly the same
results.

Peephole optimizations apply simple transformations where, e.g., redun-
dant load or store operations are removed, where operations imple-
menting type casts are eliminated, or where processor-specific silicon
bugs are countered.

Loop-invariant code motion is a technique which moves all machine op-
erations that do not depend on a surrounding loop out of this loop.
This helps to keep loop bodies small and improves the loop’s perfor-
mance.

Instruction scheduling reorders machine instructions such that the par-
allelism available in the processor’s pipelines is exploited in the best
possible way.
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Jump correction detects branch instructions whose displacement from the
branch to its target is too large due to a processor’s specific memory
layout. Such invalid jumps are replaced by assembly code sequences
that allow for long-distance branches across physical memory regions.

Register allocation is considered the most important optimization at all.
Its goal is to assign variables and temporaries to a processor’s register
file in an optimal way as to avoid costly main memory transfers. WCC
features various register allocators, especially a graph coloring-based
heuristic and an optimal allocator based on Integer-Linear Program-
ming (ILP).

In analogy to other compiler frameworks like, e.g., the GNU Compiler
Collection [Fou] or LLVM [LA04], all these standard optimizations described
in this section are grouped in optimization levels which can be activated by
the end user via WCC’s command line flags -O1, -O2 or -O3.

2.3 First WCET-Aware Optimizations

In its early days during the European FP7 project PREDATOR [Pre11],
WCC was designed to serve as a technical infrastructure for research on
compiler techniques for hard real-time systems. As a consequence, early
compiler optimizations focused on exploiting knowledge about the code’s
Worst-Case Execution Time (WCET). Due to the inherent nature of static
WCET analysis as provided by, e.g., AbsInt’s aiT, only purely sequential
code executing without any preemptions or interrupts was analyzed and
optimized by WCC in the beginning.

Key challenge of WCET-aware optimizations is to keep track of the
Worst-Case Execution Path (WCEP), i.e., that path in a program’s con-
trol flow graph that leads to the longest execution time. Optimizing regions
of a program that do not lie on the WCEP is not meaningful, since this does
not lead to a shorter WCEP and thus does not reduce WCETs. However, this
WCEP is unstable in the course of compiler optimizations – shortening the
current WCEP can have the effect that a completely different path becomes
the new WCEP after the optimization. I.e., the previously second-longest
path now becomes the new WCEP. Optimizations have to be aware of such
WCEP changes in order to continuously optimize along the currently longest
path.

These challenges have initially been addressed by optimizations based
on simple greedy heuristics. An initial timing analysis of the program un-
der optimization is done in order to obtain quantitative WCET data and
information about the initial WCEP. Next, regions on this WCEP are de-
termined where a code optimization could potentially be applied, and profit
values (e.g., expected WCET reductions) are estimated and assigned to these
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candidate regions. The candidate region with the highest profit is actually
optimized, all other candidates are discarded. The new WCEP resulting
from the previous optimization step is determined by a fresh WCET anal-
ysis, and the whole procedure is repeated in an optimization loop until no
more WCET reductions are achieved.

Such heuristics have been proposed, e.g., for WCET-aware cache locking
(i.e., determining code fragments that get locked in the instruction cache
so that they will not be evicted and every access yields a guaranteed cache
hit) [FPT07] or graph coloring-based register allocation [Fal09]. Code posi-
tioning is a well-known optimization changing the order of procedures in
a program. Depending on an instruction cache’s properties, positioning
can have a significant impact on the cache’s hit rates and thus on the re-
sulting WCETs. Consequently, WCET-aware code positioning was initially
proposed following exactly the heuristic optimization approach described
above [LFM08]. Later, an improved positioning heuristic taking cache char-
acteristics into account using a cache conflict graph and must and may anal-
yses has been proposed [FK11].

All these heuristic approaches suffer from the fact that costly WCET
analyses are performed in a repetitive fashion inside an inner optimization
loop. Furthermore, the employed heuristics appear reasonable but do not
allow for statements about how far or how close they are from an opti-
mal solution. Thus, the focus of WCC’s optimizations shifted away from
such heuristics towards optimal ILP-based approaches. By completing and
refining a previously published ILP model for the Worst-Case Execution
Path [SMRC05], WCC featured a first optimal and fully functional scratch-
pad memory allocation [FK09]. By modeling a program’s control flow graph
as a set of linear inequations (cf. Section 3.4), the ILP model always keeps
track of the current WCEP and is always aware of WCEP changes. Asso-
ciating each node of the control flow graph with statically determined cost
values allows the ILP to systematically minimize an objective function, i.e.,
the program’s WCET. The computation of these cost values is done prior to
formulating and solving the ILP model and requires only two WCET anal-
yses in total. The complexity of the resulting ILP models is lightweight so
that modern solvers provide optimal solutions of the optimization problem
within fractions of a second.

The employed ILP modeling of control flow graphs turned out to be
highly generic so that it served as basis for serveral other WCET-aware,
ILP-based optimizations like, e.g., register allocation [FSS11], code position-
ing [PKFM11] or cache locking [PFKM12] again.
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2.4 Optimization of Multi-task Real-Time Systems

Based on these early works on optimization for real-time systems, it turned
out that the assumption of purely sequential code that is executed without
preemption is unrealistic nowadays. In order to cope with multi-task systems
where tasks can preempt each other based on some scheduling policy, a task’s
WCET is no longer the ultimate optimization goal to be minimized. Instead,
code optimization of multi-task systems has to ensure that in the end, all
tasks provably meet their respective deadlines. The analysis of a multi-task
application with respect to this property is usually subject to a system-
level schedulability analysis, where the tasks’ individual WCETs serve as
one parameter among others. As a consequence, WCC’s optimizations for
multi-task systems not only have to be WCET-aware, but they also have to
integrate schedulability analysis.

A very first and simplistic step into this direction has been proposed in
the context of cache partitioning [PLM08]. Here, the code of each task is
scattered over the processor’s physical memory such that it can be guaran-
teed that each cache line is occupied by at most one task. This way, the tasks
no longer interfere in the cache during preemptions and each task’s WCET
can be determined and optimized in isolation, without having to consider
all other tasks. As a consequence, schedulability analysis is not considered
in this approach, and the optimization thus does not strive for meeting all
deadlines for all tasks.

Due to the power and flexibility of ILP-based WCET-aware optimiza-
tions, the aforementioned ILP models have recently been extended by con-
straints modeling a task set’s schedulability. As a first step, the seminal
schedulability analysis of Lehoczky [Leh90] was modeled as ILP for periodic
preemptive multi-task systems [LF15a] and was employed in the context of
a multi-task scratchpad memory allocation within WCC. Follow-up work
extended this approach by the explicit consideration of preemption penal-
ties [LF15b], by support for both fixed- and dynamic-priority scheduling,
and by arbitrary task activation patterns [LF17].

2.5 Support for Multi-Core Real-Time Systems

Multi-core systems support the truely parallel execution of software on mul-
tiple processor cores. However, such processor cores are not independent of
each other, since they make use of shared hardware components like, e.g.,
shared buses and memories. This has the consequence that the timing of
software executed on one core can be influenced by activities executed on
a different core. Nowadays, it is a major challenge to statically analyze
such highly parallel architectures, and to exploit such timing information in
compiler optimizations.
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In contrast to classical WCET analysis, there currently exists no com-
monly agreed methodology for multi-core timing analysis. WCC features
a sophisticated micro-architectural multi-core analyzer [KFM+14] that per-
forms classical WCET analysis for each core and, on top of this, applies
interference analyses for various kinds of shared buses like, e.g., TDMA- or
priority-arbitrated ones. The Real-Time Calculus (RTC) [TCN00], in con-
trast, does not feature micro-architectural details but instead performs a
system-level analysis of distributed, parallel real-time systems.

Due to the immense complexity of the underlying analyses and optimiza-
tion problems, there exist only few compiler optimizations for multi-core sys-
tems. Heuristics like, e.g., Evolutionary Algorithms (EAs) or list scheduling
were employed to tune a multi-core’s bus schedule to the requirements of
the software executed on the cores, or, vice versa, to tune the software’s
behavior to a given bus schedule [Kel15]. A minimization of accesses to
the shared buses and memories by exploiting private scratchpad memories
has also been proposed [OLF17], WCC features both an ILP-based and an
EA-based variant of this optimization.

2.6 Towards Multi-Criterial Optimizations

Section 2.2 mentioned function specialization and loop unrolling as well-
established standard compiler optimizations that aim for ACET reduction
but that typically increase code size. Thus, these optimizations always have
to be applied with special attention to the resulting code sizes and could be
seen as multi-criterial optimizations where execution times are traded with
code size.

Within WCC, these two optimizations are realized as simple greedy
heuristics where profit values that depend on the expected performance im-
provement versus code size increase are associated with each function to be
specialized or loop to be unrolled. For function specialization, a user-given
upper bound of the allowed code size can be given, and functions with max-
imal WCET reduction are specialized as long as the optimized code stays
below this code size bound [LFMT08]. For loop unrolling, an optimization
heuristic considering architectural features like, e.g., register pressure and
cache sizes, was proposed to calculate profit values [LM09].

Trade-offs between WCET, ACET and code size were examined using
WCC using an Evolutionary Algorithm [LPF+11]. In this work, WCC was
used as adaptive compiler, i.e., the order in which its optimizations are ap-
plied was changed in order to overcome potential limitations that are inherent
to fixed optimization levels like, e.g., -O2 (cf. Section 2.2). In order to keep
the complexity manageable, the EAs considered only pairs of two objectives,
i.e., 〈WCET, ACET〉 and 〈WCET, code size〉
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2.7 Summary

The preceding sections 2.2 to 2.5 briefly described various WCC optimiza-
tions that aim to minimize different flavors of execution times: Average-Case
Execution Time (ACET), Worst-Case Execution Time (WCET), schedula-
bility, or parallel WCETs for multi-core architectures. All these optimiza-
tions are not multi-criterial at all, they exclusively focus on the optimization
of one single performance criterion.

Only the few works summarized in Section 2.6 could be considered multi-
criterial. However, their optimization approaches are either overly simplistic,
or they only consider pairs of different objectives. It can thus be concluded
that WCC currently features no satisfactory support for true multi-criterial
code optimization. Since software security is heavily interdependent with
other criteria like, e.g., ACET or energy dissipation, security-aware compiler
optimizations can be considered to be inherently multi-criterial. Prior to
TeamPlay, WCC did not feature any support for security-aware compiler
optimizations.

In order to come up with true multi-criterial optimizations in the context
of the TeamPlay project, it is important to understand which optimization
methodologies are promising for our purposes. Due to our positive expe-
riences with WCC’s optimizations in the past, the following chapters will
describe multi-criterial optimization approaches based on ILP on the one
hand (cf. Chapter 3) and based on metaheuristics like, e.g., Evolutionary
Algorithms or Flower Pollination on the other hand (cf. Chapter 4). Since
security-aware compiler optimizations are uncharted terrain, first approaches
towards this goal will also be described in this document, cf. Chapter 5.
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Chapter 3

Integer-Linear Programming
Based Multi-Objective
Optimization

3.1 Introduction

Many embedded hard real-time systems are not only subject to timing con-
straints. When operating on battery, minimizing energy consumption is
comparably crucial to keeping timing constraints – after all, if the system is
powered off due to a drained battery, it will obviously not be able to react
within the given timing constraints.

Recent advances have shown that compiler optimizations are able to sig-
nificantly improve on the schedulability of originally non-schedulable sys-
tems – without the need of increasing the system’s computational capabili-
ties [LF17]. However, this approach solely optimizes the worst-case behavior
of a task set, neglecting the impact on the energy consumption. On the
other hand, existing energy-focused optimizations [SWLM02] have no no-
tion on the system’s scheduling behavior, thus possibly leading to deadline
violations.

In the context of T3.2, we address this problem by proposing a novel
schedulability-aware energy optimization using Integer-Linear Programming
(ILP). In this deliverable, we use scratchpad allocation, which is a common
compiler optimization technique, as base optimization while formulating the
ILP based multi-objective optimization. A Scratchpad Memory (SPM) is a
small but very fast memory compared to Flash memory. SPM allocation, as
the name suggests, is a compiler optimization where we statically allocate
pieces of code from slow Flash memory to the fast but small SPM. Those
pieces of code that are subject to SPM allocation are basic blocks, i.e., code
sequences that have no branches except possibly as their very last instruction.
The goal of the ILP based scratchpad allocation described in this chapter is
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to minimize the energy consumption of a given task set while guaranteeing
schedulability. The key contributions of this work are:
• We propose an ILP-based schedulability-aware energy optimization for

the very first time in the literature.
• We provide a much simpler ILP formulation for the support of fixed-

priority scheduling.
• The optimization uses static instruction SPM allocation in order to

minimize energy consumption while provably meeting all timing con-
straints. It is evaluated using an ARM-based architecture.

This chapter is organized as follows: Section 3.2 presents an overview of the
related work. Section 3.3 explains the system model and the notational con-
ventions. Section 3.4 describes the ILP constraints necessary for ensuring
schedulability of the optimized system. Section 3.5 extends the previously
introduced ILP towards additional energy optimization. Finally, the opti-
mization is evaluated in Section 3.6.

3.2 Background

Sophisticated analysis tools exist which give safe bounds on the Worst-Case
Execution Time (WCET) of individual executions of a single task [Abs,
Kel15]. These numbers may then be used in high-level analyses as provided
by [LL73, Leh90, Bar03] in order to analyze whether all deadlines can prov-
ably be met even under worst-case conditions. In such a case, the system is
said to be schedulable.

There are multiple possibilities in order to optimize a system which is
not schedulable in its initial state. Apart from using an optimal scheduling
algorithm, increasing the hardware capabilities is a safe choice in order to
optimize on the runtime behavior. Unfortunately, using faster hardware is
not only expensive, but usually also comes with a higher energy consumption.
As a result, compiler optimizations may be used in order to improve on
the worst-case behavior of the system without the need of modifying the
underlying hardware.

Previous approaches used to optimize the WCET of each single task with-
out considering execution periods or deadlines. E.g., Suhendra et al. [SMRC05]
provide an approach for WCET-oriented data SPM allocation based on
Integer-Linear Programming. The approach was later extended to an in-
struction SPM optimization [FK09]. While these works are able to reduce the
WCET of a single-tasking system, they lead to sub-optimal results in mul-
titasking setups. Recently, Luppold et al. tackled this issue and proposed a
compiler optimization which performs a schedulability-aware static instruc-
tion SPM allocation for arbitrarily triggered multitasking systems [LF17].
The approach is based on ILP and was implemented within the WCET-
aware compiler framework WCC provided by Falk et al. [FL10, Tea18].
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In the past, much work has been spent on analyzing the energy con-
sumption of embedded systems. To predict the energy consumption, Tiwari
et al. [TMW94] present a model which describes the energy consumption
on a per-instruction basis. Subsequent energy models and measurement
setups [SKWM01] base on this model [RLF18]. Due to the fine-grained de-
scription, it is possible to estimate energy savings due to given compiler
optimizations on basic block and even machine instruction level. Previous
works prove that such compiler optimizations, especially when optimizing
the allocation of instructions or data to different memories, can significantly
improve the system’s energy consumption [SWLM02]. As a result, when us-
ing compiler optimizations in order to optimize a system on code level, the
system designer currently has to choose whether to optimize towards a min-
imized energy consumption, which might lead to a non-schedulable system
– or whether to use schedulability-oriented optimization techniques which
possibly lead to a unnecessarily high energy consumption.

We tackle this issue by extending the ILP-based schedulability-aware
optimization framework by Luppold et al. [LF17] with a notion of energy-
awareness on a basic block granularity. Using this model, a compiler can
automatically generate an optimized program which leads to a schedulable
task set while providing the least energy consumption. Due to using Integer-
Linear Programming, the model is guaranteed to provide an optimal solution
within the mathematical model.

3.3 Preliminaries

Table 3.1 shows the abbreviations which are used frequently throughout this
chapter. Uppercase letters describe values which are calculated outside the
upcoming ILP model or that are physical constants. Lowercase letters denote
values which are added to the ILP as variables and are calculated by the ILP
solver. Furthermore, sets are written in calligraphic, e.g., B. For the task
model used in this work, we make the following assumptions:

• Time is expressed as multiples of CPU clock cycles and can thus be
treated as an integer value.

• We assume that flow facts which describe maximum loops iterations
have been calculated previously.

Tasks may be triggered arbitrarily and have arbitrary deadlines. The prop-
erties of a task τi are defined by its WCET ci, its deadline (relative to its
activation) Di and its density function ηi (∆t). The density function denotes
the maximum number of activations of the task which may occur in a given
time interval ∆t. The so-called interval function εi (n) is defined as the in-
verse of the density function. It returns the minimum time interval in which
n events of task τi may be triggered. This follows the event model introduced
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Table 3.1: Commonly used Symbols.
Abbreviation Description

B Set containing all basic blocks of all tasks in the system.
ci Net WCET of one execution of a given basic block or task

i.
Di Deadline of task τi.

εi (∆t) Interval function of task τi.
γ Set containing all tasks τi.
Gi Timing gain obtained by optimizing basic block i.

ηi (∆t) Event density function of task τi.
H Hyper-Period of the task set.
Si Size of basic block i in bytes.
τi Task with index i.
∆t A time interval.
wi Accumulated execution time of a given basic block i.
xi Binary ILP variable set to 1 if basic block Bi is assigned

to the SPM.

by Gresser [Gre93]. To ease notations in case of fixed-priority scheduling,
we assume that a task’s index i equals its priority. I.e., the highest priority
task is assigned index 0.

The hyper-period H defines the time interval after which the temporal
behavior of the system repeats. In a strictly periodically triggered system,
this equals the least common multiple of all tasks’ activation periods.

On the code level, each task τi consists of a set of basic blocks. A basic
block is a maximal sequence of instructions which is continuous in memory,
may only be entered at its very first instruction and only exited at the last
instruction. The set of all basic blocks within the task set γ is denoted by
B.

3.4 ILP Model for Schedulability-Aware SPM Al-
location

In order to optimize a task on a basic block level within an ILP, its control
flow must be modeled as a set of ILP variables and constraints. This has
been shown previously by, e.g., [SMRC05, FK09]. Fig. 3.1 shows the CFG
of an exemplary program. The WCET of one execution of a given basic
block j is denoted by the ILP integer variable cj . The accumulated WCET
of one execution of block j plus the WCET of all executions of its successors
is denoted by the integer variable wj . If a basic block has several potential
successors, several constraints are added. In the given example, the accu-
mulated WCET wF is simply denoted by: wF = cF , as F does not have any
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mov   r3, r0
str   r3, [fp, #-40]
 
ldr   r3, [fp, #-20]

A...

sub   r3, r3, #1
cmp   r3, #42
beq   D
 

B 

muls  r4, r4, r3
rsb   r4, r4, #15
b     B

C 

ldr   r1, [fp, #-24]
cmp   r1, r4
blt   F
 

D

mov   r0, r4
mov   pc, lr
 

E

mov   r0, r1
mov   pc, lr
 

F

10x

Figure 3.1: Sample control-flow graph of a task.

successors. The WCET of its predecessor D is modeled as:

wD ≥ cD + wF (3.1)
wD ≥ cD + wE (3.2)

Loops are handled by creating a logical meta block containing the loop body.
This meta block can then be added like a regular basic block. As a result,
the remaining constraints for the example in Fig. 3.1 are:

wA ≥ cA + wLoop (3.3)
wLoop ≥ cB + 10 · wL + wD (3.4)
wL = cB + wC (3.5)
wC ≥ cC (3.6)
wE ≥ cE (3.7)

Then, the WCET variables cj can be modeled in order to represent the gain if
a basic block is optimized or not. For the static instruction SPM allocation,
this looks like:

cA = CA,F lash − xA ·GA (3.8)

CA,F lash is the time needed to execute basic block A if it is allocated to the
Flash memory. GA is the timing gain achieved if A is moved to the SPM.
Finally, xA is a binary ILP variable denoting whether or not block A should
be optimized. For the SPM allocation, another constraint must ensure that
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no more blocks are allocated to SPM than fitting into this small memory:

SSPM ≤
∑
j∈B

xj · Sj (3.9)

If a basic block is moved to the SPM but its successor stays in Flash (or
vice versa), additional jump assembly instructions have to be added in order
to restore the correct control flow. This has previously been described by
[FK09, OLF16] and will therefore not be explained here. However, the issues
tackled by both [FK09] and [OLF16] were implemented and accounted for
in this work.

Using this model, the accumulated WCET wentry of a task τi’s entry
basic block models the task’s total WCET, ci. For the given example with
entry block A, in a single-task optimization, the ILP’s objective function
could therefore simply be set to minwA in order to minimize the WCET.
In a multitasking environment, this is not sufficient. Instead, all tasks must
be optimized to such an extent that each task’s respective deadline is never
violated. Therefore, additional constraints must be added to model tim-
ing penalties inflicted to a task by preemptions of higher-priority tasks and
subsequently constraining each task’s Worst-Case Response Time (WCRT)
to be lower-than or equal to its respective deadline. An approach covering
such schedulability-aware constraints was previously described by Luppold
et al. [LF17]. Their approach covers both EDF and fixed-priority scheduling
schemes. EDF schedulability constraints were modeled following the busy
window approach by Baruah et al. [Bar03]:

∆t ≥
∑
∀τi

[ηi (∆t−Di) · ci] (3.10)

The equation ensures that for each time interval ∆t, less than ∆t time units
are needed by all tasks in the system. If a task needs more than ∆t time
units within the interval ∆t in order to not violate its deadline, the system
is not schedulable. The constraint must hold for all values of ∆t up to
the system’s hyper-period H. In practice, it is sufficient to only test those
intervals at which the step function ηi (∆t−Di) changes its value.

The maximum ∆t to be tested is the hyper-period, as afterwards, the
system’s temporal behavior repeats by definition. Thus, a constraint must
ensure that the resource demand within the hyper-period is not exceeding
the hyper-period. Otherwise, the system will violate its timing requirements
at some point, as tasks will back up over time:

H ≥
∑
τi∈γ

[ηi (H) · ci] (3.11)

For fixed-priority scheduling, the approach presented in [LF17] is based
on the response time analysis by Lehoczky [Leh90]. However, the number
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of ILP constraints in their approach grows quadratically with an increasing
hyper-period.

We therefore present a different approach in the following which exploits
the busy window approach for EDF scheduling [Bar03]. This way, the num-
ber of constraints needed to model schedulability increases only linearly with
the hyper-period. The resource demand vi,K,∆t of the K ′th instance of task
τi within a given time interval ∆t can be defined as:

vi,K,∆t = K · ci +

i−1∑
j=0

[ηj (∆t) · cj ] (3.12)

The first term accounts for the resource demand of the K executions of task
τi itself, while the sum term accounts for the timing penalties inflicted by
higher priority tasks preempting τi. Two additional constraints are added to
check whether the resource demand vi,K,∆t exceeds the respective deadline or
the time interval ∆t. This can be expressed in an ILP by using conditionally
enabled constraints with the binary variable oi,K,∆t as signifier:

oi,K,∆t ≡ 1⇒ vi,K,∆t ≤ ∆t (3.13)
oi,K,∆t ≡ 1⇒ vi,K,∆t ≤ εi (K) +Di (3.14)

The arrow indicates that the constraint on the right-hand side of the arrow
must be fulfilled if the binary decision variable on the left-hand side equals
1. Such conditionals can be expressed by ILP inequations as shown by, e.g.,
Bisschop [Bis17].

The time interval ∆t which has to be tested ranges from K · ci (respec-
tively a safe lower bound, as the optimized value of ci is obviously not known
prior to solving the ILP) up to εi (K) + Di. If this upper time window is
exceeded, the task is surely not schedulable. The complete ILP will con-
tain constraints for all time intervals ∆t in this range. Therefore, for larger
intervals, eviction penalties by higher-priority tasks will be accounted for,
although τi has already finished its execution. Therefore, it is sufficient if
the constraint holds for at least one ∆t. This ∆t equals the task’s WCRT.
In order to account for this, an additional constraint is added:∑

∀∆t
oi,K,∆t ≥ 1 (3.15)

In analogy to EDF, only those ∆t must be tested which lead to a change
in the number of triggered tasks in the task set, and the resource demand
within the hyper-period H must not exceed H (cf. Eq. (3.11)).

For arbitrary deadlines which are larger than the inter-arrival time of
two instances of a task, the hyper-period of the task set must be tested,
i.e., Kmax

i = ηi (H). If a task cannot be triggered a second time prior to
exceeding its deadline, Kmax

i ≡ 1. Using these constraints for either fixed-
priority scheduling or EDF, any solution returned by an ILP solver will result
in a schedulable system.
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3.5 Extension of the ILP Model for Energy-Awareness

To additionally optimize towards a minimal energy consumption, an inte-
ger variable ei is introduced for each task τi in order to model the energy
consumption of one single execution of a given task τi in the ILP. In order
to minimize the energy consumption of the system, it is not sufficient to
minimize the energy consumption of each task to the same extent. Instead,
the execution frequency of each task has to be accounted for. A task which
is only executed at a low rate will not have the same impact on the energy
consumption as a very frequently executed task.

By definition, the system’s timing behavior is repeated after one hyper-
period. Therefore, the number of executions of each task within the hyper-
period can be used as a weight within the energy optimization objective.
The ILP’s objective function can thus be set to:

min
∑
i

ηi (H) · ei (3.16)

In order for the optimization to work, the energy consumption ei of one
execution of task τi must depend on which parts of the task are optimized
and which are not. Since the proposed static ILP allocation works on a basic
block level, this granularity is also reasonable for the energy modeling.

Prior to creating the ILP, the estimated energy consumption for each
task is analyzed, once if the task resides in Flash memory and once if it is
fully allocated to SPM. In case that the task does not fully fit into the SPM
memory, the SPM is virtually increased for the analysis. Analysis can be
performed at an instruction level using a compiler-based analysis framework
as, e.g., proposed by Roth et al. [RLF18]. Alternatively, a simulation or
measurement on real hardware could be used. It is not important for our
approach, how energy estimation for each basic block is retrieved. In the
following, ESPM

j and EFlash
j are used to denote the average energy needed

for one execution of a given basic block j if it has to be fetched from SPM
or Flash.

In addition to estimating the energy consumption of one execution of a
given basic block, the average number of executions of each block for one
single execution of the respective task must be determined. This can be
achieved by both simulation or measurement. We define Aj as the average-
case execution count of a basic block j for one execution of one given task
τi.

The energy consumption of one execution of task τi can subsequently be
expressed as:

ei = EFlash
τi −

∑
j∈B

[(
EFlash
j − ESPM

j

)
· xj
]

(3.17)
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EFlash
τi is the estimated average-case energy consumption for one execution

of τi when all basic blocks are located on Flash memory. While this already
provides a good estimate, it is not yet precise. When moving a basic block
j to the SPM while its successor stays in the Flash memory (or vice versa),
additional instructions have to be added at the end of block j in order to
restore the original control flow. These new instructions will not only in-
duce an additional timing delay but will also lead to an increase in energy
consumption.

Given a basic block j and its successor k, a Boolean decision variable bj,k
expressing xj ∧ ¬xk can be modeled by:

bj,k ≥ xj − xk (3.18)
bi,k ≤ xj (3.19)
bj,k ≤ 1− xk (3.20)

Thus, Eq. (3.17) is extended as follows:

ei = EFlash
τi −

∑
j∈B

[(
EFlash
j − ESPM

j

)
· xj
]

(3.21)

+
∑
j∈B

 ∑
k∈Succ(j)

(
bj,k · ESPM

Pen
)

+
∑
j∈B

 ∑
k∈Succ(j)

(
bk,j · EFlash

Pen
)

ESPM
Pen denotes the penalty of a jump correction from block j to block k, if j is

to be allocated to SPM but k is to remain in Flash. Vice versa, EFlash
Pen models

the jump correction if k is not allocated to SPM but j is. Both penalties may
vary depending on the original basic block j. I.e., if j already ended with
an indirect unconditional jump, the costs will be significantly lower than if
it ended with no jump instruction at all. The number of instructions which
would have to be added (and subsequently ESPM

j,k and EFlash
j,k ) can easily be

predetermined by a compiler prior to generating the ILP.
Using these constraints, the ILP solver aims at minimizing the energy

consumption of the task set over the time interval of one hyper-period while
still maintaining schedulability. If no schedulable solution exists, the solver
will return infeasible.

3.6 Evaluation

Evaluation of the approach is performed using an ARM-based architecture.
For WCET and schedulability analyses, we use the the analysis framework
by Kelter [Kel15]. However, it should be noted that the approach is not
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bound to one specific analysis technique. As long as the WCET analyzer
can provide a safe estimate on the WCET of each basic block of each task,
it can be used for our proposed optimization.

We performed energy measurements on instruction level using the Cortex
M4-based LPC5411x micro-controller. We used a measurement setup as pre-
viously described by, e.g., Roth et al. [RLF18]. They showed that compared
to the execution from Flash memory, executing an instruction from SPM only
needs 60 % as much energy on average. More detailed measurements are not
reasonable, as the Cortex M4 features a so-called “Flash accelerator” unit
which performs similar to a cache memory but is not further documented by
ARM, thus introducing some noise in the energy measurements. These 60 %
were subsequently be used as a basis within the ILP optimization.

We simulated each task standalone using the Synopsys CoMET platform
simulator [Syn]. Energy saving estimates are then based on these simulation
results. Again, using this specific tool is not mandatory for our approach.
Any viable simulation or measurement platform may be used to retrieve the
energy consumption of a typical execution of each task at a basic block level.

Based on this hardware setup, we randomly assembled multitasking bench-
marks using the MRTC benchmark suite [GBEL10] with loop bound anno-
tations from the TACLeBench project [FAH+16] for WCET analysis. To
account for the relatively small code sizes of the MRTC benchmarks, we
scaled the SPM to the size of 40 % of each task set’s code size. We cre-
ated task sets consisting of 2, 4, 6 and 8 tasks. Fore each task set size, we
created 20 different random task sets. For each of these sets, we randomly
created periods and deadlines using the UUnifast framework [BB05] using
the WCETs of the unoptimized tasks. Note that this means creating periods
with the CPUs frequency as basic time units. When creating periods with
a granularity of microseconds or even milliseconds is sufficient, this will lead
to a significantly reduced complexity and accordingly much faster solving
times.

In total, we evaluated 2, 240 combinations of task sets, loads and opti-
mizations. Due to the fact that the WCET of a task easily ranges beyond
several tens of millions CPU cycles, performing a schedulability test up to
the task set’s hyperperiod is usually computationally infeasible. The periods
are tightened using the approach by Xu [Xu10]. This was done for loads
between 1.0 and 2.2. Due to the additional overhead of context switches,
each of these generated systems is definitely unschedulable without any fur-
ther optimization. Deadlines were chosen to be between 1.0 and 1.2 times
the respective task’s period. Therefore, any optimization must perform an
extended schedulability test up to the task sets hyper-period.

Fig. 3.2 shows the results with regard to the schedulability for both DMS
and EDF scheduling. The purely energy-oriented optimization focuses at
minimizing the energy consumption of the system during one hyper-period,
thus it does take the execution frequency of each task into account, but
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Figure 3.2: Schedulable systems after applying the schedulability-aware en-
ergy optimization or the solely energy-focused optimization, respectively.

does not account for the scheduler, subsequent task preemptions and tasks’
deadlines. The results show that for both DMS and EDF, the combined
approach leads to significant higher scheduling rates. Especially for systems
with 6 and 8 tasks, optimizing solely towards energy often fails at leading to
a schedulable system.

Fig. 3.3 subsequently shows the relative energy consumption for both the
schedulability- and energy- aware optimization framework and the purely
energy-focused approach, compared to an unoptimized system this is exe-
cuted completely from Flash memory. It can be seen that the combined
approach even outperforms the purely energy-focused ILP in most cases.
This stems from imprecision in the underlying ILP model. Only for high
loads, the schedulability unaware energy optimization tends to outperform
the combined approach. However, then, most of these energy-efficient sys-
tems are not schedulable.

Fig. 3.4 shows the runtimes of the optimization. These depict the com-
plete runtime of our toolchain, including the runtime of the ILP solver, as
well as the initial and final energy, scheduling and WCET analyses which
were performed in order to verify the results. The evaluation was performed
using an Intel Xeon Server running at 3.2 GHz base frequency. We used
Gurobi 8.0 as an ILP solver, which used 4 threads in parallel in order to re-
duce solving times. We set a timeout of 2 hours. If the optimization has not
finished after 2 hours, the task set is marked as not-repairable and is plotted
with a runtime of 2 hours in Fig. 3.4. As expected, adding schedulability-
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Figure 3.3: Relative energy consumption for both the schedulability-aware
energy optimization and a sole energy-oriented optimization. The energy
consumption is compared to energy consumption if the whole task set is left
in Flash memory.

awareness will increase the runtime of the optimization. However, apart from
some outliers, even for a system with 8 tasks, the overall runtime is still in
the range of only a couple of minutes.

27



Figure 3.4: Complete runtime of the optimization for schedulability-aware
and solely energy focused optimizations, respectively. The plot shows the
time needed to execute the optimization for each analyzed task set size,
including all necessary WCET and schedulability analyses runs. The central
mark of each box denotes the median, while the edges depict the 25th and
75th percentiles. The maximum whisker length is defined as 1.5 times the
difference between the 75th and 25th percentile.
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Chapter 4

Flower Pollination Algorithm
and Evolutionary Algorithm
Based Multi-Objective
Optimization

4.1 Introduction

In the past, Evolutionary Algorithm (EA) based approaches and Integer Lin-
ear Programming (ILP) based approaches have been extensively researched
upon to perform multi-objective and multi-criterial code optimization at the
compiler level. For mathematical models of moderate complexity, ILP-based
approaches like the ones described in Chapter 3 can be solved rather effi-
ciently. However, for an ILP model with multiple objectives that possibly
contradict each other, and that features a lot of constraints, there might exist
solutions, but they can be difficult to find by solving such a complex ILP. So,
we can end up with computational infeasibility. On the other hand, Evolu-
tionary Algorithm based approaches would be able to approximate optimal
solutions for multi-objective problems with such a higher level of complexity.
Unfortunately, the runtimes of EAs also tend to be excessive due to the sheer
amount of performed fitness evaluations for the EA’s individuals and due to
the large runtimes required for one single WCET and energy analysis per
individual.

In this chapter, we describe a Flower Pollination Algorithm (FPA) [Yan12]
based multi-objective code optimization framework within the WCC com-
piler framework [FL10]. We deviate from the EA-based and ILP-based opti-
mization approaches and integrate the Flower Pollination Algorithm within
the compiler and extend the framework to simultaneously deal with mul-
tiple objectives. The Flower Pollination Algorithm is more efficient than
Evolutionary Algorithms and has a comparatively good convergence rate.
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The overall goal of this work is to develop a flexible base for efficient multi-
objective optimizations within the compiler based on FPA. Furthermore,
the simplicity of FPA also makes it easier to integrate it within a compiler
framework to perform multi-objective optimizations [JF19].

We have coupled the multi-objective extension and binary extension of
FPA together and try to explore a binary solution space for minimizing
multiple objectives. Furthermore, we extend the existing Flower Pollination
Algorithm by a novel update equation which updates the worst solution
from the current generation of the population such that the search within
the solution space is expanded based on characteristics derived from the
generation’s best and worst solution. As we will show, this novel update
function leads to a more efficient exploration of the solution space, which in
turn yields a faster convergence of the optimization algorithm.

In analogy to Chapter 3, we exploit static scratchpad allocation of code
as base for the FPA based optimization described in the following. However,
our FPA based approach can easily be adopted for other compiler optimiza-
tion techniques, since the underlying FPA based framework is fully indepen-
dent from the actual code optimization actually performed by the compiler.
The objectives that we have taken into consideration for our multi-objective
optimization are WCET and energy consumption. Again, any other kind of
objectives can be exploited using FPA due to the generality of the overall
optimization methodology. Our first evaluations show that the compila-
tion time required by the FPA based approach is on an average 46.9% less
compared to the EA based approach. Furthermore, extending the Flower
Pollination Algorithm with our novel update function resulted in 60.6% less
compilation time on an average compared to the EA based approach.

This chapter is organized as follows: Section 4.2 provides an overview of
related work in the fields of FPA and other multi-objective optimization ap-
proaches. In Section 4.3, we describe the basic Flower Pollination Algorithm,
while Section 4.4 extends this basic optimization metaheuristic towards a
multi-objective optimization problem for SPM allocation. Section 4.5 ex-
pands upon the existing FPA and explains the FPA based multi-objective
optimization framework. In Section 4.6, we discuss the Evolutionary Al-
gorithm based approach for multi-objective optimization, which is used for
comparison with our novel FPA based approach. The evaluation results of
the presented approach are discussed in Section 4.7.

4.2 Background

Performing code optimization with multiple objective which might contra-
dict each other is a challenging task on its own, let alone within a compiler
framework for real-time systems. Evolutionary Algorithms (EA) are used ex-
tensively as a tool for design space exploration for Pareto-optimal solutions.
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Fonseca et al. [FF95] provided an overview of multi-objective EA based ap-
proaches. Zitzler et al. [ZT99] introduced the Strength Pareto Evolutionary
Algorithm (SPEA) where fitness assignment is done based on the coevolution
principle. SPEA is compared to four other EAs, it has been demonstrated
that SPEA was able to outperform them.

Compiler optimizations are counter-intuitive in most cases, their effect
on the objective functions can be non-trivial. EA-based approaches can be
useful in such problems, therefore, they are extensively used for code opti-
mization. Hoste et al. [HE08] proposed a framework to use multi-objective
EAs for exploration of compiler optimization levels to automatically find
Pareto-optimal optimization levels. A stochastic evolutionary approach to
find Pareto-optimal compiler optimization sequences for different pairs of
objectives was presented by Lokuciejewski et al. [LPF+11]. A multi-
criterial optimization framework within a compiler based on Generalized
Differential Evolution (GDE3) and a Multi-Objective Binary Probability
Optimization Algorithm (MBPOA) was proposed by Muts et al. [MLF18].
Balaprakash et al. [BTW13] proposed multi-objective code optimization of
high-performance computing kernels to explore potential tradeoffs between
performance, power, and energy.

Nature-inspired metaheuristic algorithms which mimic the behavior of
living beings are gaining popularity to solve complex optimization prob-
lems. Examples are, among others, Particle Swarm Optimization [KE95],
Ant Colony Optimization [DDC99], Cuckoo Search [GYA13], Firefly Al-
gorithm [Yan09], etc. Flower Pollination Algorithms (FPA), inspired by
the pollination process seen in flowers, are a relatively recently proposed
metaheuristics by Yang [Yan12]. FPAs are shown to be very efficient, they
can outperform Evolutionary Algorithms. A binary extension of FPA is
presented by Rodrigues et al. [RYDSP15], and Yang et al. [YKH14] pre-
sented a multi-objective extension of FPA showing its simplicity and flexi-
bility towards multi-objective optimization. Hybridized versions of Flower
Pollination have also been proposed coupled with, e.g., Chaotic Harmony
Search [AREHAB14], with Clonal Selection Algorithms [Nab16], or with
Particle Swarm Optimization [ARAB+14].

4.3 Flower Pollination Algorithms

A Flower Pollination Algorithm (FPA) [Yan12] is inspired by the flower
pollination process seen in the flowering of plants. Pollination is the process
associated with the movement of pollen grains with or without the help of
pollinators such as insects, birds, etc. A pollination process can occur within
a local neighborhood or over long distances with the help of pollinators. FPA
mimics these two processes of local pollination and global pollination. We
can observe a certain level of similarity between the characteristics of the
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flowers which grow within a local neighborhood of each other. The local
pollination process reflects this characteristic in FPA.

In order to reflect the global pollination process in FPAs, the pollinators
obey Lévy flights [Pav07]. The pollinators, like insects, can travel over a
long distance with varying step sizes. Lévy flights help to mimic the char-
acteristics of the pollinator’s flight pattern over long distances to perform
global pollination in FPA. A switch-probability p ∈ [0, 1] is defined to switch
between the local and the global pollination process in FPA. The switch-
probability is slightly biased towards local pollination as the probability of
local pollination occurring in nature is higher than the occurrence of global
pollination. In this section, we will further discuss the mathematical formu-
lation of the update equations in FPA used for performing the global and
local pollination steps.

Let us consider xti ∈ {0, 1}d where i = 1, 2, . . . , n be a d-dimensional
pollen which is interpreted as a d-dimensional binary solution vector at it-
eration or generation t = 1, 2, . . . ,m. n is the total number of pollens or
solutions in the tth generation, and m represents the maximum number of
generations. The update equation for the global pollination step within FPA
can be represented mathematically as

S(xt+1
i ) = xti + γL(λ)(gt∗ − xti), (4.1)

where S(xti) ∈ Rd, and gt∗ represents the best solution from the current
generation of the population, and γ is a scaling factor to control the step size
while updating to the next generation. L(λ) corresponds to the Lévy flights’
based step size, which mimics the characteristics of the pollinators moving
over various long distance steps. In Eq. (4.1), L(λ) is a large pseudo-random
step size which helps the current solution xti to escape the local landscape
and update to S(xt+1

i ) by using the current best solution gt∗. In Section 4.5,
we will describe the Lévy flight distribution in further detail and will derive
the actual step size L(λ).

The update equation which represents the local pollination step is math-
ematically formulated as

S(xt+1
i ) = xti + ε1(xtN1

− xtN2
), (4.2)

where S(xti) ∈ Rd, and xtN1
and xtN2

are the solutions selected from
the local neighbourhood of xti. In Eq. (4.2), ε1 is drawn from a uniform
distribution in [0, 1] which helps to update the current solution xti to S(xt+1

i )
which comprises of characteristics from the local neighborhood of the solution
space. This update equation mimics the behavior of a local random walk.
In Section 4.5, we will discuss the selection of solutions xtN1

and xtN2
in more

detail.
After performing global or local pollination in FPA, the solutions are

updated in the continuous-valued search space. However, we want to restrict
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the search space for our optimization to the d-dimensional Boolean lattice.
Therefore, after updating to the next generation, we need to restrict the new
solution to binary-valued vectors only. Therefore, we perform binarification
of the updated solutions S(xti) ∈ Rd. Let

P(S(xtij)) =
1

1 + exp−S(xtij)
, (4.3)

xtij =

{
1, if P(S(xtij)) > σ,

0, otherwise
(4.4)

where xti ∈ {0, 1}d, σ ∼ U(0, 1) is the sample drawn from a uniform
distribution between the interval [0, 1], and j = 1, 2, . . . , d. By using Eq. (4.3)
which is a standard logistic function, we are confining the value of each entry
j of solution vector i between 0 and 1, i.e., P(S(xtij)) ∈ (0, 1). Furthermore,
by using σ in Eq. (4.4), we make the decision of whether to restrict the
entry j of solution i to 0 or 1. In an optimization problem with a binary
solution vector, each entry 0 or 1 represents the decision which is taken for
the respective entry of the solution vector. In the case of SPM allocation,
which was introduced in detail in Section 3.4, each entry of a binary solution
vector represents a basic block and the decision of putting that basic block
either in Flash memory or SPM is represented by 0 and 1.

In a multi-objective optimization problem, we can have solutions with
objectives which contradict each other. Therefore, finding the best solution
gt∗ from a certain generation t becomes a difficult task. One of the simplest
approaches is to take the weighted sum of multiple objectives and to combine
them into a single composite objective. Let

fc =
s∑
o=1

wofo (4.5)

where
s∑
o=1

wo = 1, wo > 0,

where fo represent objective functions, fc represents the composite sin-
gle objective, s is the total number of objectives and wo are non-negative
weights. Each objective function fo of a certain solution is assigned a ran-
dom weight in each iteration. By assigning pseudo-random weights to the
objective functions in each iteration, we give equally distributed importance
to every objective and aim to obtain a broad approximation of the Pareto
front while performing multi-objective optimization. In Section 4.5, we will
explain how to derive the weights wo to calculate the composite single ob-
jectives.
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4.4 Problem Statement for Multi-Objective SPM
Allocation

In this section, we define a multi-objective optimization with constraints
based on SPM allocation. We consider WCET and energy consumption as
our objective functions which we want to minimize.

A multi-objective optimization problem can be formulated as

min
x

f(x) = (f1(x), f2(x), . . . , fs(x))

subject to gk1(x) ≤ 0, k1 = 1, 2, . . . , r,

hk2(x) = 0, k2 = 1, 2, . . . , l.

(4.6)

where x = (x1, x2, . . . , xd)
T is a d-dimentional decision variables vector, fo(x)

is an objective function where o = 1, 2, . . . , s, and gk1(x), hk2(x) are con-
straint conditions and s is the total number of objectives.

While performing SPM allocation, the decision of whether a certain ba-
sic block is placed in SPM or in Flash memory is represented by a decision
variables vector x = (x1, x2, . . . , xd)

T where xj ∈ {0, 1} and j = 1, 2, . . . , d
where d represents the total number of basic blocks in a certain program.
This decision variable can be updated by using global and local pollination
in FPA represented by Eq. (4.1) and Eq. (4.2), respectively. By performing
SPM allocation, we want to minimize the WCET and the energy consump-
tion of a given task set, which represents the objectives f1(x) and f2(x),
respectively. We can calculate a single composite objective fc in FPA by us-
ing Eq. (4.5) from the WCET and the energy consumption values obtained
from analyses provided by WP4. The constraint that is implemented within
our optimization problem is the size of the SPM, i.e.,∑

j

Bjxj ≤ SSPM , j = 1, 2, . . . , d.

where Bj is the size of the code in a basic block j, and SSPM represents the
size of the SPM. Therefore,

g(x) =
∑
j

Bjxj − SSPM (4.7)

acts as the constraint on our optimization problem. We can check if a solu-
tion satisfies this constraint prior to performing WCET and energy analyses
on that solution, as performing these analyses is time consuming.

By performing SPM allocation, we alter the memory addresses of the
succeeding basic blocks. This might potentially render the previously valid
jumps between basic blocks useless, i.e., a program’s control flow might alter
in an incorrect fashion. Therefore, we have to consider the actual correction
of jump instructions inside the assembly code to finally ensure a valid control
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flow, which can be a time-consuming task [OLF16]. Within our compiler
framework, we perform jump correction after moving the basic blocks during
our optimization so that the control flow is not broken. While performing
WCET and energy analysis, we also consider the extra cost incurred due to
the added jump instructions.

4.5 FPA Based Optimization Framework

In this section, we exploit the previously introduced Flower Pollination Al-
gorithm to perform multi-objective code optimization within the WCC com-
piler. We make use of local pollination (cf. Eq. (4.2)) and global pollination
(cf. Eq. (4.1)) to update our solutions at every iteration. We switch between
local pollination and global pollination by using the switch-probability p.

Furthermore, we propose a novel approach to explore the solution space
more efficiently by considering the worst solution from the current iteration
or generation. This way, we aim to improve the solution space exploration
further, wishing that if there is no good solution in the neighborhood of
the worst solution then there is no possibility of getting stuck in its local
neighborhood. This worst solution is updated according to the following
update equation

S(xt+1
i ) = gt∗ + ε2(gt∗ − xtworst) (4.8)

where S(xti) ∈ Rd, ε2 is drawn from a uniform distribution in [0,1] and xti =
xtworst for some i is the current worst solution in the objective space. This
worst solution is determined on the basis of the single composite objective
values determined by Eq. (4.5). Therefore, we update the worst solution
from the current iteration by using the best solution gt∗ and by trying to
explore the solution space between the best and the worst solution. If the
worst solution and the best solution are in the local neighborhood of each
other, we will end up exploring the same neighborhood. On the contrary, if
the worst solution is not in the local neighborhood of the best solution in the
solution space, we will not get stuck in its local neighborhood by performing
local pollination on the worst solution.

Algorithm 1 presents the initialization phase of the proposed binary
multi-objective flower pollination algorithm for SPM-Allocation. Initially,
we define the objectives (Line 1) which need to be optimized. We have con-
sidered WCET (f1(x)) and Energy consumption (f2(x)) as our objectives.
Then, we initialize the initial population (Lines 2-8). We initialize a solution
within the population by randomly placing basic blocks in SPM. We check if
the initialized solution satisfies the SPM size constraint. If not, we repair this
solution by removing a basic block at a time until it satisfies the constraint.
Repairing of the solution is performed at this stage so as to avoid performing
jump correction or further down the line WCET and energy analysis on a
solution which does not even satisfy SPM size constraints. Performing jump
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Algorithm 1 Pseudo code of the initialization phase of the proposed Flower
Pollination Algorithm based Optimization Framework
1: Objectives min f(x) = (f1(x), f2(x)) where f1(x) = WCET(x) and
f2(x) = Energy(x).

2: for i = 1 : n do
3: Initialize a pollen or solution by randomly allocating basic blocks in

SPM.
4: while

∑d
j=1Bjxij − SSPM ≥ 0 do

5: Repair solution by removing a basic block from SPM.
6: end while
7: Perform jump correction for the initial population.
8: end for
9: Evaluate the initial population by doing WCET and energy analysis.

10: Calculate the composite single objectives. Find the best and worst solu-
tion gt∗ and xtworst, resp., in the initial population.

11: Define the switch probability p ∈ [0, 1].
12: Define the decision maker or the stopping criteria such as maximum

number of iterations.
13: Initialize λ used in standard gamma function.

correction, WCET analysis and energy analysis is rather time consuming
compared to checking if the SPM size constraint is satisfied. Once we ini-
tialize a solution, we perform jump correction on this solution and the initial
population is further evaluated by performing WCET and energy analysis
(Line 9).

As our problem is a multi-objective optimization problem, we will use the
weighted sum approach to calculate composite single objectives and find best
and worst solutions gt∗ and xtworst, respectively, from the initial population
(Line 10). Composite single objectives are calculated by using Eq. (4.5),
where wo are non-negative weights as defined before. To get the Pareto front
approximately with solutions uniformly distributed on the Pareto front, we
can use random weights wo, which can be drawn as

wo =
vo∑s
o=1 vo

(4.9)

where vo are random numbers drawn from a uniform distribution [0, 1].
By dividing vo with

∑s
o=1 vo, we are normalizing wo so that the condition∑s

o=1wo = 1 is satisfied. After calculating a composite single objective for
each solution or pollen from the population, we can find the best solution gt∗
and the worst solution xtworst out of the population at each iteration t.

We also define the switch-probability p ∈ [0, 1] to switch between the local
pollination and the global pollination and define stopping criteria. Here,
we are using m as the maximum number of iterations or generations as a
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stopping criterion (Lines 11-12). We also initialize λ used in standard gamma
function (Line 13).

Algorithm 2 presents the proposed binary multi-objective flower polli-
nation algorithm for SPM allocation. We initialize Algorithm 2 by using
Algorithm 1 (Line 1). Lines 2-25 are the main loop of the proposed opti-
mization process. For each iteration of the population and for each solution
or pollen within the population, we check if the solution is the worst solution
of the current iteration of the population. If the current solution is the worst
solution, then we draw ε2 from a uniform distribution in [0, 1] and by using
Eq. (4.8), we update the worst solution (Lines 4-6). If the current solution
is not the worst solution, we choose to do global or local pollination based
on the switch-probability p (Lines 7-14).

We perform global pollination (Lines 8-9) to update the current popula-
tion by using Eq. (4.1). For performing global pollination, we need to draw
L > 0 (Line 8) from a Lévy distribution

L ∼ γΓ(λ)sin(πλ/2)

π

1

s1+λ
, (4.10)

where Γ(λ) is a standard gamma function, and the above-mentioned dis-
tribution is valid for large steps s > 0. One of the most efficient ways to
draw such random numbers which obey this Lévy distribution described in
[Yan12] is by using Mantegna’s algorithm [Man94].

Algorithm 3 describes how to draw a d-dimensional step vector L >
0 from a Lévy distribution. First of all, we find the values of standard
gamma functions Γ(λ), Γ(1+λ), and Γ((1+λ)/2) (Line 1 of Algorithm 3) by
using the value of λ that we initialized beforehand (Line 13 of Algorithm 1).
These standard gamma functions are used to find the variance σ2 (Line 2 of
Algorithm 3) given by

σ2 =

{
Γ(1 + λ)

λΓ[(1 + λ)/2]
.
sin(πλ/2)

2(λ−1)/2

}1/λ

(4.11)

We define two Gaussian distributions N(0, σ2) with a zero mean and
a variance of σ2 and N(0, 1) with zero mean and variance of 1 (Line 3 of
Algorithm 3). Then, we initialize a d-dimensional vector L (Line 4 of Algo-
rithm 3).

The step size s is calculated by drawing two random variables U and V
from the previously defined Gaussian distributions (Line 6 of Algorithm 3).

s =
U

|V |1/λ
, U ∼ N(0, σ2), V ∼ N(0, 1), (4.12)

By using this calculated step size s, we calculate a single entry Li of
the d-dimensional step vector by using Eq. (4.10) (Line 8 of Algorithm 3).
Therefore, we draw a d-dimensional step vector L > 0 which obeys a Lévy
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Algorithm 2 Pseudo code of the proposed Flower Pollination Algorithm
based Optimization Framework
1: Initialize by using Algorithm 1.
2: while t < m do (m = maximum number of iterations)
3: for i = 1 : n do
4: if i = iworst then
5: Draw ε2 from a uniform distribution in [0, 1].
6: Update worst solution via;

S(xt+1
i ) = gt∗ + ε2(gt∗ − xtiworst

)

7: else if rand < p and i 6= iworst then
8: Draw L (a d-dimensional step vector) obeying a Lévy distri-

bution by using Algorithm 3.
9: Do global pollination using Eq. (4.1);

10: else
11: Draw ε1 from a uniform distribution in [0, 1].
12: Find xtN1

and xtN2
.

13: Do local pollination using Eq. (4.2);
14: end if
15: for j = 1 : d do
16: Calculate P(S(xtij))
17: Assign binary value to xtij
18: end for
19: Perform Jump correction and check if it satisfies SPM constraints.

If not, repair the solution before performing next steps of evaluation.
20: Evaluate the updated solution by doing WCET and energy anal-

ysis.
21: Calculate the composite single objectives.
22: If the updated solution has better objectives, update them in the

new generation.
23: end for
24: Find the best and worst solution gt∗ and xtiworst

, resp., in the updated
population.

25: end while
26: Output the Pareto-optimal solutions from the final population.
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Algorithm 3 Pseudo code to draw a d-dimensional step vector obeying Lévy
distribution
1: Find values for Γ(λ), Γ(1 + λ), and Γ((1 + λ)/2).
2: Find variance σ2 using Eq. (4.11).
3: Define two Gaussian distributions N(0, σ2) and N(0, 1).
4: Initialize a d-dimensional vector L.
5: for i = 1 : d do
6: Draw two random variables U ∼ N(0, σ2) and V ∼ N(0, 1)
7: Calculate step size s using Eq. (4.12).
8: Calculate Li by using Eq. (4.10).
9: end for

distribution by iterating and drawing two random variables U and V d times.
The Gaussian distribution is dependent on the value of λ which is fixed
through all the generations of the Flower Pollination Algorithm. We can,
therefore, define the two Gaussian distributions as shown in Algorithm 3, or
we could also define them in the initialization phase in Algorithm 1. Then, we
use the update equation Eq. (4.1) to update current solution by performing
global pollination (Line 9 of Algorithm 2).

We perform local pollination to update the current population by using
Eq. (4.2) (Lines 11-13). For performing local pollination, we need to draw
ε1 from a uniform distribution in [0, 1]. Furthermore, the neighboring solu-
tions xtN1

and xtN2
in Eq. (4.2) are found by iterating through the current

population of solutions, i.e.,

xtN1
= arg min

p

∥∥xti − xtp∥∥1
(4.13)

where i is the current solution which is being updated, p = 1, 2, . . . , n and
p 6= i and

xtN2
= arg min

q

∥∥xti − xtq∥∥1
(4.14)

where q = 1, 2, . . . , n and q 6= p 6= i. By taking arg min of the 1-norm
of the difference between the binary vector solutions, i.e., current pollen i
and the other pollens in the population, we are finding the solutions in the
neighborhood of the solution i.

Fig. 4.1 shows an example for the selection of solutions in the neighbor-
hood for local pollination. Let us consider, for example, a two-dimensional
continuous-valued solution space represented in the figure. All the dots rep-
resent solutions for the current iteration t in that solution space. We consider
a solution xti, represented by the red dot in the figure, as a candidate for local
pollination. Then, by first using Eq. (4.13), we calculate the 1-norm, i.e., the
sum of the amounts of the components of a vector, of the difference between
the candidate solution xti and remaining other solutions. Taking the arg min
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Figure 4.1: Selection of solutions in the neighborhood for local pollination.

presents us with the solution xtN1 (represented by a green dot) in the imme-
diate neighborhood of the candidate solution xti. Similarly, we can find xtN2

(represented by a blue dot) by using Eq. (4.14), where we exclude solution
xtN1 while taking the arg min over the 1-norms. The dotted squares around
solution xti in the figure represent the neighborhoods of xti within which the
solutions xtN1 and xtN2 lie.

After finding two solutions in the immediate neighborhood of the current
solution, we can perform local pollination by using Eq. (4.2) which mimics
the behavior of a local random walk.

As we deal with a binary decision vector, we convert the updated solu-
tion that lies in the continuous-valued search space S(xti) ∈ Rd to a binary
decision vector xti ∈ {0, 1}d (Lines 15-18). In our optimization problem, we
require a binary solution vector which encodes the decision of putting a cer-
tain basic block in SPM or in Flash memory. Therefore, by using Eq. (4.3)
and Eq. (4.4), we will restrict our updated solutions to binary-valued vectors.
We again check if the updated solution satisfies the SPM size constraint, if
not, we will repair that solution. If the updated solution satisfies the con-
straint, we perform jump correction on it and evaluate the newly updated
solution by performing WCET and energy analysis (Lines 19-20). After
evaluating the objective values, we calculate the composite single objectives
using Eq. (4.5). If the new updated solution is better than the previous in-
dividual, we will update the new individual within the population. Finally,
we again find the best solution from the updated population to use it for
the next generation. The loop of evaluation, composite single objective, se-
lection of the worst and the best solution, updating to a new population by
using the worst solution or global pollination or local pollination is executed
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a certain number of times. A stopping criterion or a decision maker is pre-
defined so that this loop is terminated after the stopping criterion is met. In
our case, we have defined m, i.e., the maximum number of iterations, to be
the stopping criterion.

4.6 EA Based Optimization Framework

This section describes the Evolutionary Algorithm used as a reference for
our Flower Pollination Algorithm based multi-objective optimization. The
evolutionary approach used here is based on the algorithm described in
[GH88, Zit99]. We consider a population consisting of individuals xti ∈
{0, 1}d where t = 1, 2, . . . , n, similar to the case of FPA. This population
is initialized in a similar manner as we did in FPA. We place each basic
block in either SPM or in Flash memory. If the SPM size constraint is not
satisfied, we repair the individual by removing one basic block at a time
from SPM until SPM memory is not overflowing. We initially perform jump
correction after the individual satisfies the constraint and perform an initial
evaluation by performing WCET and energy analysis on the initial popula-
tion. A fitness value is assigned to each individual based on the WCET and
energy consumption values which are achieved from these analyses. In the
selection process, individuals with low fitness values are discarded and the
solutions with high fitness values are reproduced.

A process of recombination and mutation within the Evolutionary Algo-
rithm aims at the generation of new individuals within the search space. A
crossover between parent individuals is carried out to create a certain num-
ber of children individuals by recombining parents. A user-defined crossover
probability is associated with this operation to mimic the stochastic nature
of evolution. On the other hand, mutation considers a single individual and
makes changes in small parts of the individual vector based on a given mu-
tation rate. Further, we check the newly formed individuals if they fulfill the
SPM size constraint and then we perform jump correction on the individual
to repair the control flow graph. Finally, we performWCET and energy anal-
ysis on the newly formed individual to find the fitness value of individuals.
This loop consisting of evaluation, selection, recombination and/or mutation
is executed a number of times. In our case, a stopping criterion or a deci-
sion maker is defined as the maximum number of iterations. We have used
the same stopping criterion for both Evolutionary Algorithm and Flower
Pollination Algorithm based optimizations, i.e., the maximum number m of
optimization iterations.
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4.7 Evaluation

The following evaluations are conducted using the WCC compiler frame-
work for an ARM-based architecture (cf. Deliverable D3.1). All optimiza-
tion problems were solved on a dual CPU Intel XEON server running with
96 GB RAM Ubuntu 18.04.1 LTS. Each CPU consists of 10 cores with a
nominal speed of 2.30 GHz. Absint’s aiT 18.04 is a WCET analyzer which is
integrated within the compiler and is used for static WCET analysis during
optimization. For obtaining the energy values, we used the energy analyzer
which is integrated within the compiler. However, in order to calculate the
energy consumption of a software program, the execution frequencies of in-
dividual code fragments must be taken into account. To serve this purpose,
the cycle-true instruction set simulator Synopsys CoMeT is integrated within
the compiler. Within the compiler, this simulator is invoked to produce a
runtime profile. That contains average-case execution statistics about how
often individual pieces of the binary are executed. These statistics are fur-
ther combined with the available energy data so that in the end the energy
consumption of different assembly code blocks and also for the considered
memories is available within the compiler for our proposed optimization. A
timeout value of 72,000 seconds is set so that the optimization is terminated
if we do not find the solution within the set time limit.

For the FPA-based multi-objective optimization, we used the following
parameter values. The switch-probability between the local and the global
pollination is set to p = 0.8, because the probability of local pollination in
nature is always higher compared to global pollination. A parametric study
was carried out in [YKH14] and [RYDSP15] which stated that λ = 1.5 and
a scaling factor γ = 0.1 works well for most of the cases. The population
size considered is n = 30 and the maximum number of iterations is set to
m = 200. The MRTC benchmark suite [GBEL10] with loop bound anno-
tations from the TACLeBench project [FAH+16] was used for evaluation
purposes. The proposed FPA-based optimization is compared against EA-
based optimization within the compiler. The criteria like population size
and the maximum number of iterations are kept the same for the EA-based
optimization, for the sake of a fair comparison. The considered mutation
probability is 0.2, because the probability of mutation is lower compared to
crossover. A multi-bit mutation strategy for the mutation stage and a single-
point crossover for the crossover stage is used in the evolutionary algorithm.
Also, the optimization flag -O2 of the WCC compiler is applied while com-
piling, which enables several ACET-oriented compiler optimizations.

Fig. 4.2 shows the comparison between the compilation time required for
each algorithm to finish the optimization and get the final results. We have
compared the compilation time required by the Evolutionary Algorithm with
two versions of Flower Pollination Algorithm. The first one is the original
Flower Pollination Algorithm which is described in Section 4.3 [Yan12]. The
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Figure 4.2: Comparison of compilation times required for the New (modi-
fied) FPA based approach, original FPA based approach and Evolutionary
Algorithm based multi-objective optimization.

second FPA version is the advanced Flower Pollination Algorithm that uses
the novel update equation Eq. (4.8) in order to improve convergence by using
the worst solution from a certain generation. All results are given in CPU
seconds. The observed compilation times range from 78.2 s (fibcall, New
FPA) up to 37,677.6 s (qurt, EA). Due to these large variations, the y-axis
of Fig. 4.2 is scaled logarithmically.

From Fig. 4.2, we can see that the compilation time required by the
Evolutionary Algorithm based approach is higher than the compilation time
required by both Flower Pollination based approaches. There are only two
benchmarks (jfdctinit and insertsort) where the original FPA required
higher compilation time compared to EA. But even in those cases, our novel
FPA outperformed both of them. It can also be seen that our advanced
Flower Pollination Algorithm shows promising results, since its compilation
times are lower than those of classical FPA in most of the cases. Our evalu-
ation reveals that the compilation time required for the original FPA-based
multi-objective SPM allocation is on an average 46.9% less when compared
to the EA-based approach. On the other hand, our newly proposed FPA
approach takes 60.59% less compilation time on an average when compared
to EA-based multi-objective SPM allocation. Over all benchmarks, the orig-
inal FPA approach required an average compilation time of 11,378.3 s. The
use of our improved update equation reduces this average compilation time
down to 8,377.9 s which corresponds to an average decrease by 26.4%.

Furthermore, Fig. 4.2 shows two benchmarks (minver and petrinet)
for which the EA-based optimization was unable to find a valid scratchpad
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Figure 4.3: Comparison of WCETs obtained from the New (modified) FPA
based approach, original FPA based approach and Evolutionary Algorithm
based multi-objective optimization.

allocation. This is because of the fact that the evolutionary algorithm ran
into the aforementioned timeout. However, both FPA-based optimizations
were able to find a solution within this time limit, with our advanced FPA
approach again outperforming classical FPA by up to 31% for petrinet.

Likewise, Figures 4.3 and 4.4 show the comparison between the WCET
and energy values of the final solutions obtained after the various SPM allo-
cation optimizations, resp. The diagrams show that the solutions obtained
by all the optimization approaches have a very similar quality – there are
only very minor deviations of a few WCET and energy values. The bs bench-
mark resulted in the lowest WCET value of 395 clock cycles and and energy
consumption of 2,655 nJ using our novel FPA optimization. In contrast, the
crc benchmark gave the highest WCET value of 222,741 clock cycles while
performing EA-based optimization and a highest energy consumption value
of 943,870 nJ while performing FPA-based optimization.

The maximal deviation of WCET values has been observed for crc. Here,
the EA produces a final solution with a WCET of 222,741 clock cycles, while
the WCET achieved by our new FPA amounts to 219,372 clock cycles. Thus,
the WCET values deviate by 3,369 clock cycles only which amounts to 1.5%
for crc. On average over all considered benchmarks, the WCETs deviate by
only 1.6%.

In terms of energy consumption, the expint benchmark shows the largest
absolute deviation by 36,110 nJ which corresponds to 3.8% when comparing
FPA-based with EA-based optimization. On average over all benchmarks,
the observed energy values deviate by only 2.6%. Overall, the deviations
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Figure 4.4: Comparison of Energy Consumption obtained from the New
(modified) FPA based approach, original FPA based approach and Evolu-
tionary Algorithm based multi-objective optimization.

between EA and FPA in terms of optimization quality can thus be considered
negligible. Therefore, we conclude that our novel FPA-based multi-objective
optimization approach achieves the same quality of solutions compared to
well-established optimization algorithms, but in significantly less compilation
time.
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Chapter 5

Security-Aware Optimization

5.1 Introduction

Side-channel attacks (SCA) are a major threat to today’s security-critical
systems (developed in Section 5.2). Instead of exploiting the weaknesses
of cryptographic algorithms, side-channel attacks exploit physical character-
istics of a system (e.g. execution time or power profile), to obtain secret
information.

Some of the SCA countermeasures can be applied at the software level.
In the industry, for security critical systems, countermeasures are usually
applied manually by an expert in the assembly code. Some cryptographic
libraries, such as OpenSSL1 and NaCl2, implement side-channel countermea-
sures at the source code level. Therefore, the compilation is usually applied
without any optimization in order to not break those high level counter-
measures. In addition, the idea of using compiler-based techniques to apply
side-channel countermeasures is relatively new (see Section 5.3).

The TeamPlay approach consists on automatically applying countermea-
sures to mitigate side-channel vulnerabilities from source code annotations
(see Section 5.5). On the one hand, the security transformations will be
applied in order to increase their security level, while meeting the energy
and time constraints defined by the developer. On the other hand, the op-
timizations developed within TeamPlay will preserve the security properties
of the program. In this deliverable, we will present a security time-padding
transformation that aims at mitigating information leakage through time
(see Section 5.6).

1https://www.openssl.org/
2https://nacl.cr.yp.to/
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5.2 Background

This section will provide background and concepts about side-channel at-
tacks. In subsection 5.2.1, we will define the main types of SCA. In sub-
section 5.2.2, we will introduce the general classification of countermeasures
against side channel attacks. As our current work regarding security coun-
termeasures is so far focused on timing leakages, subsection 5.2.3 details
the main causes of information leakages through time, and subsection 5.2.4
details techniques to mitigate timing side channels.

5.2.1 Side-channel attacks

Side-channel attacks exploits the information leaked by physical aspects of a
system (execution time, power profile, electromagnetic radiation) to obtain
information about secret data. We focus our work on side channel attacks
through time and power. The most well-known type of side-channel analysis
are:

• Timing analysis (TA) [Koc96] uses the timing leaks caused by the
control flow of a program or memory accesses (e.g. cache attacks).

• Simple Power Analysis (SPA) [KJJ99] consists on observing the evolu-
tion of power consumption over the time. It is used when distinguish-
able operations are performed on a secret key bit by bit, and requires
a few number of measurements.

• Differential Power Analysis (DPA) [KJJ99] is a more advanced form
of power analysis, which exploits biases in varying power consumption
of microprocessors (or other hardware devices) while performing op-
erations using secret keys. This attack allows an attacker to compute
the intermediate values (which are related to secret key information)
within cryptographic computations through statistical analysis of data
collected from multiple cryptographic operations

• Correlation Power Analysis (CPA) [BCO04] uses the Pearson corre-
lation coefficient between the Hamming distance and the measured
power samples.

A more detailed description of those attacks is given in deliverable D4.1
“First Report on Architecture-Level Energy Usage, Timing and Security
Modeling” and deliverable D4.3 “Report on Energy, Timing and Security
Modeling of Complex Architectures”.

5.2.2 Side-channel countermeasures classification

Side-channel countermeasures could be classified as follow:
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• Hiding techniques aims at reducing the information leakage. This can
be done by inserting noise instructions, in order to reduce the link
between the observable behaviour of the program and the sensitive
data [BCHC18].

• Masking techniques [Mes00, ISW03] aims at randomizing the informa-
tion being leaked. It consists of adding one or more (masking order)
random values, called masks, to each sensitive intermediate variable.

In this document, we will focus mainly on hiding techniques.

5.2.3 Information leakage through time

Observing the execution time of a program can reveal information about
sensitive data such as a private key. This happens when the execution time
of a program depends on a private key. The main causes of timing leakages
are [GYCH18, CVDBDS09]:

• The control flow of the program depends on the secret key.

• The sequence of memory accesses depends on the secret key.

At this stage, our focus is on the timing leakages resulting from the
control flow of a program. A key-dependent control flow can be caused by:

• Conditionals where the condition depends on the key, hereafter referred
as critical conditionals,

• Loops where the number of iterations depends on the key.

5.2.4 Timing attacks countermeasures

Constant-time programming is a well-known discipline where the control flow
of a program and the sequence of memory accesses should not depend on
secret data. It consists in a set of programming rules, such as not branching
on secret variables. Work has been done to formally define constant-time
programming and verify constant-time implementations [ABB+16].

Critical conditionals can leak information about the secret variable when
the timing behaviour of both branches can be distinguished.

Regarding timing side-channels, the most well-known hiding techniques
are:

• Cross-copying (CC) [Aga00] pads the branches of critical conditionals
using dummy statements in order to equalize the timing behaviour of
the branches,

• Conditional Assignment (CA) [MPSW05] removes the critical condi-
tionals,
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• Transactional branching (TB) [BRW06] all the branches of critical con-
ditionals contain the same sequence of instructions, and abort depend-
ing on the condition.

Those techniques have been implemented at the source code level and
evaluated [MS15], taking into account the mitigation of information leakage
through time and their impact on the overheads.

5.3 Related work

There exist many countermeasures to mitigate side channel attacks, both
at the hardware level and at the software level. The countermeasures can
target a specific algorithm such as RSA (e.g. OpenSSL3 and NaCl4 proposed
constant-time implementation of RSA). In the general case, constant-time
policies rely on the developer, and put a lot of constraints on her/him. Fur-
thermore, the security properties of a source code are not always preserved
during the compilation.

5.3.1 Level of abstraction

A compiler is a tool that translates a code written in a source language
to a target language. Today’s compilers (such as GCC5 or LLVM6) are
likely to have several intermediate representations slates,. Thus, they apply
several translations from one language to another. It is then challenging to
guarantee that the security properties of a program are preserved throughout
the compilation process.

In that sense, high level countermeasures can be damaged during the
compilation process. A program from a verified constant-time source code
[ABB+16] may still leak information through time. That is why a constant-
time programming policy is usually coupled with automatic verification tools.
For instance, Barthe et al. [BGL18] proposed a method to verify that a
compilation pass preserves the constant-time countermeasure.

5.3.2 Automated transformations

Usually, software-based side-channel countermeasures are applied by hand,
and relies on the developer or security expert. This can be done either at
the source level, which can be a problem for code readability and for the
preservation of the countermeasures through the compilation process as seen

3https://www.openssl.org/
4https://nacl.cr.yp.to/
5http://gcc.gnu.org/
6https://llvm.org/
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in subsection 5.3.1, or in the assembly code, which requires additional exper-
tise. Therefore, there is a strong motivation for automating the application
of side-channel countermeasure.

Previous work has been done using compiler-based techniques to auto-
matically apply side-channel countermeasures. Agosta et al. [ABMP13] de-
veloped a compiler-based tool that automatically protects softwares against
Power Analysis Attacks. They identify the instructions that are most vulner-
able to power side-channel attack using a Security Data Flow Analysis, and
protect the ones involving sensitive data by automatically applying masking
countermeasures. Belleville et al. [BCHC18] implemented hiding techniques
using runtime code polymorphism to protect software components against
side-channel attack. Their tool can perform several transformations, namely
register shuffling, instruction shuffling, use of semantic variants, and inser-
tion of noise instructions.

Regarding timing attacks, Fell et al. [FPL19] implemented an LLVM
pass to automatically apply Conditional Assignment (see subsection 5.2.2),
and to insert Custom Instructions with a pseudo-random execution time.
The authors in [WGSW18] proposed transformations that apply conditional
statements standardization, instructions replacement with constant-time in-
trinsic and look-up tables precharging. The resulting programs are guaran-
teed to be free of both instruction and cache timing leakages. Braun et al.
[BJB15] proposed architecture-specific countermeasures to mitigate timing
and cache side channels. One of the techniques described is called safe time
padding, and prevents the leakages due to naive padding of loops by adding
a timing randomization step. This technique is applied automatically to
protected functions based on user-annotations.

5.4 Motivating example

In this section we introduce an implementation of modular exponentiation,
in order to illustrate the security toolchain (see Section 5.5), and more specif-
ically the time-padding transformation described in Section 5.6.

5.4.1 Modular exponentiation by squaring

Modular exponentiation is used in several cryptosystems, such as RSA [RSA78].
Listing 5.1 is a C implementation of the square and multiply algorithm. Let
k be a secret variable. The modular exponentiation returns x = ak mod n.

This implementation is traditionally used to show how to retrieve the
value of k using Simple Power Analysis (SPA), described in subsection 5.2.1.
This attack will not be described in this deliverable, as power side-channel
attacks are unrelated to our current work. Instead, we will show that this
implementation is also leaking information through time in subsection 5.4.2.
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i n t modularExp ( i n t a , unsigned i n t k , i n t n)
{

i n t x = 1 ;
f o r ( i n t i = 8∗ s i z e o f ( i n t ) − 1 ; i >= 0 ; i−−)
{

x = x∗x % n ;
i f ( ( k >> i ) & 1) {

x = x∗a % n ;
}

}
return x ;

}

Listing 5.1: Square and multiply implementation

5.4.2 Information leaked through time

In this subsection, we will show that, under certain conditions, the Hamming
Weight of the secret key k can be obtained from the execution time of the
program introduced in subsection 5.4.1. The Hamming Weight of the secret
key is the number of bits that are set in its binary representation.

Information about the secret key can also be obtained by measuring only
the execution time of the program. Indeed, there is a critical branching, i.e.
a conditional branching on secret data, where one branch takes more time
than the other one. Let’s consider a key k of a given size l. Let t1 be the
execution of one iteration of the for loop when the condition is true, and t2
when the condition is false. For simplicity, we assume in this section that t1
and t2 are constants. Let t be the execution time of the whole loop, then:

t = HW (k) t1 + (l −HW (k))t2 (5.1)
= HW (k) (t1 − t2) + l × t2
= C1 ×HW (k) + C2 (5.2)

where C1 = t1 − t2 and C2 = l × t2.
So, the execution time of the for loop is a linear function of the Hamming

Weight of the key. This means that, with our assumptions (t1, t2, a, and
n constant, and knowing the length of the key), an attacker would be able
to obtain the Hamming Weight of the secret key by analyzing the execution
time of the program.

Eq. (5.2) has been verified experimentally for a and n constant (see sub-
section 5.7.2 p.57).

5.5 Security toolchain

This section introduces the TeamPlay security toolchain.
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Fig. 5.1 shows the intended security toolchain.

1. The Source Code Annotations allows to express the security properties
of a software.

2. The SecurityOptimiser will apply compiler-based optimizations in or-
der to mitigate the software vulnerabilities. For the time being, we fo-
cus on applying side-channel countermeasures to sensitive code-blocks.

3. The DataCollector will analyse a software in order to produce a Se-
curity Exchange (SE) file containing data about (tainted) variables,
execution times and power profiles associated with different values of
the input.

4. The SecurityQuantifier will use the data of the Security Exchange (SE)
file in order to compute the security metrics associated to a code block,
and will feed the Non-Functional Properties (NFP) file.

CSL
Code

REEL
Code

High-Level
Internal Representation

Low-Level
Internal Representation

Assembly
Code

+
Non-Functional
Properties File

SecurityOptimiser

Code
Variant

+
Non-Functional
Properties File

DataCollector

Security Exchange
(SE) file

SecurityQuantifier

WCC SecurityAnalyser

Figure 5.1: Security Toolchain

5.5.1 Source Code Annotations

In the context of TeamPlay, two Domain Specific Languages (DSLs) will be
used to annotate the code at the C-level:

• CSL annotations will be written by the programmer to express and
manipulate the non-functional properties of the software. In particular,
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the developper will annotate the sensitive code blocks and the secret
variables.

• REEL annotations will be generated from the CSL annotations to pro-
vide the information required by the tools. In particular our security
tools will require to know the beginning and ending of sensitive code
blocks, and which variables are secret.

In the C code (in Listing 5.2) computing the exponentiation, the Team-
Play primitive teamplay_security_level_time assigns to the variable
exp_sec_time the value for the security level against time side-channel at-
tacks:

__teamplay_security_time_sca ( exp_sec_time )
{

i n t x = 1 ;
f o r ( i n t i = 8∗ s i z e o f ( i n t ) − 1 ; i >= 0 ; i−−)
{

x = x∗x % n ;
i f ( ( k >> i ) & 1) {

x = x∗a % n ;
}

}
return x ;

}
__teamplay_assert ( exp_sec_time >= 60) ;

Listing 5.2: Square and multiply with TeamPlay Primitives

The primitive teamplay_assert is a query, that returns true or false
whether or not the contract exp_sec_time >= 60 is met. This security level
will be evaluated by the SecurityAnalyser, and attached to a binary.

5.5.2 SecurityOptimiser

Security transformations are implemented into WCC. Each security trans-
formation aims at increasing a security level defined in the CSL, and has an
impact on the program overhead. In addition, optimizations that aims at
reducing the execution time or energy consumption of a program can make
it more vulnerable against side-channel attacks. The SecurityOptimiser aims
at selecting the security transformations in a way to meet the constraints (se-
curity level, execution time, energy consumption) defined at the CSL level.
A time-padding transformation to mitigate timing side channel is being de-
veloped, and will be described in Section 5.6.

5.5.3 DataCollector

The DataCollector will collect the data, such as execution times or power
profiles, from external tools. This data is required by the SecurityQuantifier
(subsection 5.5.4) to compute the security levels.
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One example of security metric could be the time_corr associated with
a code block (defined in deliverable D4.3 “Report on Energy, Timing and
Security Modeling of Complex Architectures”). The time_corr measures
the correlation between different execution times for different values of secret
variables. In order to compute it, we need several execution times associated
with different values for the public and secret variables. As dealing with all
possible values for the variables is not tractable in the general case, we will
use samplings (i.e. partial exploration of the space of the possible values for
the input variables).

5.5.4 SecurityQuantifier

The SecurityQuantifier is a tool independent from WCC, which aims at
evaluating security levels/metrics of a binary, or code blocks. The metrics to
be computed are described in deliverable D5.5 “Report on Energy-Efficient
Software Engineering Methodology and Roadmap”. It takes as inputs timing
values and power profiles of the program for different set of input values,
secret and public. (see deliverable D4.3 “Report on Energy, Timing and
Security Modeling of Complex Architectures”).

5.6 Security time-padding transformation

Padding is a common compilation technique that is used for multiple pur-
poses (e.g. equalization of the size of binaries). In the TeamPlay project, we
implement a time-padding technique for a security purpose: to obtain time
equalization. We define time equalization as making the execution time of a
program independent of secret variables.

This section will describe the security time-padding transformation im-
plemented in WCC. We will first give an overview of the intended transfor-
mation (subsection 5.6.1). Then, we will describe the components that have
already been implemented, namely the Simple if statement recognition (sub-
section 5.6.2) and the time equalization of basic blocks (subsection 5.6.3).

Our transformation has been tested on the implementation of the square
and multiply algorithm introduced in Section 5.4. It mitigates the timing
leakage caused by the critical conditional by making the execution time of
both branches closer.

5.6.1 Overview of the transformation

The time-padding transformation implements hiding techniques to mitigate
timing side channel attacks (see subsection 5.2.1). The time-padding trans-
formation is implemented as a low-level optimizations in WCC. It identifies
patterns leaking private information through time in the control-flow of the
program.
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Our transformation is applied to a low-level intermediate representation
(LLIR), in order to take into account physical characteristics of the final
program (e.g. execution time of dummy instructions). The transformation
is applied to the WCC’s Low-Level IR (ICD-LLIR [Inf10b]), which represents
assembly code. It includes various assembly-level analyses and optimizations
(see citeD31 for a more detailed description). The transformation relies on
external tools to obtain timing data (see subsection 5.6.3).

When branching on secret variables, the transformation inserts dummy
instructions (i.e. instructions that do not impact the behaviour of the pro-
gram) in order to equalize the Average-Case Execution Time (ACET) of both
branches.

5.6.2 Simple if statement recognition

Branching on secret can leak information when the two branches have a
different timing behaviour. In order to balance the two branches at low
level, we need to first identify what corresponds to an if-then or if-then else
statement in the low-level representation of WCC. For the moment, we begin
with the simple if-then and if-then-else case, when the then and else parts
consist in only one basic block (BB), as shown in Fig. 5.2 and Fig. 5.3.

In the if-then-else case (Fig. 5.3), the ACET of each branch will be es-
timated as described in subsection 5.6.3. The transformation will insert
dummy instructions in the branch with the lowest ACET in a way that
makes both ACETs close.

In the if-then case (Fig. 5.2), the transformation inserts an empty basic
block and modify the control-flow of the program in a way to bring us back
to the simple if-then-else case.

5.6.3 Time equalization of Basic Blocks

The time-padding transformation uses previous work done in WCC to es-
timate the ACET of a program. WCC can attach ACET information to
ICD-LLIR elements (functions, basic blocks, etc.) during the compilation
process. This is done by generating a temporary binary, and profiling it
using the CoMET simulator [Syn]. So far, we are only using dummy MOV
instructions (MOV R0 R0).

To equalize the ACET of two basic blocks, BB1 and BB2, we get their
ACETs, t1 and t2. If t1 is smaller than t2, and conversely in the other case,
we will insert dummy instructions in BB1 in a way to make t1 as close to t2
as possible.
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BB if

BB then

BB next

Figure 5.2: Simple if-then state-
ment in the low-level CFG

BB if

BB then BB else

BB next

Figure 5.3: Simple if-then-else
statement in the low-level CFG

5.7 Experiments

The implementation of the time-padding transformation has been tested
by compiling the C code Listing 5.1 described in Section 5.4 p.50 target-
ing ARM7TDMI, as the ACET estimation in WCC is supported for this
platform. In subsection 5.7.1, we will test the time-padding transformation
by comparing the assembly code generated by WCC with and without the
time-padding transformation. In subsection 5.7.2, we will verify the model
proposed in Section 5.4, and do a first evaluation of the time-padding trans-
formation.

5.7.1 Assembly code generated by WCC

Listing 5.3 corresponds to the assembly code generated by WCC without
applying security transformations. Listing 5.4 corresponds to the code gen-
erated by WCC when applying the time-padding transformation.

The transformation has identified the if-then structure represented in
Fig. 5.2, with:

• _tmp_0pOgLm.s.L3 as BB_if

• _tmp_0pOgLm.s.L3_S1 corresponding to BB_then

• _tmp_0pOgLm.s.L4 corresponding to BB_next

Then, the transformation has inserted a new block and has modified the
control flow in a way to obtain a simple if-then-else structure as in Fig. 5.3,
_tmp_2vmuCO.s.L3_S2 being the BB_else.
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After this, a temporary binary is generated to be profiled calling the
CoMET simulator [Syn]. ACET information is attached to the then ba-
sic block (_tmp_0pOgLm.s.L3_S1 ), and from this, the tool computed the
number of dummy instructions to insert.

_tmp_tQ2Jjl . s . L3 :
l d r r2 , [ fp , #−20]
l d r r3 , [ fp , #−20]
mul r2 , r3 , r2
mov r3 , r2 , a s r #31
mov r1 , r3 , l s r #31
add r3 , r2 , r1
and r3 , r3 , #1
rsb r3 , r1 , r3
s t r r3 , [ fp , #−20]
mov r3 , #43520
add r3 , r3 , #170
or r r3 , r3 , r3 , a s l #16
l d r r2 , [ fp , #−16]
mov r3 , r3 , a s r r2
and r3 , r3 , #1
and r3 , r3 , #255
cmp r3 , #0
beq _tmp_tQ2Jjl . s . L4

_tmp_tQ2Jjl . s . L3_S1 :
mov r3 , #0
s t r r3 , [ fp , #−20]

_tmp_tQ2Jjl . s . L4 :
l d r r3 , [ fp , #−16]
add r3 , r3 , #1
s t r r3 , [ fp , #−16]

Listing 5.3: Assembly code of if-
then

_tmp_dsoCfH . s . L3 :
l d r r2 , [ fp , #−20]
l d r r3 , [ fp , #−20]
mul r2 , r3 , r2
mov r3 , r2 , a s r #31
mov r1 , r3 , l s r #31
add r3 , r2 , r1
and r3 , r3 , #1
rsb r3 , r1 , r3
s t r r3 , [ fp , #−20]
mov r3 , #43520
add r3 , r3 , #170
or r r3 , r3 , r3 , a s l #16
l d r r2 , [ fp , #−16]
mov r3 , r3 , a s r r2
and r3 , r3 , #1
and r3 , r3 , #255
cmp r3 , #0
beq _tmp_dsoCfH . s . L3_S2

_tmp_dsoCfH . s . L3_S1 :
mov r3 , #0
s t r r3 , [ fp , #−20]
b _tmp_dsoCfH . s . L4

_tmp_dsoCfH . s . L3_S2 :
mov r0 , r0
mov r0 , r0
mov r0 , r0
mov r0 , r0
mov r0 , r0

_tmp_dsoCfH . s . L4 :
l d r r3 , [ fp , #−16]
add r3 , r3 , #1
s t r r3 , [ fp , #−16]

Listing 5.4: Assembly code of
transformed if-then

5.7.2 A first evaluation

In the implementation of themodular exponentiation presented in Section 5.4,
we assumed that, with a given n, a, and key length l, the execution time was
depending only of the Hamming Weight of the key (Eq. (5.2)).

We tested this hypothesis by estimating the average execution time for
all the possible 8-bits keys, with a = 2 and n = 10. We obtained the
same result for all the keys with the same Hamming Weight, as expected.
Fig. 5.4 shows the average execution times estimated for all the 8-bits keys
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with a Hamming Weight of 4. The time is constant with and without the
time-padding transformation.

Once we ensured that all the execution time were constant for a given
Hamming Weight, we selected one key per Hamming Weight. We plotted
the execution time as a function of HW(k) with and without applying the
time-padding transformation (Fig. 5.5). Both functions are perfectly linear,
as expected in Section 5.4. The absolute value of the slope of the function
with time-padding is closer to 1 than without time-padding, in other words,
it is closer to be constant.

Note that the execution time of the modular exponentiation depends on
the values of a and l. So far, our transformation is not data-dependent, in
the sense the time-padding is performed for fixed values of public variables.

Figure 5.4: Execution time for keys with the same Hamming Weight

58



Figure 5.5: Execution time as a function of HW(k)
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Chapter 6

Conclusion

This deliverable reported on a first approach for optimal multi-criterial op-
timization using Integer-Linear Programming. This approach exploits the
fact that critical requirements in terms of time or energy that a system must
provably satisfy can be expressed as constraints within the ILP. Other rel-
evant requirements that are not critical but that contribute to a system’s
overall quality of service and that thus are also worthwhile being optimized
are modeled by the ILP’s objective function. This approach has been in-
vestigated for the simultaneous WCET-, schedulability- and energy-aware
optimization of multi-task applications. A first evaluation assuming a pre-
liminary processor architecture showed that this approach is highly effective
as it is able to guarantee schedulability for more than 70% of all task sets
featuring 6 or even 8 tasks. At the same time, reductions of energy con-
sumption by 30% were obtained on average for these task sets. Even better,
the runtimes of this ILP-based multi-criterial optimization turned out to be
very moderate – except a few outliers, solving the ILP usually requires only
a couple of minutes.

Metaheuristics like, e.g., Evolutionary Algorithms (EAs), are the de-facto
standard in the domain of multi-criterial optimization and design space ex-
ploration. Due to its novelty, a relatively recent metaheuristic called Flower
Pollination Algorithms (FPAs) has been examined and compared with EAs
in the context of this deliverable. This study showed that the quality of
the solutions produced by our WCET- and energy-aware FPA is absolutely
comparable to that of a classical EA – WCET values stemming from FPA
and EA deviate by only 1.6% on average, while the obtained energy values
deviate by only 2.6%. However, the compilation times required by FPA are
significantly shorter than those observed for the EA – average reductions
by 46.9% were achieved. We furthermore came up with an improved FPA
update equation such that the exploration of the solution space now bases
on characteristics of a generation’s best and worst solution. This advanced
FPA approach leads to a significantly faster convergence of the optimization
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algorithm, its average runtimes are reduced by another 26.4% compared to
classical FPAs.

Besides these formal investigations on on the quality and efficiency of dif-
ferent optimization methodologies, a compiler-based security- and average-
case execution time-aware optimization has been realized for the very first
time. By introducting additional instructions at carefully chosen security-
relevant places inside a program’s code, observable timing variations during
the execution of the program and thus, time-related side-channels are closed.
For this purpose, a security-oriented tool chain has been set up that consists
of a data collector gathering security-, time- and energy-relevant code prop-
erties, of a security analyzer and finally a security optimizer. The security
optimizer currently realizes time padding for conditional branches on se-
cret data. If security-relevant if-then or if-else constructs are identified at
the assembly code level, their then- and else-parts are extended by dummy
instructions such that both of them finally have the same average-case execu-
tion time. A first evaluation of this approach using a modular exponentiation
algorithm whose runtime depends on the Hamming weight of a secret key
shows that the time padding optimization is able to harmonize the resulting
execution times to be almost equal to a constant value.

In the context of task T3.2, we will investigate clustering techniques for
Evolutionary Algorithms (EAs) in the near future. Our preliminary studies
revealed that EAs suffer from a comparably poor runtime performance due
to large effort required for fitness evaluations of individuals. If these evalua-
tions are computationally demanding – which is true for the TeamPlay time
and energy analyses – it is not surprising that the runtimes of EAs become
very high. In order to counter this issue, individuals encountered during
the execution of an EA will be clustered such that individuals with similar
quality in the solution space are grouped. This way, only one representative
individual per cluster will require a costly fitness evaluation.

According to the TeamPlay work plan, task T3.3 continues by porting the
abovementioned optimizations to the Cortex-M0 and the LEON3 processor
architectures. Memory allocation optimizations like the ones described in
Chapter 3 and Chapter 4 always require a control flow correction stage that
ensures that branches from code residing in one memory still properly reaches
its target residing in a different memory. Fig. 6.1 shows a sample control flow
graph of a small exemplary program for LEON3. Assuming that a memory
allocation of the depicted program decides to move basic blocks A, B and E to
scratchpad memory while blocks C and D remain in Flash memory, the jump
from A to C may become invalid. Likewise, the proper execution of block E
after D would require the insertion of an explicit jump after SPM allocation.

There exist various scenarios under which such jumps across physically
different memory regions have to be corrected, and they naturally depend
heavily on the actual processor architecture. The implementation of this
jump correction pass which is a mandatory stage of the future multi-criterial
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0x60000000 save %sp, -96, %sp
0x60000004 st %i0, [%fp+68]

...
0x60000010 bne 0x60000024
0x60000014 nop

0x60000018 or %g0, +1, %g1
0x6000001c ba 0x60000044
0x60000020 nop

0x60000024 ld [%fp+68], %g1
...

0x60000030 call 0x60000000
0x60000034 nop

0x60000038 or %g0, %o0, %g2
0x6000003c ld [%fp+68], %g1
0x60000040 smul %g2, %g1, %g1

0x60000044 or %g0, %g1, %i0
0x60000048 restore %g0, %g0, %g0
0x6000004c retl
0x60000050 nop

A

B C

D

E

Figure 6.1: Sample Control Flow of an Exemplary LEON3 Program

optimizations for Cortex-M0 and LEON3 has already started at the time of
writing of this deliverable. Special attention is paid to the LEON3 processor,
since its pipeline comes with a so-called delay slot. This has the effect that
each jump must be followed by one additional unrelated machine instruction.
In Fig. 6.1, the nop instructions at the end of blocks A, B, C and E denote
these delay slots. These particularities are currently added to the existing
implementation of the jump correction. Furthermore, the effects of jump
correction on WCETs, energy consumption and code sizes will need consid-
eration by the optimizations from Chapter 3 and Chapter 4. As soon as these
control flow-related issues are properly addressed, it can be expected to have
the first couple of true TeamPlay multi-criterial compiler optimizations in
the very near future.

In the context of security- and time-aware optimization as described in
Chapter 5, the security tool chain also will have to be ported to the Cortex-
M0 architecture. Furthermore, the accuracy of the realized time padding
will be improved and padding of more sophisticated scenarios than if-then-
or if-else constructs will be realized.

For all approaches described in this deliverable, the consideration of
REEL annotations (cf. deliverable D1.2 “Report on Initial Implementation
of Proof Library, including Initial Contract Specification Language Imple-
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mentation”) will be integrated during the next reporting period.
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